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Preface


Artificial Intelligence (AI) is rapidly shifting from a supporting capability to a foundational layer in modern software systems. The transition from traditional applications to AI-driven, agent-based systems represents a fundamental change in how software is designed and delivered. This book is designed to help you navigate that shift by combining foundational concepts with practical implementation.

We begin by establishing a grounding in AI concepts, Large Language Models (LLMs), and prompt engineering— core building blocks for developing AI-powered applications. From there, the focus moves to AI-first development, where intelligence is treated as a core architectural component rather than an add-on feature.

As the book progresses, you will explore agentic systems such as applications powered by AI agents capable of reasoning, planning, and executing tasks. You will learn the key building blocks required to design such systems, including memory, tool integration, workflows, and multi-agent collaboration.

A central theme throughout the book is the Agentic Orchestration Layer, which acts as the backbone of modern AI applications by coordinating interactions between models, tools, data sources, and APIs. This layer enables dynamic workflows, context management, and scalable integration across systems.

A key focus of this book is Microsoft Semantic Kernel, a powerful framework that enables developers to orchestrate AI agents and integrate them seamlessly into applications. Through hands-on examples, you will learn how to create your first AI agent, extend its capabilities using plugins, implement planning through automatic function calling, and design scalable, enterprise-ready systems.

Beyond core development, the book emphasizes enterprise considerations that are critical for production systems. You will learn how to design AI applications with reliability, observability, governance, and compliance in mind, including techniques such as filters, structured outputs, and grounding.

The later chapters bring everything together through real-world use cases, demonstrating how to build systems such as chatbots and automation agents, along with applications that integrate grounding and retrieval-augmented patterns. These examples demonstrate how AI agents can deliver tangible business value by automating complex workflows, and enabling intelligent decision-making.

The book concludes by exploring future trends in AI and agentic systems, equipping you with the perspective needed to stay ahead in a rapidly evolving landscape.
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CHAPTER 1

Introduction to AI-Powered Applications


Introduction

In the first chapter, we lay a strong foundation for building modern AI-powered applications. We start with understanding the key aspects of AI in the context of an Agentic world. We then explore the fundamentals of AI, including Machine Learning, Deep Learning and Neural Networks, Natural Language Processing, and more. We gain a good understanding of vectors and embeddings, and understand the principles behind semantic understanding. Finally, we cover Generative AI and Large Language Models such as OpenAI’s GPT that are at the core of the next generation of innovative AI applications, including AI chatbots and autonomous AI agents. These foundational concepts are critical for both developers and decision-makers, as they provide the necessary context to design, evaluate, and operationalize AI-powered systems effectively in real-world scenarios.

Structure

In this chapter, we will cover the following topics:


	Overview of Artificial Intelligence in Modern Applications

	Understanding AI in the Agentic World

	Key Aspects of AI

	Types and Evolution of AI



	Key Concepts of AI

	Machine Learning

	Computer Vision

	Natural Language Processing

	Neural Networks and Deep Learning



	The Magic of Semantic Understanding

	Vectors and Embeddings

	Semantic Meaning and Relationships



	Large Language Models

	Overview of LLMs

	Transformer Architecture

	Generative AI

	AI Chatbots

	AI Agents






Overview of Artificial Intelligence in Modern Applications

AI agentic systems are all set to transform every industry across the board and have a profound impact on our daily lives in ways that we cannot imagine at this time. Let us dive into the fascinating world of Artificial Intelligence (AI), arm ourselves with a strong understanding of what it means in the context of intelligent agentic applications, and learn the requirements to transform our existing enterprise applications into intelligent AI-powered applications. All these learnings are going to serve us well as we later journey through the emerging and promising area of developing autonomous AI agentic systems with Microsoft Semantic Kernel.

Understanding AI in the Agentic World

We have all used AI in some form or another in our daily lives. Whether it is using Google Search on our mobiles or PCs, interacting with voice assistants such as Siri and Alexa, online shopping on Amazon and the likes, engaging with customer service chatbots on the banking websites and mobile apps, and editing photos and videos on our mobiles. All these applications use AI internally to deliver a rich and intuitive user experience.

Artificial Intelligence (AI) refers to the capability of computer systems to simulate human intelligence.

Note: John McCarthy, an American computer scientist and cognitive scientist, coined the term “Artificial Intelligence” in the mid-1950s. He defined artificial intelligence as "the science and engineering of making intelligent machines."

This simulation of human intelligence involves various cognitive capabilities that humans use daily, such as learning, reasoning, and problem-solving. AI systems have therefore attempted to copy these fundamental capabilities to perform tasks requiring human intelligence.

To break it down further, think of AI as the “essence” that enables computer systems to perform the core cognitive functions of humans (the building blocks of intelligence).

Let us look at a few of these capabilities and get an intuitive sense with supporting examples from our daily lives:







	
Capability


	
Example





	
Identify Patterns


	
Learning that if we leave home at 8:15 AM instead of 8:00 AM, our commute takes 20 minutes longer.





	
Recognize Speech


	
Being able to hear our name being called in a noisy coffee shop, even among other conversations, because our brain is tuned to recognize it.





	
Make Decisions


	
A driver automatically slows down when they see children playing near the street, mentally processing multiple factors such as speed, distance, potential risks and so on in milliseconds.





	
Analyze Data


	
A doctor reviewing a patient's medical history and correlating lab results to determine the root cause of recurring symptoms.





	
Generate Written Content


	
How we naturally adjust our writing style when texting a close friend ("hey, what’s up?") versus emailing the boss ("Dear Mr. Boss, I hope this email finds you well…")





	
Identify and Extract Relevant Features


	
When house hunting, we automatically focus on key factors that matter to us such as location, size, price and so on while ignoring less relevant details like the current owner's furniture and wall color.





	
Categorizing Input Data


	
Instinctively sort our laundry into "delicates," "regular wash," and "heavy duty" without even thinking about it.





	
Grouping Similar Data Points


	
Organizing our phone contacts into groups such as "family," "work," and "close friends" based on our relationship with them.





	
Learn Optimal Actions through Feedback


	
A baby learning to walk through trial and error and getting feedback through falls and successful steps.






Table 1.1: List of Key Cognitive Capabilities

Now, these “building-block” capabilities, along with the sensory abilities of Vision, Speech, and Audition (Hearing), come together to create the magical “AI” that drives practical real-world applications such as:


	Chatbots such as ChatGPT that can have a natural language conversation with us to help in a variety of use cases, such as question-answering, customer support, virtual companions, and much more.

	Language Translators such as Google Translate, that can convert from one language to another.

	Recommendation Systems like those on Amazon or Netflix that can suggest product or activity recommendations based on our past purchase or activity history.

	Self-Driving Cars like Waymo that use a variety of external inputs to identify patterns, analyze data, and make decisions in real time.



Note: A comprehensive list of AI use cases grouped by Industry, Category, and Function is provided in the Appendix.

Key Aspects of AI

The AI powered applications of today (and possibly over the next few years) have Generative AI at their core. What is special about Generative AI technologies is their amazing ability to simulate human-like intelligence, powered by significant advances in the building-block cognitive capabilities that we touched upon earlier. The maturing of the artificial sensory abilities of Vision, Speech, and Audition at the same time has created tremendous new possibilities like Autonomous AI agents and AI Humanoids that promise to completely transform every industry and impact our lives.

We will learn more about Generative AI later in this chapter. For now, let us dive deeper and understand the key cognitive functions of Learning, Reasoning, and Problem-Solving in more detail.

Learning

Computer systems have the capacity to learn from data, experience, and interaction with the environment. They do this using machine learning algorithms that help AI models to learn and improve their performance by identifying patterns or relationships in data.

Tip: An email spam filter is leveraging AI’s learning capabilities to detect junk emails over time by analyzing email content and user inputs on what is spam and what is not.

Reasoning

Computer systems can reason by using logic and inference to make decisions or solve problems. This ability to apply rules, interpret data, and form conclusions allows AI to solve problems in a structured manner.

Tip: AlphaZero [1], a chess-playing AI, uses reasoning capabilities to evaluate current board positions, determine optimal moves, and calculate future moves and outcomes based on given rules of the game.

Problem-Solving

Computer systems can put together knowledge and reasoning to find solutions to complex challenges. AI uses such problem-solving abilities for simple tasks like route optimization in Uber cabs or for complex problems such as medical diagnosis.

Tip: Autonomous vehicles use AI’s problem-solving capabilities to determine the best path to take, considering traffic, road conditions, and safety parameters.

Note: Do not worry if you do not fully understand the relevance of the cognitive functions, such as Learning, Reasoning, and Problem-Solving, at this point. Things will become clearer as we cover Large Language Models (LLMs) later in this chapter and in Chapter 4, Building Blocks for Agentic Applications.

Tip: LLMs serve as the learning, reasoning, and problem-solving engines in modern Generative AI applications.

Types and Evolution of AI

Now that we have gained an understanding of the key cognitive functions with respect to simulation of human intelligence, let us understand the types of AI, specifically Narrow AI (ANI) and General AI (AGI), and the key factors in the evolution from ANI to AGI. This is important because the advancements in the cognitive capabilities of AI Systems enable that significant leap in taking the current ANI systems closer to AGI. We will look at the limitations of ANI and the key characteristics of AGI as they will serve as critical inputs in our quest for building AI Agentic systems.

Narrow AI (Artificial Narrow Intelligence, ANI)

ANI systems are designed and trained to perform specific tasks. This is primarily due to the limitations in the cognitive and consequent intelligence abilities of current AI technologies.

Most AI applications used today, from chatbots and virtual assistants to self-driving cars, fall under the category of Narrow AI.

Key limitations are:


	Lack of Flexibility: ANI systems cannot perform tasks beyond their specific purpose. For example, a system designed to recognize images cannot understand or generate text.

	Lack of Continuous Self-Improvement: ANI systems need human intervention to learn new tasks or improve their reasoning outside their original programming. They are dependent on data and training for specific use cases.



General AI (Artificial General Intelligence, AGI)

AGI systems aim to simulate the full set of cognitive abilities of a human. They would be able to perform any intellectual task that a human can do, and do it across a wide variety of tasks across domains without being limited by predefined objectives.

Key characteristics of AGI are:


	Broad Knowledge Base: AGI systems should have the ability to generalize knowledge across different domains and tasks like humans. They should be able to switch from diagnosing a medical condition to discovering a relevant new drug without being reprogrammed.

	Adaptive Learning: AGI systems should be able to learn new tasks autonomously, adapt to new and unfamiliar situations, and continuously improve their performance based on experience, like humans.

	Human-Like Cognition: AGI systems should possess reasoning capabilities that allow them to understand complex situations, perform abstract thinking, and demonstrate emotional intelligence.



Building an AI system with general intelligence requires advancements in multiple areas of AI, including reasoning, learning, memory, perception, and decision-making, areas where active research is currently in progress. We will touch upon some of these in the later chapters.

Additionally, the development of AGI raises significant ethical and safety issues such as the potential loss of jobs, misuse of technology, and the risks of AGI surpassing human intelligence and going rogue, as depicted in multiple sci-fi movies. Consequently, Ethical and Responsible AI are areas of significant interest and research that we will cover briefly in later chapters as we build real-world AI powered applications.

Key Concepts of AI

Having understood what AI is and the underlying core cognitive capabilities and key aspects in the previous section, let us now dive into the key technical aspects and concepts of AI that enable these capabilities. These learnings will be crucial in the understanding of AI agentic applications later in this book.

Figure 1.1 gives us a high-level view of the AI Universe. As we go through the various relevant concepts, this figure should help us get a sense of where things fit within the overall scheme of things. We will start with Machine Learning and then drill deeper into each layer till we get to Generative AI and Large Language Models, technologies that are at the core of AI Agentic applications today.
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Figure 1.1: The AI Universe

Note: In reality, there are overlaps between the multiple areas of AI, and they do not exist as simple subsets of each other as illustrated in the diagram. However, for this book, it should provide us with a clear view of the areas that will form the core of our journey into AI-powered applications with Semantic Kernel.

Machine Learning

Machine Learning (ML) has been around since the 1950s and is a subset of the larger field of AI. ML allows software programs to learn from data and improve their performance on a specific task over time without being explicitly programmed.

ML achieves this using algorithms, which are the mathematical models or formulas used to learn from data in the training process. These algorithms drive the process of making predictions, finding patterns, or categorizing information. The interesting thing is that given more high-quality data, these algorithms can continuously improve over time.

Note: Popular Definitions of Machine Learning:

The field of study that gives computers the ability to learn without being explicitly programmed. – Arthur Samuel, 1959

A computer program is said to learn from experience E on some task T, with respect to some performance measure P, if its performance on T improves with experience E. - Tom Mitchell, 1997

Understanding how Machine Learning compares to traditional programming (Figure 1.2) will provide us with a good sense of how AI-powered apps work.
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Figure 1.2: Machine Learning Compared to Traditional Programming

In Traditional Programming:


	We explicitly write the rules (for example, if-else statements and so on),

	Rules are fixed and defined by us, and

	Given some input, the program applies the defined rules and gets answers.



With Machine Learning:


	We provide a lot of examples (called the “training data”) of the input and the corresponding answer. (Note: in some cases, we do not always need to provide answers),

	The algorithm learns the rules by finding patterns and creates the Model,

	Rules are discovered from the data, and we do not need to explicitly program them,

	It can adapt to new patterns if trained with different data, and

	Given some new input, the model can predict the answer.



To solidify our understanding, let us compare a simple classical programming example for student grading with a machine learning model that predicts student grades (Figure 1.3).
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Figure 1.3: Comparing Machine Learning to Traditional Programming Code

In the traditional programming example, we explicitly defined the rules (grading criteria) in the grade_student function, we then input the data (student scores), and the program processed these according to our rules to produce answers (grades).

In the machine learning example, we provided examples of scores and their corresponding grades. The algorithm learned the rules by finding patterns. Rules were discovered from the data and not explicitly programmed.

In a nutshell, Machine Learning enables software programs to learn from data and create a model that can predict outcomes for a specific task. Additionally, given large amounts of high-quality data, it can continuously improve over time.

Types of Machine Learning

Let us gain a deeper understanding of the primary machine-learning approaches:

Supervised Learning

Supervised Learning has been the most popular type of Machine Learning and has been used extensively in the industry over the past decade. Here, the AI algorithm learns from labelled data. Labelled data is where both the input (called Features) and the corresponding output result are provided. Therefore, each training example has a ground-truth label (desired output), and the model learns a decision boundary to apply it to predict labels on new unseen data.

Key Techniques

Classification: This is
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Unsupervised Learning
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Reinforcement Learning



Computer Vision




	Image Acquisition: Collect visual data through cameras and sensors.

	Image Processing and Analysis: Convert raw data into structured information by recognizing colors, patterns, and shapes.

	Recognition and Interpretation: Make sense of the processed data to identify objects, detect movement and actions, and so on.



Key Components of Computer Vision



	Object Detection: Detecting and recognizing objects within an image

	Image Classification: Categorizing an image into a specific class such as cat, building and so on

	Semantic Segmentation: Dividing an image into regions to identify objects at the pixel level

	Feature Extraction: Recognizing specific characteristics such as edges and textures within images



Key Applications of Computer Vision



	Facial Recognition: Here, the system captures an image of the face, analyzes the unique features, looks up a database of stored images to compare, and then returns results with various degrees of match. Common applications include face-based login to our mobile phones, photo curation apps, and social media tagging in uploaded photos.

	Self-Driving Cars: It plays a key role in autonomous vehicles, where using real-time input from multiple sensors and cameras, it can detect objects such as road signs, pedestrians, vehicles, potential obstacles, and so on.

	Medical Imaging: It has proven extremely useful in healthcare, where models can detect anomalies such as tumors or fractures, analyze medical images such as, X-rays, MRIs, and CT scans to assist in diagnosing conditions faster and with greater accuracy.



Significance of Computer Vision


Natural Language Processing (NLP)





	Understanding: NLP models break down and interpret language by recognizing grammar, structure, meaning, and context.

	Generation: NLP models generate natural language responses that are coherent and contextually relevant as well as sound like a human.



Key Components of NLP



	Syntax and Grammar: Examining the structure of sentences

	Semantics: Interpreting the meanings of words and phrases

	Context: Paying attention to nearby words and sentences to enhance comprehension



Key Applications of NLP



	Language Translation: This is an obvious and impactful use case. Tools like Google Translate use NLP to convert text from one language to another.

	Sentiment Analysis: Companies understand customer feedback that is, whether users feel positive, negative, or are neutral about their product or marketing campaign by applying sentiment analysis to product reviews or social media comments. A review like “I am very happy with this product and will definitely buy more!” would be identified as positive, whereas a comment such as “Buying this product was a total waste of money!” would be labeled as negative.

	Speech Recognition and Virtual Assistants (VAs): NLP enables voice-activated systems such as Siri, Alexa, and Google Assistant to understand spoken commands and respond in natural language. For example, asking Siri to “Set a reminder for tomorrow’s meeting at 10 AM,” triggers NLP algorithms to translate our voice into text, process the meaning, and then create the reminder.



Significance of NLP


Limitations of NLP
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Neural Networks and Deep Learning
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Structure of Neural Networks



	Input Layer: The first layer where data, such as an image or a sentence, is fed into the network,

	Hidden Layers: Multiple intermediate layers that process and transform data to recognize increasingly complex patterns and relationships, and

	Output Layer: The final layer that produces the model's output, such as a classification category or the prediction of the next word in a sentence.
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Significance of Neural Networks and Deep Learning



Important Foundational Concepts of Neural Networks and Deep Learning
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Steps of Gradient Descent in Neural Networks



	Forward Pass: The input is passed through the neural network, and the model makes a prediction (output).

	Calculate Error: The cost function computes the error as the difference between the predicted and actual values.

	Back-Propagation: The error is passed back through the network, moving from the output layer toward the input layer. The algorithm calculates the partial derivatives of the cost function relative to each weight in the network (the gradient).

	Gradient Descent Step: The weights are adjusted in the direction that reduces the cost function. (Figure 1.11)

	Repeat: This process is repeated for many iterations (called epochs), with each step ideally reducing the cost function until it converges to a minimum value.








GPUs and CUDA










Compute Unified Device Architecture (CUDA)





The Magic of Semantic Understanding


Vectors and Embeddings
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Semantic Meaning and Relationships


Higher-Dimensional Space: Capturing More Nuance



Semantic Proximity and Meaning




Analogies and Arithmetic Operations in Vector Space
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Contextual Embeddings: Capturing the Essence of Real-World Meaning




Real-World Applications


Limitations of Vector Embeddings




Large Language Models


Overview of LLMs










Transformer Architecture



	The Transformer Architecture

	Training of models on much larger datasets and a higher number of parameters






	Self-Attention Mechanism: This allows the model to pay attention to different words in a sentence relative to each other and understand the context better. Traditional RNNs that processed inputs sequentially were unable to capture such long-range dependencies in text.

	Parallel Processing: Transformers can process input in parallel, unlike RNNs, which process inputs sequentially. This significantly accelerated training and made them highly scalable, outperforming traditional RNNs.

	Encoder-Decoder Architecture: The split architecture with the attention mechanism enables the model to process complex sequences effectively.











Pre-Training and Fine-Tuning



	Pre-Training on Large Text Data: During pre-training, the model is exposed to large amounts of unstructured text data (unsupervised learning), allowing it to learn patterns in language, grammar, facts, general knowledge, and so on.

	Fine-Tuning on Specific Tasks: After pre-training, the model is fine-tuned. Here, it is trained with labelled examples (supervised learning) for specific tasks such as sentiment analysis, question answering, text classification, summarization, and so on. Thus, refining its response and allowing it to excel at these tasks.




Architectural Improvements


Applications of LLMs


Generative AI



Applications of Generative AI



	Image and Art Creation: OpenAI’s DALL-E and Stability AI’s Stable Diffusion can generate unique images based on text descriptions. Such tools are used in digital art, design, and marketing.

	Music and Audio Generation: Google MusicLM can generate music based on text descriptions. Such tools are used in video production, gaming, and personalized music creation.



Significance of Generative AI


AI Chatbots






Applications of AI Chatbots



	Customer Support: AI Chatbots serve as virtual assistants for answering customer inquiries, resolving issues, and providing information. AI Chatbot-powered customer support systems can effectively handle common questions, helping businesses reduce wait times and improve customer satisfaction.

	Writing and Content Creation: AI Chatbots serve as great aids for generating ideas, drafting articles, and writing social media posts for writers, marketers, and content creators.

	Education and Tutoring: AI Chatbots serve as learning aids for students and educators and help with concept explanations, brainstorming, and more. For example, prompting “Explain photosynthesis to a 10-year-old” will break down the concept into understandable language for that age group.

	Coding and Development Support: AI Copilots help developers by generating code snippets, explaining programming concepts, and understanding existing code bases. For example, prompting “Explain how to convert a Python array into JSON and provide the code” would result in a code example along with an explanation.



AI Agents



Conclusion



Points to Remember


	AI enables computer systems to learn from data and build intelligence that continuously improves over time.

	Computer Vision provides computer systems with the ability to see, and NLP provides the ability to understand, interpret, and produce natural human language.

	Neural Networks and Deep Learning triggered the AI revolution by providing a significant performance leap in the cognitive capabilities of AI.

	GPUs made the training of deep neural networks feasible with their massive parallel processing capabilities.

	LLMs have opened up new possibilities for AI-led innovation with their ability to understand, generate, and manipulate human language.

	The Transformer architecture, coupled with much larger datasets and a higher number of model parameters, paved the way for the new era of Generative AI based on LLMs.

	The launch of ChatGPT triggered the current wave of Generative AI applications.



Multiple Choice Questions


	What feature of Transformers enables it to understand the importance of different words in a sentence relative to each other?

	Mixture of Experts

	Encoder-decoder

	Self-attention

	Fine-tuning



	What are the multiple intermediate layers in neural networks called?

	Learning layers

	Hidden layers

	Middle layers

	Deep layers



	What should we aim to minimize when training a neural network?

	Cost function

	Gradient

	Learning rate

	Iterations






Answers


	c

	b

	a



Questions


	What are Activation functions? What is its role in a neural network?

	What is backpropagation? What is its role in a neural network?

	How can LLMs help us with Programming and Technical tasks?

	How does vectorization help in neural networks?

	What are multimodal models?

	What are the game-changing features of the transformer architecture?

	What are the differences between a traditional chatbot and an AI chatbot?
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