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Introduction

Life is the fifth volume in The Best of Edge series, following Mind, Culture, Thinking, and The Universe. Here we present eighteen pieces from the pages of Edge.org, an online salon consisting of interviews, commissioned essays, and transcribed talks, many of them accompanied with streaming video and available, gratis, to the general public.

Edge, at its core, consists of the scientists, artists, philosophers, technologists, and entrepreneurs at the center of today’s intellectual, scientific, and technological landscape. Through its lectures, master classes, and annual dinners in California, London, Paris, and New York, Edge assembles the thinkers who are exploring and rewriting our global culture.

Edge.org was launched in 1996 as the online version of the Reality Club, an informal gathering that met from 1981 to 1996 in Chinese restaurants, artists’ lofts, the boardrooms of Rockefeller University and the New York Academy of Sciences, investment banking firms, ballrooms, museums, living rooms, and elsewhere. Though the venue is now in cyberspace, the spirit of the Reality Club lives on, in lively back-and-forth conversations on hot-button ideas. In the words of novelist Ian McEwan, a sometime contributor, Edge.org is “openminded, free ranging, intellectually playful . . . an unadorned pleasure in curiosity, a collective expression of wonder at the living and inanimate world . . . an ongoing and thrilling colloquium.”

This is science set out in the largely informal style of a conversation among peers—nontechnical and colloquial, in the true spirit of the “third culture,” which I have described as consisting of “those scientists and other thinkers in the empirical world who, through their work and expository writing, are taking the place of the traditional intellectual in rendering visible the deeper meanings of our lives.”

Like the Modern Evolutionary Synthesis that revolutionized biology in the mid-twentieth century by marrying Mendelian genetics to Darwinian natural selection, the rise of biotechnology—epitomized by the Human Genome Project, which began in the twentieth century’s last decade and was completed in 2003—constitutes a turning point in our perception of who we are and where we’re headed. The achievements of the past two decades have apparently made it possible for us—even incumbent upon us—not just to ameliorate the ills besetting our planet but to begin participating in our own evolution.

We have assembled contributions from some of Edge’s best minds, among them geneticists, theoretical biologists, theoretical physicists, and bioengineers. Pioneers in the current revolution, they take us over the work leading up to and in the wake of the Human Genome Project, illuminating in the process the conversations and controversies that animate modern biology.

We lead off with a 2015 talk by the evolutionary biologist Richard Dawkins, who defends his “selfish gene” view of Darwinian natural selection and speculates that life elsewhere in the universe will exhibit it. Evolutionary geneticist and theorist David Haig follows, with a talk on conflicts and conflict resolution within the genome, stemming from maternal and paternal imprinting. Robert Trivers, canny lone wolf of evolutionary biology, discusses self-deception and the “biased information flow between the conscious and the unconscious.” The late Ernst Mayr, an architect of the twentieth century’s modern synthesis, talks to Edge about the course of evolutionary biology since then and his agreements and disagreements with it. The highly regarded geneticist and snail biologist Steve Jones comments on the robustness of Darwin’s 150-year-old worldview.

E. O. Wilson recalls the the divide (lately bridged) at Harvard between the morphologist/naturalists and the newly arrived molecular biologists—particularly personified by the rambunctious Jim Watson. Theoretical physicist Freeman Dyson speculates about the future of life—will it be analog or digital? Then, at an Edge gathering at Eastover Farm in Connecticut a few years later, he joins biotechnologist and entrepreneur J. Craig Venter, geneticist George Church, astrophysicist Dimitar Sasselov, and quantum engineer Seth Lloyd in a free-ranging discussion of the origins of life and its prospects, here on Earth and elsewhere. This is the book’s longest section and its centerpiece; in it, Life’s major themes and arguments play out, sometimes brilliantly, sometimes with a lot of tongue in cheek. A year later, Dawkins and Venter renew the discussion in a dialogue on their pet theories, enlivened by the issues that divide them.

Armand Marie Leroi, a developmental biologist at Imperial College London, ponders the wide range of genetic variation in the human species, along with the reluctance of some scientists to study such matters as skin color “because of the long and sorry history of genetics and racial differences.” The physiological legacy of our hominid ancestors is discussed by paleoanthropologist Daniel Lieberman, and our possible Neanderthal heritage by Svante Pääbo, mapper of the Neanderthal genome. Craig Venter is joined by inventor and futurist Ray Kurzweil and roboticist Rodney Brooks in a session on recent advances in genomics and biotechnology; bioengineer Drew Endy makes a case for focusing on the engineering aspects of synthetic biology.

Kary Mullis, inventor of the polymerase chain reaction (PCR) in the 1980s, which enabled the sequencing and cloning of DNA, talks about his current attempts to improve the human immune system. Yale evolutionary ornithologist Richard Prum talks about the importance of aesthetics in natural selection, reviving the old argument between Darwin and Alfred Russel Wallace, the codiscoverer of evolution by natural selection. Along the way, he tells you more than you might want to know about the love life of ducks. Neuroendocrinologist Robert Sapolsky warns us about the ubiquity and ingenuity of the parasite protozoan Toxoplasma, and the theoretical biologist Stuart Kauffman, an expert on complex systems, concludes the collection with an essay on how the universe got complex and on whether or not there are “laws that govern biospheres across the universe.”

Life—and particularly intelligent life—has been called an “emergent” phenomenon. But has it fully emerged? Now that we are a party to its “emergence,” what are the opportunities before us, and what are our responsibilities with regard to a continuing and partly man-made evolution—on (and perhaps someday off) this planet? Ought we to “play God,” as some naysayers have vigorously accused the twenty-first century’s geneticists and biotechnologists of doing—or are we simply meeting our obligations and living up to our natural potential as human beings?

John Brockman

Editor and Publisher

Edge.org
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Evolvability

Richard Dawkins

[April 30, 2015]

Richard Dawkins is an evolutionary biologist and Charles Simonyi Professor of the Public Understanding of Science, Emeritus, at Oxford.

Natural selection is about the differential survival of coded information which has the power to influence its probability of being replicated, which pretty much means genes. Whenever coded information which has the power to make copies of itself—a “replicator”—comes into existence in the universe, it potentially could be the basis for some kind of Darwinian selection. And when that happens, you then have the opportunity for this extraordinary phenomenon we call “life.”

My conjecture is that if there is life elsewhere in the universe, it will be Darwinian life. I think there’s only one way for this hypercomplex phenomenon we call life to arise from the laws of physics. The laws of physics—if you throw a stone up in the air, it describes a parabola, and that’s it. But biology, without ever violating the laws of physics, does the most extraordinary things: it produces machines which can run, and walk, and fly, and dig, and swing through the trees, and think, and produce the whole of human technology, human art, human music. This all comes about because at some point in history, about 4 billion years ago, a replicating entity arose—not a gene as we would now see it, but something functionally equivalent to a gene—which, because it had the power to replicate and the power to influence its own probability of replicating, and replicated with slight errors, gave rise to the whole of life.

If you ask me what my ambition would be, it would be that everybody would understand what an extraordinary, remarkable thing it is that they exist, in a world which would otherwise just be plain physics. The key to the process is self-replication. The key to the process is that—let’s call them “genes,” because nowadays they pretty much all are genes—genes have different probabilities of surviving. The ones that survive, because they have such high-fidelity replication, are the ones we see in the world, the ones which dominate gene pools in the world. For me, the replicator—the gene, DNA—is absolutely key to the whole process of Darwinian natural selection. So when you ask the question, “What about group selection, what about higher levels of selection, what about different levels of selection?,” everything comes down to gene selection. Gene selection is fundamentally what’s really going on.

Originally, these replicating entities would have been floating free and just replicating in the primeval soup, whatever that was. But they “discovered” a technique of ganging together into huge robot vehicles we call individual organisms. An individual organism is a unit of selection in a different sense from the replicator being a unit of selection. The replicator is the unit of selection which strictly is the thing that becomes either more numerous or less numerous in the world. Nowadays we say more numerous or less numerous in the gene pool, and that’s modern post-Darwin language.

But because the individual organism is such a salient unit in which these replicators, these genes, have ganged up together, we as biologists tend to see the individual organism as the unit of action. The individual organism is the thing that has legs or wings, it has eyes, it has teeth, it has instincts. It’s the thing that actually does something. And so it’s natural for biologists to phrase their questions of purpose, of pseudopurpose, at the level of the organism. They see the organism as striving for something, working for something, struggling to achieve something.

What’s it struggling to achieve? Well, for Darwin it was struggling to achieve survival and reproduction. Nowadays we would say it’s struggling to achieve replication of the genes inside it. And this all comes about because, well, one way of putting it, and I’ve often put it like this, is to say, “Look backward at the ancestors of all modern animals,” any animals, anytime, and you can see that the individual is descended from an unbroken line of successful ancestors, an unbroken line of individuals who succeeded in surviving and reproducing. What that really means is that they succeeded in passing on the genes that built them. So we are conduits for the genes that pass through us. We are temporary survival machines.

Everything about biology can be understood in this way. Everything about biology can be understood if you say that what’s really going on is differential replicator survival—gene survival in gene pools—and the way in which they do it is by controlling phenotypes. And those phenotypes in practice are nearly all bundled up into these discrete bodies, individual organisms.

If ever there is a bundle of replicators, a bundle of genes, which passes on its genes to the next generation in a single propagule (we do that: we pass on our genes in sperms or eggs), that means that all the genes in a body—in a mammal body, in a vertebrate body, in an animal body, a normal animal with sexual reproduction—have the identical expectation of getting into future generations: namely, leaving the present body in a sperm or an egg. That means that all the genes in a body are pulling for the same end. They all have the same goal.

If they didn’t (and some of them might not: viruses, for example, have a different goal, of being sneezed out or spat out or whatever it might be), they of course are quite different, and they do not cooperate with the rest of the genes in the body. But all the genes that have the same expectation of the future, the same expectation of leaving the present body and getting into the next body, cooperate. They work together. That’s why bodies are such coherent wholes. That’s why all the limbs and all the sense organs work together. It’s simply because all the genes that built them have the same exit route to the next generation. The minority that don’t—things like viruses—have a different exit route, and they don’t cooperate, and they may kill you.

Although it’s true that the great majority of survival machines are discrete organisms, that doesn’t necessarily have to be the case, and if genes can influence phenotypes outside the body, then they will do so. This is the extended phenotype. The simplest sort of extended phenotype would be an artifact, like a bird’s nest. So a bird’s nest is an organ. It’s an organ in the same sense as a heart or a kidney is an organ, but it just happens to be outside the body and it happens to be made of grass and sticks rather than being made of the cells that contain the genes. Nevertheless, it’s a phenotype, which is produced by the animal’s nervous system working through nest-building behavior. And it does exactly the same kind of thing—namely, preserve the genes in the form of eggs and chicks, as organs of the body, like kidneys and livers and muscles.

The next kind of extended phenotype I talk about is hosts of parasites, because there are spectacular examples. For example, parasites which influence their hosts in order to get into the next host. A host body to a parasite gene is like a bird’s nest: it’s influenced by the genes. We don’t normally put it that way; we normally say that the parasite, the fluke, or whatever it is, the whole fluke influences the whole snail, to get itself passed on. But if you think at the genetic level, the genes are influencing the fluke’s phenotype, which, in turn, influences the snail’s phenotype to enhance the propagation of the fluke’s genes into the next generation. So there’s no reason to draw a line around the fluke’s body and say, “Well, outside that is no longer proper phenotype.” It is proper phenotype, it’s just that you have to think outside the box—in this case, outside the fluke—in order to get the true relationship between genes and phenotypes.

And then, generalizing further: a cuckoo in a nest influences the behavior of its host by various stimuli—by having a bright red beak and squawking in the right way and so on. And once again, just as the fluke influences the snail to get itself passed on to the next generation, the cuckoo influences the reed warbler to get itself, to get its genes, passed on to the next generation. And the change in reed warbler behavior can properly be regarded as a phenotypic expression of cuckoo genes.

My vision of life on this planet is that everything extends from replicators, which are in practice DNA molecules. The replicators reach out into the world to influence their own probability of being passed on. Mostly they don’t reach farther than the individual body in which they sit, but that’s a matter of practice, not a matter of principle. The individual organism can be defined as that set of phenotypic products which have a single route of exit of the genes into the future. That’s not true of the cuckoo / reed warbler case, but it is true of ordinary animal bodies. So the organism, the individual organism, is a deeply salient unit. It’s a unit of selection in the sense that I call a “vehicle.”

There are two kinds of unit of selection. The difference is a semantic one. They’re both units of selection, but one is the replicator, and what it does is get itself copied, so more and more copies of itself go into the world. The other kind of unit is the vehicle. It doesn’t get itself copied. What it does is work to copy the replicators which have come down to it through the generations, and which it’s going to pass on to future generations. So we have this individual/replicator dichotomy. They’re both units of selection, but in different senses. It’s important to understand that they are different senses.

Now, because the individual organism is such a salient unit, biologists after Darwin got into the habit of seeing the organism as the unit of action, and therefore they asked the question, “What is the organism maximizing?” What mathematical function is the organism maximizing? “Fitness” is the answer. So fitness was coined as a mathematical expression of that which the organism is maximizing. Of course, what fitness really is, or what it ought to be if we understand it properly, is gene survival. For a long time, fitness was equated in people’s minds with reproduction, with having a large number of children, grandchildren, great-grandchildren. Bill Hamilton and others, but mostly Bill Hamilton, realized that you had to generalize that, because if what’s really going on is working to pass on genes, then offspring—grandchildren, et cetera—are not the only ways of passing on genes. An organism can work to enhance the survival and reproduction of its siblings, its nephews, its nieces, its cousins, and so on. Hamilton worked out the mathematics of that.

It was unfortunate that Hamilton, having realized this important insight, chose to stick with the individual organism as the entity of action. He therefore coined the phrase “inclusive fitness” as the mathematical function an individual organism will maximize if what it’s really doing is maximizing its gene survival. It’s a rather complicated thing to calculate. It’s difficult to calculate in practice, and this has led to a certain amount of—not hostility, but a certain amount of skepticism about inclusive fitness as a measure, skepticism I share. But for me, the remedy for that skepticism is to say, “Well, forget about the organism and concentrate on the gene itself.” Ask yourself, as Hamilton also did, “If I were a gene, what would I do to maximize my propagation into the future?” Hamilton did that, but he also later took a sort of false trail (it’s strictly correct but not helpful) by asking, “If I’m an individual, what would I do to maximize my gene survival?” Both ways of phrasing it are correct—they’re both correct if you can get the calculation right—but one of them is rather harder to do. If you’re trying to do intuitive Darwinism, if you’re trying to work out what you would expect to happen in the world, I think it’s better to ask the question, “What would I do if I were a gene?,” rather than, “What would I do if I were an elephant?”

In both cases this is a personification. Nobody really thinks that either genes or elephants scratch their heads and think, “What would I do?” But it’s a useful trick, a useful dodge when you’re trying to get the right answer as a field biologist in the Serengeti. It’s a useful trick to say what would I do if I was a [blank] and you could fill in the end of that sentence by saying either “if I was a gene” or “if I was an elephant.” And you’ll get the right answer if in the gene case you concentrate on self-replication and if in the elephant case you concentrate on passing on genes. So we have these two logically equivalent ways of expressing what’s going on in Darwinism. Both of them Hamilton used. I think some of the opposition to Hamilton, which has recently surfaced, is because people have realized that inclusive fitness is not a practical way of doing things. It’s a difficult thing to calculate. And my suggestion would be—and I said this to Hamilton—to abandon inclusive fitness and concentrate instead on personification of the gene, and then you’ll get the right answer.

George C. Williams in 1966 wrote a brilliant book, Adaptation and Natural Selection, roughly at the same time as Hamilton was working, and they both tumbled to the same truth, which is that what’s really going on in natural selection is survival of genes. Williams was eloquent on this. Williams said things like, Socrates may have had any number of children, we don’t know that, but what Socrates really passed on, if he passed on anything, was genes. It’s genes that pass through the generations. And so whenever you’re talking about teleonomy, whenever you’re talking about pseudopurpose, which is what we see in life—what’s it for, what’s the adaptation for, who benefits, cui bono—whenever you ask that question, you should be looking at the level of the gene. Williams realized that; Hamilton realized that.

In The Blind Watchmaker, I wanted to get across the idea that cumulative selection can give rise to immense complexity and dramatic changes. So I wrote a computer program for the Macintosh, which presented on the screen a range of phenotypes built by an algorithm I called its embryology, which was actually a tree-growing algorithm. And the shape of the tree was governed by genes. There were nine genes, I think, in the first version, and so what the user saw on the screen was a “parent,” as I called them, in the middle, and fourteen other biomorphs around it were the offspring. They were built by genes, which were nine numbers. The genes could mutate by either having a small amount added to their value or a small amount subtracted from their value. So all the nine biomorphs looked a bit different—obviously descended from the same parent but they were a little bit different. And you could choose with a mouse which one to breed from; it glided to the center of the screen, produced fourteen offspring and so on. It went on and on through generation after generation. You could breed anything you liked. It was a most extraordinary experience, to breed massively different shapes from the original by gradual degrees, and they came out looking like insects, and flowers, and all sorts of things.

I’m pleased to note that although I’d thought I’d lost these biomorphs—because modern Macs don’t run the software that old Macs do—a wonderful man called Alan Canon in Kentucky wrote to me and said he wanted to revive them. So I sent him all my old Pascal code, which would no longer run, and he’s now hard at work producing phoenix from the ashes—my old programs—and I’m simply delighted by this.

I then went to the Artificial Life Conference organized by Chris Langton, and I gave a talk called “The Evolution of Evolvability,” which I think was the first time the phrase had ever been used, and it’s being used quite a lot.

The original biomorph program had nine genes. I later enlarged it to sixteen genes. I added genes that did things like segmentation, that had biomorphs arranged serially along the body, like a centipede, which has lots of different segments, or a lobster, which has lots of segments but each segment can be a little bit different. I had genes that had symmetries of various kinds. So the repertoire of biomorphs that became possible to breed then dramatically increased. It was still limited, but nevertheless it increased. And it occurred to me that this was a good metaphor for radical changes in embryology that happened at certain important times in evolution. For example, I just mentioned segmentation. The very first segmented animal had some kind of major mutation which gave it two segments instead of one, I’m guessing. It may have been three. It can’t have had just one and a half segments; there must have been at least two. It duplicated everything about the body. If you look at the body of an earthworm or a centipede, it’s like a train, like a truck. Each truck is similar to the neighboring trucks and may be identical.

Before the origin of segmentation in the ancestors of earthworms or centipedes, the ancestors of vertebrates, animals must have evolved as one single segment, and they would have evolved in the same sort of way as my biomorphs did when they had only nine genes. Then the first segmented animal was born. It must have been radically different from its parents. This must have been a major mutation. And as soon as the first segmented animal was born with two segments—the same as each other, probably—it wasn’t a difficult thing to do in one sense, because all the embryological machinery to make one segment was already there. To double it would have been a major step; nevertheless all the machinery is there. It’s not like inventing a whole new organ, like an eye. That cannot happen. It’s got to happen by gradual cumulative selection, which is the main message of The Blind Watchmaker. But once you’ve got the machinery to make an eye, or to make a vertebra, or to make a heart or anything like that, you could make two, because the machinery is already there. That’s what segmentation is.

And so when segmentation was invented by some kind of macromutation, a whole new flowering of evolution became possible, and vertebrates, arthropods, annelids, all exploit this new embryological trick of segmentation. I illustrated this with my biomorphs, because when I added the segmentation gene for the macromutation, which I had to program in, a whole new flowering of morphology could appear on the screen. You could evolve much more exciting animals because segmentation was there. Similarly with the genes for symmetry. I had genes doing kind of mirror-image morphology in two different planes. And immediately I started being able to breed things like flowers, butterflies, beautiful creatures.

The evolution of evolvability, then, is an evolutionary change which makes a radical alteration in embryology and opens up floodgates of further evolution not possible before. Segmentation is one example, sex may be another one. Torsion in mollusks may be another one. These are major changes, which I think are rare. They may happen once every 100 million years. There’s normal evolution, which goes on by the normal cumulative, gradual process we mostly teach about. But every now and again, I suspect there’s a major jump, a macromutation which opens up new floodgates, and segmentation would be the best example. I was led to think about this by the addition of seven more genes to my original nine-gene biomorph, and that’s what I talked about at Chris Langton’s Artificial Life Conference, and I called it “The Evolution of Evolvability.”

I incorporated these ideas of evolution of evolvability in Climbing Mount Improbable, which is a bit similar to The Blind Watchmaker but has a lot more in it. And by then I’d added a whole lot more genes, in this case introducing colors, and we now have color biomorphs. And perhaps rather more interesting, I teamed up with Ted Kaehler, one of Apple’s star programmers. I met him at the Artificial Life Conference. And after that we collaborated on a new project I called Arthromorphs, which was somewhat similar to biomorphs but with a totally different kind of embryology and segmentation and much more based upon especially arthropod segmentation. The arthromorph program didn’t require the programmer—namely, me—to introduce the new watershed changes, the new macromutations which led to new flowerings of evolution. It happened internally; it happened in the computer. They really were macromutations. That was a big step in my use of computers in both understanding and teaching about evolution.

One of the things I’ve always done is not make a clear separation between books aimed at popularizing, books aimed at explaining things to people, and books that explain things to myself or my scientific colleagues. I think the separation between doing science and popularizing science has been overdone. I have found that the exercise of explaining to other people, which I suppose I’ve been fairly successful at, is greatly helped by the fact that I first have to explain it to myself. And explaining it to myself—the biomorph program, which I originally wrote to explain to students, and I used them in student practicals—led me to think anew for myself, stimulated me to understand much better about evolution, stimulated me to understand about the evolution of evolvability in a way I haven’t before.

Nobody knows whether there’s life elsewhere in the universe. I think there probably is. The number of stars in the universe is something like 1022, and most of them have probably got planets. It would be pretty astonishing if we were unique. It would go against the lessons of history: you know, we’re not the center of the universe, et cetera. Science fiction writers try to speculate about what life elsewhere might be like. I have one contribution to make, which is that I think however weird and alien and strange and different life elsewhere might be, we can say one thing about it, which is that, if we discover it, it will turn out to be Darwinian life.

I think there’s only one way for the lead of pure physics to be transmuted into the gold of complex life, and that is differential replicator survival, which is Darwinism in its most general sense. So I would stick my neck out and say that when and if we ever discover life elsewhere in the universe, it will be Darwinian, it will be based upon something like DNA—probably not DNA, but something like DNA in the sense of an ultra-high-fidelity, self-replicating coding system able to produce great variety, which is what DNA does. So what I call universal Darwinism is a doctrine, almost: the one thing we know about life everywhere is that it’s Darwinian life.

I gave a talk called “Universal Darwinism” at one of the Darwin Centenary Conferences, the one in Cambridge, and I based it on looking at all the alternatives that someone might have suggested, like Lamarckism—the inheritance of acquired characteristics, the principle of use and disuse. The point I tried to make is that contrary to what most biologists have said, the thing that’s wrong with Lamarckism is not just that it doesn’t work in practice, that acquired characteristics are not, as a matter of fact, inherited. There are biologists, including Ernst Mayr, who have said Lamarck’s theory is a fine theory but, unfortunately, acquired characteristics are not inherited. The point I made was that even if they were inherited, the Lamarckian theory is nothing like a big enough theory to do the job of producing complex adaptations. Lamarckian theory depends on use and disuse: the more we use our muscles, the bigger they get. That’s fine, that happens, and then—inheritance of acquired characteristics—you pass on your bigger muscles to your children. Ernst Mayr said that’s a perfectly good theory and the only trouble is it doesn’t work, because acquired characteristics are not inherited, which of course is true. But the point I was making was that even if it were true, the principle wouldn’t work to produce real, interesting biological evolution.

Muscles are fine; that’s one thing that does grow bigger when you use them. But something like an eye, the delicate focusing mechanism of the eye, the transparency of the eye, the huge number of light-sensitive cells, three different color codings and so on—that doesn’t come about by use and disuse. The more you use your eyes, they don’t become more—the lens doesn’t become more transparent as photons wash through it. The eyes become better because of every single tiny mutation that improves the eye. As Darwin said, Nature is daily and hourly scrutinizing. So every little tiny change, no matter how deeply buried in internal cellular biochemistry it is, if it has any effect whatever on survival and reproduction, natural selection will pick it up. The Lamarckian principle will work only for very, very crude growth—things like muscles getting bigger when you use them.

As we look around the world in which we live, what we see is stupefyingly complicated man-made machines like this camera you’re filming with, this recording machine, this computer, cars, ships, planes. These are not produced directly by natural selection, these are produced by human ingenuity, by human brains working together. No one human can make a Boeing 747. I mean, this is a cooperative enterprise involving lots of humans, involving lots of computers. It’s a fantastic extension of the Darwinian substrate. So the principles that give rise to the strong design of a plane, or a car, or a computer—these all come from human brains. But that’s not the ultimate explanation. The human brains themselves have to come from Darwinian natural selection. So if we go to other planets and discover extremely complicated technology, that technology itself will be the direct product of Darwinian selection, but it will be the product, ultimately, of Darwinian selection of the brains—or whatever they call them on that planet.

It’s arguable that something—this is a different kind of argument now—it’s arguable that something like Darwinism does go on in human technology: that when a human designer is designing on the drawing board, he designs something, doesn’t like it, tosses it in the bin, gets a fresh bit of paper, designs a slight variation of it, and so on. There might be a Darwinian element to that. That’s not what I’m saying. I’m saying that a wholly new, at least partly new, kind of design came into the world when human brains started to exercise ingenuity, especially social ingenuity, cultural ingenuity. But the ultimate source of that is evolved brains, and the evolved brains have to come about by some version of Darwinian selection, which on other planets might be very different, but it will still be—I conjecture, I bet my shirt on it—Darwinian.
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Genomic Imprinting

David Haig

[October 22, 2002]

David Haig is a professor in Harvard’s Department of Organismic and Evolutionary Biology.

My work over the last decade or so has been principally concerned with conflicts within the individual organism. In a lot of evolutionary biology, the implicit metaphor is that the organism is a machine or, more specifically, a fitness-maximizing computer trying to solve some problem. I’m interested in situations where there are conflicts within the individual, in which different agents within the self have different fitness functions—as well as the internal politics resulting from those conflicts of interest.

The area to which I’ve given the greatest attention is a new phenomenon in molecular biology called genomic imprinting, which is a situation in which a DNA sequence can have conditional behavior depending on whether it’s maternally inherited from an egg or paternally inherited through a sperm. The phenomenon is called imprinting because the basic idea is that some imprint is put on the DNA in the mother’s ovary or in the father’s testes which marks that DNA as maternal or paternal and influences its pattern of expression—what the gene does in the next generation, in both male and female offspring.

This is a complicated process, because the imprint can be erased and reset. For example, the maternal genes in my body, when I pass them on to my children, will be paternal genes, having paternal behavior. If my daughter passes on paternal genes to her children, even though she got the gene as a paternal gene from me, it will be a maternal gene to her offspring. Molecular biologists are particularly interested in understanding the nature of these imprints, and how it is possible to modify DNA in some way that’s heritable but can then be reset. My own interest has been in understanding why such odd behavior should evolve. I’ve been trying to find situations in which what is best for genes of maternal origin is different from what maximizes the fitness of genes of paternal origin.

The best way to understand the underlying theory is with a famous anecdote credited to J. B. S. Haldane, the great British geneticist, who is said to have claimed that he would give his life to save more than two drowning brothers or more than eight drowning cousins. The logic is that if Haldane is concerned only with transmitting his genes to future generations, this is the right thing to do. On average, a gene in his body has one chance in two of being present in a brother. If he sacrificed the copy of a gene in his body to rescue three brothers, on average he’d be rescuing one and a half copies of the gene in his three brothers, placing him ahead in the genetic accounting. But when it comes to cousins, each only has one chance in eight of carrying a random gene in Haldane’s body. To benefit from the sacrifice of one copy of a gene in himself, he needs to rescue nine or more cousins. This was formalized by Bill Hamilton in his theory of inclusive fitness.

My theory can be illustrated by rephrasing Haldane’s question and asking: “Would Haldane sacrifice his life for three half-brothers?” For the sake of the story, let’s say these are his maternal half-brothers—offspring of his mother but with different fathers. The traditional answer to that question is no, because if you pick a random gene in Haldane, it’s got one chance in four of being present in a half-brother. Thus, a random gene would have an expectation of rescuing three-quarters of a copy—3 x ¼—for the loss of one copy in Haldane. However, if imprinting is possible, genes may have information about their parental origin, and this can change the accounting.

From the point of view of a maternally derived gene in Haldane, the three half-brothers are all offspring of his mother, so his maternally derived genes have a probability of one-half being present in each half-brother. For the sacrifice of one copy of the gene in himself, Haldane would be rescuing one and a half copies, on average, of his maternally derived genes. Natural selection acting in that situation on genes of maternal origin would favor the sacrificial behavior.

However, things look very different from the point of view of Haldane’s paternal genes. Those three half-brothers are the offspring of different fathers, making them complete nonrelatives. If genetic accounting were all that was important, no sacrifice, no matter how small, would justify any benefit, no matter how great, to his paternal half-sibs. Therefore, in this case, selection on paternally derived genes would prevent Haldane performing this sacrificial action.

This illustrates that different selective forces can act on different genes within an individual, pulling him in different directions, resulting in internal genetic conflicts. I suspect that how these conflicts are resolved is a matter of history, genetic politics, and knowing the details of the system. A lot of insight will come from the social sciences: political science in particular is all about dealing with conflicts of interest within society with the formations of parties and factions, and I believe that if there are conflicts within the individual, you’ll have a similar sort of internal politics.

I’m particularly interested in looking at situations in the real world where the Haldane story I just gave would apply—where there are potential conflicting selective forces acting within the individual. So far I’ve talked about conflicts between genes of maternal and paternal origin, but there are also possible conflicts between genes sitting on the sex chromosomes and genes sitting on the other chromosomes, and between genes sitting in the nucleus and genes sitting in mitochondria, and between our genetic inheritance and cultural transmission. I’m trying to develop a set of theories and tools for dealing with such situations.

Genomic imprinting is a fascinating phenomenon, and raises an interesting question: If information about the sex of the parent in the previous generation can be transmitted by such mechanisms, is there other historical information input from the environment that can be transmitted to the current generation and influence genetic expression? Would it be possible that if my great-grandmother experienced a famine or lived in a time of war, that this has put an imprint on the genome which is influencing gene expression in my own body?

My interest in genetic imprinting began while I was completing my doctorate at Macquarie University in Sydney. I began studying plant ecology and, in particular, how regeneration after fire takes place. I wandered around the bush looking at plants, but my heart really wasn’t in that. Through good fortune, I got an opportunity to do a theoretical study on the evolution of the life cycles of plants, applying kin-selection theory—the theory of parent-offspring conflict developed by Robert Trivers—to plants. By thinking about what’s happening within seeds, I essentially had a theory of genomic imprinting ready to go the moment I heard of the phenomenon.

In a 1974 paper on parent-offspring conflict [American Zoologist, 14:1, 249-64 (1974)], Trivers pointed out that there was often an implicit assumption that what was good for a parent was also good for the offspring. In terms of genetic transmission, it would seem that offspring are parents’ stake in the future, so parents should be doing their best for them. What Trivers argued, however, was that parents would be selected to maximize their total number of surviving offspring—which may be quite different from maximizing the survival of an individual offspring. He suggested that there was a trade-off between producing lots of offspring and investing relatively little in them versus producing a small number of offspring and investing a lot in each. He thought that over evolutionary time offspring would begin to compete with their siblings for available resources. And in turn, sibling rivalry would result in conflict between offspring and parents, since over time offspring would be selected to try to get more than their fair share of resources from their parents—more than the parents were selected to supply—whereas parents would be selected to spread their resources more evenly over a larger number of offspring. Trivers’s theory was that this could lead to evolutionary conflicts.

I was asked to talk at the National Institutes of Health in a workshop on imprinting and human disease. My goal was to suggest how evolutionary theory would provide new insights into human disease. An obvious case was in human pregnancy, where Trivers’s theory of parent-offspring conflict could help explain why pregnancy is so often associated with medical complications. Since then, looking at maternal fetal interactions has been another area in my research.

Trivers’s theory has a lot to say about why pregnancy doesn’t work particularly well. If we look at most of the products of natural selection—like the hand, the liver, the heart, or the kidney—these are wonderful bits of engineering that function well for sixty or seventy years. But why are there so many problems in pregnancy? Pregnancy is essential to reproduction, so you might expect that this would be one part of our human physiology that had been perfected by natural selection. But there’s an important evolutionary difference between the function of the heart and what’s going on in pregnancy. When we look at the selective forces acting on the function of the heart, there’s no evolutionary conflict. All of the genes involved in the development and function of the heart belong to the same genetic individual and, in a sense, have the same genetic interest: the maximization of the number of offspring of that individual. In the absence of conflict, we’ve got a simple optimization problem, and you get an optimal solution.

But in the relationship between mother and fetus, because of the parent-offspring conflict that Trivers pointed out, we’ve now got conflicting forces. The offspring is being selected to take a little extra from the mother, and the mother is selected to resist some of the offspring’s demands. Those selective forces tend to act at cross purposes and cancel each other out.

One important problem during pregnancy is the communication of information between mother and offspring. In communication within the body, there’s no conflict, since selection causes cells to send messages as cheaply and efficiently as possible. But when you’re looking at the exchange of messages between mother and fetus, there’s a problem of credibility, since their interests are not identical. In some situations, there’s an evolutionary incentive to send misleading messages, and corresponding selection for receivers to distrust messages being received.

One thing that’s happening during pregnancy is that there’s a lack of the usual feedback controls, checks and balances. I read grant applications for scientists proposing to study maternal-fetal relations, and they tend to portray it in rosy terms, as an almost loving exchange of messages between mother and fetus. But in pregnancy an embryo implants itself in the abdominal cavity or in the fallopian tube—in a completely inappropriate position in the body—and develops autonomously in the absence of any appropriate maternal messages. I believe there’s very little communication going on between the mother and the fetus during pregnancy. Rather, you’re looking at various fetal attempts to manipulate maternal physiology and metabolism for fetal benefits.

During pregnancy, the mother’s hormonal communication systems are coming under joint control of both the mother and the fetus. The fetus secretes a number of hormones into the mother’s body to achieve various effects, particularly increasing the nutrient levels of the maternal blood. In the early stages of human pregnancy, the embryo embeds itself in the uterine wall and taps into the maternal blood system, releasing hormones into maternal blood that can influence the mother’s physiology, blood-sugar levels, and blood pressure. The higher the levels of sugar and fats in maternal blood, the more nutrients the fetus can obtain. Typically, hormones are molecules produced in tiny amounts that have big effects, at least when communication occurs within a single body and there’s no conflict between sender and receiver. However, in pregnancy, one individual (the fetus) signals to another (the mother) and there is potential for conflict. Natural selection favors increased production of the hormones by offspring to get a bigger effect, while at the same time it favors maternal receiving systems that become more and more resistant to manipulation. There is thus potential for an evolutionary escalation that sometimes results in placental hormones being produced in massive amounts. It’s estimated that about a gram a day of human placental lactogen is secreted into the maternal blood stream, and yet it has relatively minor effects.

I think this observation—that placental hormones tend to be produced in very large amounts—is the best evidence for the existence of maternal-fetal conflict. The fetus secretes these hormones into the mother’s body in an attempt to persuade the mother to do something she might not necessarily want to do. Think of placental hormones as the equivalent of junk mail. These messages are trying to persuade you to do something. They’re relatively cheap to produce, so they’re distributed in vast quantities but have relatively minor effects. They must work sometimes, but it’s very different from the sort of intimate whisper you might get between two individuals who have common interests.

The most successful application of my ideas on imprinting has been to the study of growth during pregnancy, and the prediction that paternally derived genes are selected to produce larger placentas that extract more resources from mothers. But the basic idea of the theory applies to any interactions among relatives that are what I call asymmetric kin—that is, relatives on the maternal side of the family but not on the paternal side, or vice versa. I suspect that genomic imprinting is going to be relevant to understanding the evolution of social interactions. There’s also evidence now that imprinting is implicated in some forms of autism. There are a number of imprinted genes that are known to be imprinted in the brain, and I’m interested in exploring those ideas.

The most exciting empirical work that’s been done to test my ideas came out of Shirley Tilghman’s lab before she became president of Princeton. Hers was one of the first labs to describe an imprinted gene. Paul Vrana, a postdoc of Tilghman’s, looked at crosses between two species of mice, one of which had a high rate of partner change—multiple fathers within a litter—whereas the other was a so-called monogamous mouse, where a single father fathered all the offspring in a litter and the female had about an 80 percent chance of staying with the father to produce the next litter. The researcher predicted that the conflict between maternal and paternal genomes would be more intense in the mouse with multiple paternity than in the monogamous mouse, and in fact when you cross them you get a dramatic difference in birth weight.

If the father came from the species with multiple paternity, there had been intense selection on paternal genomes to extract more resources from mothers. This paternal genome would be matched against a maternal genome that had not been strongly selected to resist paternal demands. In this direction of the cross, offspring were larger than normal, whereas in the reciprocal cross, where the paternal genome came from the monogamous species and the maternal genome from the polyandrous species, offspring were smaller than normal. Paul Vrana was able to show that this difference was largely due to imprinted genes in these two species. This suggests that divergence of imprinted genes may contribute to the speciation process, and in particular that changes in social systems and mating systems can cause changes in the expression of imprint. These can then contribute to reproductive isolation between sister species.

The second bit of work is being done in, of all places, a liver oncology lab at Duke University Medical Center which is studying genomic imprinting. Out of curiosity, Randy Jirtle and Keith Killian looked at marsupials and then at the platypus—an egg-laying mammal—to see where imprinting arose. They found that imprinting was absent in the platypus, at least for the genes they looked at, but was present in marsupials. Thus, imprinting appears to have arisen more or less coincident with the origin of live birth, before the common ancestor of marsupials and placental mammals. There are some exciting areas of research of that kind.

There are other recent intriguing observations out there that beg for a theoretical explanation. There’s evidence in the mouse, for example, that the paternal genome particularly favors development of the hypothalamus, whereas the maternal genome favors development of the neocortex. I’ve suggested that some maternal-paternal conflicts can be seen within the individual between different parts of the brain favoring different sorts of actions. I don’t have a good explanation of why that’s occurring in the mouse; I would love to know. At a broader level, perhaps these theories have something to say about the subjective experience of internal conflicts—why we sometimes have great difficulty making up our minds. If the mind were purely a fitness-maximizing computer with a single fitness function, then the paralyzing sense of indecision we often feel would make no sense. When we are forced to make a difficult decision, it can sometimes consume all our energies for a day, even though we’d be better off making a decision one way or the other. Perhaps that can be explained as a political argument going on within the mind between different agents with different agendas. That’s getting very speculative now, though.

In the future, I’d like to get back to plants. I’ve put a lot of work into thinking about plant life cycles, and the work I did in my PhD has had relatively little impact, so I’d like to go back and rethink some of those ideas. I’ve thought of writing a book called Sociobotany that would do for plants what Trivers, [E. O.] Wilson, and Dawkins did for animal behavior. Botany tends to look at the different stages in the life cycles of a plant as cooperating one with the other. But Trivers’s theories of parent-offspring conflict are relevant to understanding some odd features of seed development and the embryology of plants. One of my favorite examples of this phenomenon can be seen in the seeds of pine trees and their relatives. The seed contains multiple eggs that can be fertilized by multiple pollen tubes, which are the functional equivalent of sperm. Within the seed, multiple embryos are produced that then compete to be the only one that survives in that seed. As this happens, there’s intense sibling rivalry and even siblicide going on in the seed. Because of oddities of plant reproduction, the eggs that produce those embryos are all genetically identical one to the other, so all the competition among the embryos is between the genes that they get from their fathers through the pollen tube. Because of this, I expect there to be imprinting in the embryos of pine trees.

Another interesting case is found in Welwitschia, an odd plant that grows in the Namibian desert. Here, once again because of oddities of the plant’s genetics, the egg cells are no longer genetically identical one to the other, and they compete with each other to produce the embryo that survives in that seed. Rather than waiting for the pollen tube to reach the eggs, the eggs grow in tubes up to meet the pollen tubes. There’s actually a race to meet the pollen tubes growing down to meet the eggs. Fertilization occurs and then the embryos race back down into the seed to gain first access to the food reserves stored in the seed. This odd behavior was just a strange observation of plant embryologists, but I think the application of ideas of conflict between different genetic individuals gives a pleasing explanation of why you observe this behavior in Welwitschia but not in groups where the eggs are genetically identical to each other.

Some of these ideas also intersect with the work of evolutionary psychologists. Although I don’t interact with them on a daily basis, they’re keen on my work, and I follow theirs. A true psychology has got to be an evolutionary psychology. Whether every theory that goes under the name of evolutionary psychology is evolutionarily justified is a different question, but in terms of the question of whether Darwin is relevant to understanding the mind and human behavior, evolutionary psychologists have got it right. We are evolved beings and therefore our psychology will have to be understood in terms of natural selection, among other factors.
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A Full-Force Storm with Gale Winds Blowing
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For the last ten or fifteen years, I’ve been trying to understand situations in nature in which the genes within a single individual are in disagreement—or put differently, in which genes within an individual are selected in conflicting directions. It’s an enormous topic, which twenty years ago looked like a shadow on the horizon, just as about a hundred years ago what later became relativity theory was just two little shadows on the horizon of physics; both blew up to become major developments. In genetics it’s fair to say that about twenty years ago the cloud on the horizon was our knowledge that there were so-called selfish genetic elements in various species that propagated themselves at the expense of the larger organism. What was then just a cloud on the horizon is now a full-force storm with gale winds blowing.

An enormous amount of work is pouring out on this topic, with an appreciation that, far from being a rare exception, this is a minority phenomenon in all organisms, including ourselves, and must by logic and by evidence have been an important problem throughout the evolution of the genetic system: namely, how to control and prevent the further spread of such selfish elements. There’s a dynamic relationship between these elements and the rest of the organism—or, put in genetic terms, all the other non-linked genes in the organism, which will tend to be selected to suppress these elements and will then select on the part of the elements for further tricks in a coevolutionary struggle.

The more we have worked on this, the more it has seemed analogous to social interactions at the level of individuals within groups. Some of the same terms we find useful in the latter context, like cooperative, selfish, spiteful, or altruistic behavior, can also be applied to genetic interactions within the individual that run into conflict with each other. There can be spiteful genes, there can be merely selfish genes, there’s a whole bunch of cooperative ones, and there are narrowly altruistic ones that only help copies of themselves. This is a deep and important subject, and we are at last becoming able to see a unified whole and to relate the different parts to each other.

Genetics is extremely difficult but also very rewarding. You get an exactness out of genetics, beginning with Mendel’s famous quantitative pea ratios. It’s a quantitative, exact science that is beautiful, but also difficult to master. We’ve had a long, wonderful tradition of learning an endless series of sometimes incredible facts about the genetic systems of different organisms, without having a clear evolutionary logic for how natural selection works on the genetic system itself. This is a major avenue into that problem.

There is also a personal irony for me, in that some of those who were most vitriolic against the social theory I worked on in the 1970s were population geneticists. I expect them to be equally, or perhaps even more, displeased with this new development. Of course, that only gives me greater satisfaction.

Incidentally, the enormity of the subject required me to get a collaborator, and I was fortunate some twelve years ago to attract Austin Burt, a brilliant Canadian evolutionary geneticist, now working at Imperial College London.

I have completed the genetics work and I’m now eager to do some work in psychology. The Zeitgeist is such that we are now in the process of putting together an evolutionary psychology. As is often the case, the first hints of it are people running around saying, “Evolutionary psychology is coming! Evolutionary psychology is coming!,” but they haven’t actually done much work to bring it on. Now we’re getting empirical work of increasingly high quality on aspects of human psychology interpreted in an evolutionary way.

The particular subarea I’m interested in developing has to do with the structure of the mind in terms of biased information flow between the conscious and the unconscious, and the peculiar and counterintuitive fact that humans in a variety of situations misrepresent reality to the conscious mind while keeping in the unconscious either a fully accurate, or in any case more accurate, view of that which they misrepresent to the conscious mind. That seems so counterintuitive that it begs explanation. You would have thought that after natural selection ground away for 4 billion years and produced these eyeballs capable of such subtlety—color, motion detection, the details of granularity that we see—you would have perfected the organs for interpretation of reality such that they wouldn’t systematically distort the information once it reached you. That seems like a strange way to design a railroad.

The function of this area of self-deception is intimately connected to deception of others. If you’re trying to see through me right now, and if I’m lying about something you actually care about, what you see first, to speak loosely, is my conscious mind and its behavioral effects. You can get some sense of my mood or my affect. The quality of voice might signal stress while trying to deceive you. But it’s much harder for you to figure out what my unconscious is up to. You have to make a study of my behavior, such as a spouse will do, much to your dismay at times.

One simple logic is that we hide things in our unconscious precisely to hide them better from other people, so the key interaction driving this is deception. I often talk about deceit and self-deception in the same voice, because you can’t see self-deception properly if you don’t appreciate its deceptive possibilities. Likewise, if you talk about deception without any reference to self-deception, then you tend unconsciously to limit yourself to consciously promoted deception, and you tend to overlook unconsciously promoted deception. Each failure to link the two topics limits one’s understanding of the topic under consideration.

There is also a new area within individual deception which is related to this concept of self-deception directed toward others but which has not been worked out in a detailed way. That’s the extraordinary finding that our maternal genes and our paternal genes—that is, those we inherited from our mother and those we inherited from our father—are able to conflict with each other, each acting to advance the interest of the relevant parent and his or her relatives. You can have a form of internal deception where the maternal side is overrepresenting maternal interests which the paternal side is discounting, and vice versa.

For some reason, I’ve had a deep interest in both deception and self-deception from childhood. This, of course, preceded my knowledge of evolutionary logic. In one episode I remember my mother wagging her finger in my face and saying, “Remember now, ‘Judge not that ye be not judged.’ ” I was raised in the Presbyterian Church and, of course, this is from Matthew, who recorded Jesus saying, “Judge not that ye be not judged, for with the judgment ye pronounce shall ye be judged. And why are you worried about the mote in your neighbor’s eye? First take the beam out of your own, the better to see the mote.” It’s an allegory for self-deception. You’re so busy saying what’s wrong with another person, you hypocrite. Get rid of what’s wrong with you first, and don’t project it onto the other person. That was a life-long meditation my mother gave me, so there must have been something in my behavior.

The great evolutionist Ernst Mayr would say to me, “It’s very appropriate you’re interested in self-deception, since you sure practice a lot of it.” At first I didn’t know what to say, and then came up with the notion that it’s exactly the people who struggle with their self-deception whom you’d expect to find the problem interesting and maybe make some progress on it. Those unafflicted by it might have low insight and low motivation.

I also remember from my childhood that there was a prized item in a store that had a lot of toys for children. I think it was a knife, but I know it cost $6. I saved up $6 plus the 2 cents for tax back then, which took me a while under my father’s regime of reimbursement for yard work. I went into the store and gave them the $6.02, and the man behind the counter said it cost $7.

I said, “What are you talking about?,” and he said, “It’s seven dollars. It says so on the sign in the window.” I said, “Nonsense, the sign says six dollars!”

We went outside and he showed me the sign, and it said $6.98, with the .98 written in small letters. I remember arguing with him, asking what sense it made to misrepresent the cost
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