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Preface

Humankind stands at a radical inflection-point in its history. Almost everyone agrees that this is so, and unlike some widely held views, it is true. The future is a chaos of uncertainties. There are some who go further and say that humanity stands not just at an inflection-point, but at its final point, on the verge of self-destruction.

The latter is not impossible, alas, but two things encourage us to think that we could survive the changes rushing upon us, not least from the new technologies that, in the bewildering rapidity of their development, are currently making the future deeply, and in a number of ways threateningly, unreadable.

The first encouragement is that we are not without agency or a modicum of rationality, and could if we are robust direct these unnervingly rapid changes in ways that reduce their dangers and leverage the benefits they also promise.

The second is that to live without hope of survival is impossible; indeed, to hope for something better than mere survival is a necessity: hope is life, and life is the business of working to make hopes come true.

I thought of calling this book ‘Under the Raintree’, in allusion to the Brazil Raintree, Brunfelsia pauciflora, grown as an ornamental bush in gardens round the world and colloquially known as the ‘Yesterday, Today and Tomorrow’ bush because its flowers change colour as they mature, starting as purple, then fading through lavender to white. It is a bush that graced the African garden in which I lived as a child, and I admired it greatly; it seems an apt metaphor for discussing the time of drastic uncertainty about tomorrow that we live in today, and the question of what we can bring from yesterday – from the past – into today to help us decide about what values, what aspirations, what lessons, to preserve into tomorrow.

To answer the question about what yesterday can offer today and tomorrow, it is necessary first to survey today’s anxieties about tomorrow – and its promises. The promises relate to matters that we would do well to leave behind; there are plenty such. The anxieties concern the less desirable and, in many cases, dangerous possibilities that today’s developments suggest – indeed more than suggest, for they seem to be inevitable unless managed. If there is one thought we should cling to, it is that unless we look worst-case scenarios squarely in the face, we will not prepare ourselves sufficiently to avoid or mitigate the worst that tomorrow could bring.






Introduction

Today we are in an era of rapid technological change and uncertainty. Humankind is faced with the question of what the future will be like – and more burningly: should be like – given so many science-fiction-seeming imponderables:

• AI and its effect on work, life and society, including government, welfare, surveillance and social organisation, policing and control, and kinetic, electronic and autonomous weapons of war;

• the possibility of super-AI/AGI (Artificial General Intelligence) escaping human control;

• education, the question whether technology will make us smarter or dumber because we outsource too much of our thinking;

• the effect of AI on creativity and the arts;

• new medical possibilities, life-extension, cloning and genetic modification;

• ageing populations;

• a ‘transhumanist’ humanity implanted with technology, physically and intellectually enhanced by device–tissue interfaces and prosthetic modifications;

• the already-burgeoning reach of humanity into space and its colonisation, with effects on economy, science, competition and the possibility of conflict;

• new systems of communications and production;

• new forms of interpersonal relationships from digital solitude to replacement of relationships by sex robots and virtual friendships;

• the vulnerability to hacking, cyberwar and other disruptions of the technologies we increasingly and indeed existentially rely upon;

• and by far not least: climate change and its devastating potential consequences.

At the same time there are increasing dangers from geopolitical instability, the rise of authoritarianism with its threat to liberties and the rule of law, conflict and developments in new forms and instruments of war both hot and cold which, as with climate change, threaten to make the foregoing suite of possibilities either irrelevant or destined to go in directions even more dramatic, not to say catastrophic.

These bullet points list or imply the downsides of the changes already under way. There are considerable upsides too; the pressing question is what the balance of outcomes will be – and the lesson of history is that unless they are understood and prepared for, the downsides will have an enhanced tendency to overbalance the upsides, on the same principle as ‘bad money drives out good’.

It verges on banality to say that today we are in a state of semi-blindness about tomorrow because the dizzying developments that rush upon us daily make it hard to see where we are going.

Most people feel passive under the barrage of change. It seems irresistible and out of control. Yet even the most superficial thought about what is happening and what our response should be reveals to us that there is so much that is undesirable about our yesterday as a species – only consider our history: what we have done to ourselves, each other and the planet over time – that a temptation to call a halt to current developments, a conservative desire to maintain a status quo, prompts the sceptical response: Really? Do we so value our bad old ways, our conflicts and wars, our greedy economic systems, our destruction of the planet’s environment and climate, our hostilities and prejudices, our dental decay, heart disease and cancer, that we wish to preserve ourselves and everything else as they now are?

At the same time, from yesterday come some of the best thoughts our species has so far had about what matters in life if it is decoupled from the evils, natural and self-created by humanity, that beset it. What are these values? Do they still persuade, and if so what appeal can be made to them in trying not to be a passive subject – or victim – of the storm of changes flooding over us, but instead to be in control of them: to create the future, not merely to let it happen to us?

This book has two parts – Part I, ‘Today and Tomorrow’: what is happening today that makes us concerned about tomorrow, and Part II, ‘Tomorrow and Yesterday’: what we wish to leave behind, what we wish to preserve, what it can teach us about managing today and tomorrow.

Part I surveys the challenges and possibilities both good and bad in the onrush of changes, not least in technology, that are swamping us. From galloping AI developments and their effects on industry, commerce, government, employment, education, war and policing; from interpersonal human relations to political systems; from outer space to tech implants within the human brain and body – the future is bewildering in its likelihoods and possibilities. What is happening today, already, gives rise to a blizzard of hopes and fears, and above all of uncertainty. What are the auguries already promisingly or alarmingly present, now, in this period of rapid transition? Do any of them hold out better hopes, if we can survive the threats that other developments pose or seem to pose? What are the current facts about what AI can and cannot do, about population growth or decline, about the social trends already introduced by the digitisation of so many aspects of life? Already mass surveillance face-recognition technology is in use in China and almost every major airport in the world; electronic communications and social media are routinely trawled and monitored by security agencies; new generations of remote and autonomous weapons are at work on battlefields; lunar orbital space stations for commercial operations and colonisation of space are in advanced planning stages; genetic engineering using CRISPR technology is already possible, as is gene-modification therapy; today we already live in circumstances that are dramatically different from the past, and yet these developments are only at an early stage.

One area of debate is transhumanism (‘transhumans’ are human beings who are a combination of technology with the human body and brain). Possibilities in this arena involve medical science, interpersonal relationships, human capacities across a wide range from sports to ‘super-soldiers’ and brain-enhancements that potentiate intellectual powers. Life-extension as well as physical and neurological enhancement is on the cards. For example: the research arms of the US, Chinese and other militaries (see the US’s published DARPA suite of projects) are seeking to produce super-soldiers impervious to pain and the need for sleep, with battlefield technology for vision, communications and data implanted rather than carried outside the body on helmets and body-armour – yet even as large sums are spent on research into these possibilities, war technology is already moving in the direction of largely or wholly machine warfare, drones, robots and autonomous weapons systems. Reproductive technologies aimed at gestating human infants outside the human body to avoid the limitations and pains of childbirth are being researched, with major consequences for the nature of interpersonal relationships. Direct inputs via brain–chip implants – already in use for control of certain neurological complaints – suggest a range of possibilities from education to policing, emotional control, memory manipulation and direct ‘thought to thought’ communication. Extension of the human lifespan and the effects on economies and demographics are already under vigorous discussion. None of these are science fiction; they are in reach, or already here.

Thinking about technology, AI and transhumanism constitutes the chief focus in the burgeoning discipline of future studies, in popular parlance known as ‘futurology’, a self-explanatory name. There are futurist institutes and research centres (some at leading universities such as Oxford, Edinburgh and Toronto) where serious study is devoted to prognostication. Some of what such studies outline is eutopian,1 some dystopian; almost all paint pictures that are radically different from what we are accustomed to. Among the dystopian possibilities a significant one is the collapse – under the weight of what can be triggered by developing technologies, climate change, population growth or decline and weapons of mass destruction – back into primitive-technology conditions, in effect to an Iron Age or Stone Age situation. Futurists have been around for some time, and past futurists made prognostications about futures that are already in our past – one could ask how their prophecies fared, to which the answer is generally: not always very well – and that gives pause, because much of what is to be discussed in the first part of this book consists in futurist thinking. But what is the alternative?

Looming over all is the climate change challenge. It could, as already remarked, make other anxieties about the future irrelevant, on the unimpeachable ground that there might be no future.

The second part surveys the bad things about history and the human condition we would do well to escape, and – more to the point; and far more importantly – asks what good things we risk losing. Above all, it asks whether there are permanent values that are worth preserving, and if so, how they can survive the transition to a world where the conditions for the expression of those values might no longer exist, or in which they are severely complicated and compromised by new conditions and demands; or whether these demands will require abandonment of aspirations once cherished as fundamental to human flourishing. We think of human rights, justice, education, love, friendship, the family, co-operation and peace; why did they recommend themselves in the first place, what role have they played in the human story, and how much weight should we give them in light of the fact that so much of history has been a narrative of conflict, oppressions, injustice and suffering, suggesting that these values seem not to have protected us very well in the past? Do we need new values – and will the onrushing changes affecting human nature and society offer or demand new and different values? What might they be?

As it happens, among the possible scenarios surveyed in Part I, some preserve some of the values once and now thought most important; others project a need for – or the inevitability of – new and different values. If the former is the case, what hopes are hinted at? If the latter, the radical disjunction between humanity and society as it has been and as it will be is radical indeed. The former would be a continuation, and perhaps the fuller application, of the values mentioned: human rights, justice, love, friendship, the family, co-operation and peace. If the latter involves an abandonment of some or all of these things, what does that say about the future of humanity? Would one wish to be part of it?

The fundamental point at issue is, What really matters to being human, what really matters for the possibility of good societies, and the confronting question is: will future humans, will future societies, no longer be ‘human’ or ‘social’ in any sense that would keep this fundamental point relevant? And if so, would it matter?

In sum: we are at an unprecedented crossroads today between yesterday and tomorrow. How are we to decide what path or paths we should – or can – take; indeed is there any ‘can’ about it, or has the path already been taken for us by the fact that we have been and are so far behind the curve of change? And if so, is there a way back to the crossroads where a different choice of path can be made?

Such a forest of questions! At least some of the answers are suggested in the pages to come.






PART I

TODAY AND TOMORROW








1

‘Artificial’ ‘Intelligence’

One way to dramatise to ourselves our uncertainties about the future is to ask such questions as the following. Driverless cars are already on our streets, driverless trains are already running on rail networks; what do we think about pilotless airplanes? Wouldn’t we welcome a technology that places sensors on our bodies, diagnoses any conditions afflicting it, and prescribes (and may even carry out) procedures specifically tailored to our individual genetic makeup and current physical status? What if the government of our country were an AI that crunched all the national economic and sociological data and legislated what to do next? Might we prefer to have future wars, if there have to be any, fought between drones and robots, not people? As to AI-powered robots: is not a world desirable in which no one does housework, no one is lonely, no one is living without sex, because everyone has personal spouse-robots who do and provide everything in these ways, and do it with a more-than-plausible appearance of kindness, sensitivity, co-operation and responsiveness?

What about flipping a switch to have an AI-written e-book tailored to one’s tastes, or a film or television series created in accordance with one’s prompts, with actors (or their indistinguishable avatars) of one’s choice, instantly available? What indeed if all books, paintings, music, television dramas, news broadcasts, were AI produced and delivered on demand?

How about an AI kitchen with a device in it – let’s call it a ‘multicuisinier’ – into which one decants a bag of the basic chemicals out of which plant and animal matter is (or was previously) made, and which, upon a few presses of its keyboard, produces delicious lunches and dinners, glasses of wine, etc., all nutritious but devoid of harmful substances (e.g. saturated fat, salt and sugar, all absent but their taste perfectly and safely mimicked)?

How about a closet into which you step, on getting out of bed, which showers you, passing currents through you to stimulate muscles as exercise would, then dries and clothes you, as it does so activating the cuisinier in the kitchen so that your coffee and breakfast await you when you step out of the closet; and as you take your cup and plate from the cuisinier it alerts a driverless taxi to be at your door in so-many minutes, knowing your routine? Indeed your toilet might, upon analysing your voidings, instruct you to plug into a physician-machine on the way home from work – indeed, might already tell you what is wrong if anything is – and perhaps estimate the approximate date of your death.

All right: I am waxing fanciful here (or – how fanciful, I wonder?). But it was not much less than a decade before this writing that a friend of mine, after making an appointment online with a clinic in Manhattan, began to receive advertisements for a local funeral parlour, because the algorithm that directed the ads to him knew (‘knew’) a number of things that made it think (‘think’) he would find the ads useful, viz. what the clinic specialised in, his age, how often he had been there before, what sort of food and drink he ordered online … all in all, getting the ads gave him an unpleasant start, because its actuarial bluntness contrasted with his physician’s soothing evasions. I repeat: that was some years ago. In the advance of the technologies involved, things have already moved ahead by centuries.

The scenarios just painted all involve AI, and AI is the chief game-changer in so much of what is happening that discussing it cannot be avoided.

Human intelligence has ever applied itself to making tools and outsourcing labour to them. From the first chipped flints to AI systems, the story is fundamentally the same. So too is the fact that some of the tools made by humans have made humans smarter, increasing their capacities, and some have made them dumber, diminishing their capacities. The development of increasingly sophisticated tools required specialisation because of the expertise needed to make and wield them, this being one of the principal factors in the development of complex societies requiring media of exchange between different specialists, given that the presence of specialists obviates the need for others to acquire the specialism – thus losing the capacity to do for themselves what they can get by trading or buying. For example, very few now could make a refrigerator for themselves, at least beyond the crudest of devices for chilling and therefore keeping foodstuffs edible for longer.

Some tools change things hugely. The automobile has transformed cities and the way people live in them, for a major example. An aerial view of a large city shows what a stranglehold its roads have on it. Like poisonous serpents, the major roads leading into and across cities blight what is around the greater part of their routes; look at the space beneath a flyover interchange – a wasteland; look at the sterile high-rise car-parks, the blocked veins of minor streets along which, between the rows of parked vehicles, other cars and buses squeeze their way. The noise and pollution reach hideous levels – but the convenience trumps all. Another tool – the bomb – shows how convenient a road system is by showing how inconvenient it is to have it disrupted.

All tools develop from simpler forms of themselves, and meet needs people have or imagine they have. The automobile developed from the horse and carriage as ‘the horseless carriage’ (‘car’, obviously, is an abbreviation of ‘carriage’), thus making horses redundant, depriving people of horse-dung – fuel for burning, manure for vegetable gardens – and giving them in return faster, further and soon more comfortable travel at additional costs: of noise, pollution, the geopolitical consequences of oil hunger. Likewise the bullet, the bomb, the missile, are developments from the arrow and the catapult, the spear and the sword. Clever of us, though unwise.

From the abacus to the computer and thence the extremely fast powerful systems we call AI the trajectory is the same. Many of the innovations that recommended themselves as really superb developments of preceding technology were almost instantaneous in their take-up and spread. The movable type printing press invented by Johannes Gutenberg in the 1440s produced its first book in 1450; by fifty years later nine million books had been printed all over Europe, transforming the continent’s culture irreversibly. Mobile telephones looked clunky – weighing two kilograms, and the size of a brick – with little network reach on first appearing in the 1970s, but by the early 1990s second-generation (‘2G’) digital cellular networks and miniaturisation of phone components saw an enormous surge in take-up of the technology. The packet-switching advance in 3G technology introduced in 2001 turned the mobile phone into the ‘smartphone’; no longer just a phone but, very soon, an internet terminal.

Mobile phones developed from radio-telephones (‘RT’) as used by the military in the Second World War, though with a bit of a stretch one could say that telephone boxes, like the iconic red telephone boxes in British towns, were a form of mobile telephone, their users being the ‘mobile’ part of the arrangement. Each stage in the development of a technology is embryonic in its preceding stage, achieving more effectively and quickly the aim for which the original technology was itself developed. The mobile phone is a descendant of the hill-top beacon, the semaphore flags on sailing ships, the telegraph.

Some developments take ‘quantum leaps’ by combining several hitherto different technologies, each leveraging the other. The smartphone is an example; getting the internet on your phone’s screen required making your phone a mini-computer and connecting it to the web. The phone can reach out to another individual phone, person-to-person, which is what telephones were built to do, but it can also reach out to the entire universe of the web. A common source of wonder is that the computing power in a contemporary (at time of writing) mobile phone is vastly greater than on the moon-landing Apollo 11 in 1969: over 100,000 times the processing power, more than a million times the Random Access Memory, and more than seven million times the Read Only Memory.

The rate of development in computing and AI technology has accelerated ever faster. By the middle of the second decade of the twenty-first century AI was everywhere, mainly in the form of ‘narrow AI’ (‘expert systems’) dedicated to specific tasks in industry and commerce, such as monitoring the performance of equipment and governing its functioning in factories, adjusting electricity supply to demand, matching retail goods supply to demand, choosing routes in traffic, analysing financial data and making rapid trades on tiny fluctuations in stock market prices, indeed forecasting movement in all kinds of markets; it guides missiles, helps to design and fly aircraft and to assist air traffic control, analyses patient data in medical settings and helps to design new drugs – one could go on and on across many fields. And in most of them AI is a powerful adjunct to our species’ capabilities.

During this rapid unfolding of AI in so many domains voices were raised in concern about future possibilities relating to AI and especially ‘AGI’ – ‘Artificial General Intelligence’ – with superhuman-type intelligence and the possibility of harm to humanity if it escapes human control. This concern was raised very early, even before the term ‘AI’ itself was coined in the mid-1950s. In 1949 the ‘father of cybernetics’, Norbert Wiener, wrote, ‘We had better be quite sure that the purpose we put into the machine is the purpose which we really desire’.1 For several decades thereafter the faltering and uncertain development of early AI made such anxieties marginal; most people were sceptical about the prospect of artificial intelligence ever matching real, human intelligence, let alone surpassing it. But by the second decade of the twenty-first century that sentiment had changed dramatically, and alarmed voices were raised. Nick Bostrom and Eliezer Yudkowsky – the latter had in fact already mooted the possibility of AI threatening humanity in his ‘Paperclip’ thought-experiment of 2003 (an AI governing paperclip manufacture goes wrong and turns everything, including humans, into paperclips) – were warning that the growing possibility of AGI presents an existential threat to humanity if misaligned with human interests.2 Bostrom’s book Superintelligence was published in 2014; shortly thereafter major figures in science and computing, among them Bill Gates, Stephen Hawking, Demis Hassabis, Stuart Russell, Max Tegmark and Elon Musk, issued similar warnings about AI, in 2015 signing with others the Future of Life Institute’s ‘Open Letter’ on AI-driven autonomous weapons systems (‘killer robots’).3

On the very day the words before you were written, a Wall Street Journal article quoted another concerned AI expert, Mustafa Suleyman, saying, ‘We want to create types of systems that are aligned to human values by default. That means they are not designed to exceed and escape human control.’4 That aspiration is one that the unpredictability and indeed mystery – for so it is: because what is going on inside the latest AI systems is not fully understood – renders more acute. The ‘latest’ systems at time of writing are those that flow from the game-changer moment in 2017 when ‘deep learning’ was combined with natural language processing, by means of a new design for large language models (LLMs) known as ‘transformer architecture’. The announcement of ChatGPT in November 2022 was the moment at which the arrival of ‘generative AI’ reached public consciousness. The explosion of LLM systems that followed has moved with light-speed. There were chatbots before – we had all grown frustratedly familiar with the ‘customer help’ systems that guard the gates to businesses and services we try to interact with when we have queries, complaints and needs; now, at time of writing, multi-modal chat systems are ‘agentic’ – can do things like book your tickets, write your emails, serve as ‘copilots’ in all your tasks and those of businesses, lawyers, doctors, politicians, military commanders – and appear so human-like in interactions with users that people become emotionally dependent on them.

These developments magnify the risks that the warning voices had already identified. There are many. There are no systematic controls over what AI does, although different AI companies say that they build in monitoring systems to combat bias, misinformation, errors, fraud and security breaches – yet all these are frequently detected. AIs that calculate mortgage applicant risks have been seen to discriminate against people of colour. Medical misdiagnoses, deepfakes, ‘hallucinations’ (false information), the use of AI by hackers and scammers, and much more – but above all the possibility of losing control of AI that can teach itself, improve its capacities on its own, and take directions that ‘misalign’ with human interests – are open-ended to the point of being existential for humanity. The notion that AI might be ‘humanity’s last invention’ is no longer fanciful. Without doubt the current deficiencies of AI will quickly be improved upon; it is a mistake to think that ‘there are some things AI will never be able to do’. But that includes deciding (‘deciding’) to do things, or just doing things, ‘misaligned with human interests’. In this way, the existential risk problem is of a different order from the other, remediable, problems already familiar and likely to be corrected.

The point is dramatised in an interview given by Jared Kaplan of Anthropic, the AI company he co-owns, at the end of 2025. In it he says that humankind will soon be faced with deciding whether to let AI systems autonomously train themselves and design their successor systems, which will have one of two outcomes: either
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