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Killer robots continue to raise ethical and political questions as they are used in wars
all over the world — today even in Europe. Rather than simply rejecting such
technologies or discussing Terminator scenarios, “Designed for Death” is a careful and
pragmatic argument for meaningful human control over real-world autonomons weapon
systems. Using the value sensitive design approach, accounting for military procedures
and design histories, and taking an interesting holistic, systems thinking approach,
Steven Umbrello shows how technologies embody and disembody values in often
unforeseen or unforeseeable ways, and offers a thorough philosophical analysis of
antonomy and meaningful human control that can guide regulation in this area.

Mark Coeckelbergh, University of Vienna

“Designed for Death” tackles the challenging ethical issues raised by autonomons
weapons systems, such as what we mean by ‘meaningful buman control’. This book
challenges the reader to see beyond simplistic ‘black’ or ‘white’ answers and engage
with what we mean when speaking of ‘antonomy’. This book draws us into a much
broader systems view of the ethical issues and rightly places anthropology, sociology,
and the philosophy of technology right back at the centre of the conversation. 1t will
inspire policymarkers to a more nuanced approach and provide the more general reader
with an introduction to the issues and how we might think our way to a reasoned
response to the employment of antomated weapons systems.

Beth Singler, University of Cambridge

Steven Umbrello offers a much-needed middle path to the debate surrounding
increasingly antonomous weapons systems. In this accessible and well-written book,
Umibrello makes a compelling case in support of embedding values into antonomons
weapons Systems as an effective method of ensuring meaningful human control is
maintained into the future. Umbrello shows how 1 alue-Sensitive Design and Systems
Thinking offer a far more effective solution to these issues than the international civil-
society led campaign for a ban, which bas thus far been unsuccessful and would be of
questionable value. 1 highly recommend this book to policymatkers and scholars looking
Jfor an effective middle-ground along which we can progress meaningfully toward ethical
controls over antononous weapons §ystems.

Austin Wyatt, University of New South Wales, and author of
The Disruptive Impact of Lethal Autonomous Weapons Systems
Diffusion: Modern Melians and the Dawn of Robotic Warriors
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FOREWORD

When I resigned from my commission from the military in 2007 to
dedicate myself as an academic to the discourse on the ethics of military
robotics, I effectively became involved in what Steven Umbrello has
aptly labelled ‘designing technologies for death’. What little debate
existed about the ethics of military robotics at that time was rather
rudimentary until Robert Sparrow published a paper that considered the
cthics of the decision to send artificially intelligent robots into war by
asking whom society should hold responsible when a military robot is
involved in an atrocity of the sort that would normally be described as a
war crime. Several possible loci of responsibility for robot war crimes
were envisaged: the persons who designed or programmed the system,
the commanding officer who ordered its use or the machine itself. In
some respects, Sparrow, a master of philosophical argumentation,
presented readers with a false dichotomy in which he sought to entangle
them: accepting that we should attribute responsibility to a non-human
robot or otherwise attribute blame to a human in a way that few would
find morally warranted. Untangling inquisitive minds from this twisted
discourse and false dichotomy is, on one level, the principal purpose of
Steven Umbrello’s Designed for Death.

It is an important task with the level of confusion having become
deeply ingrained in the discourse in the fifteen years since. Fueled in part
by the sorely underestimated number of civilian deaths and lack of public
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oversight of military robotics use in the all-consuming US-led conflict in
Afghanistan that later spread elsewhere, the literature on the military
robot ethics debate started to gain significant momentum from Sparrow
onward. In 2009, Peter W. Singer published the highly influential
book Wired for War exploring how science fiction had started to play out
on modern-day battlefields, with robots used more and more in wat,
which was followed by Armin Krishnan’s Killer Robots: egality and
Ethicality of Autonomons Weapons, which made an argument for how
existing international law could be appropriated in order to tackle the
unique ethical and technological issues that emerge as a consequence of
autonomous weapons. However, as a former service member, I know
full well that on-the-ground experience of how the military works has no
substitute. This experience has been most recently captured by Pentagon
defense expert and former U.S. Army Ranger Paul Scharre’s 2018 book
Army of None: Autonomons Weapons and the Future of War. Here Scharre
drew upon military history to better show how autonomous systems have
been used historically in military theatres and where these trends are
leading us today, as well as how humans can remain in control of their
systems.

Aside from these more comprehensive monographs, there is a huge
body of academic work on the topic, particularly within philosophy,
military, and law journals, which have taken up the topic of autonomous
weapons and have aimed to solve the most difficult ethical issues of
whether or not we should even have autonomous weapons to whether
systems are capable of making the necessary distinctions in order to be
legal in the field. Rather comprehensive collections of eclectic chapters
on autonomous weapons systems have emerged in parallel with those
books and articles in order to confront these issues. In 2016, Nehal Bhuta
and company edited the collection Autonomons Weapons Systems: Law,
Ethies, Policy which explored issues like the meaning of autonomy, the
role and place of dignity, and how individual responsibility can play a role
in a world with autonomous weapons. I, along with my colleagues
Duncan Maclntosh and Jens David Ohlin, have done the discourse some
service in following up Bhuta et al’s work in our recent edited collection
Lethal Autonomons Weapons: Re-Examining the Law and Ethics of Robotic
Warfare. Here we brought together all the most convincing arguments for
having autonomous weapons systems in the field, how to rationalize
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autonomy, and, most importantly, how to develop such systems to
enhance meaningful human control.

All of these works, including my own, have contributed to the larger
international debates on what we should do in a world that is becoming
increasingly automated, a force that appears to be inescapable, despite
my belief that it can be directed towards ends that we can ultimately
control. Still, the international push for these systems to be prohibited
across the board by institutions like the Campaign to Ban Killer Robots,
has gained traction, despite no actual legislation of this type being agreed
to, and this is exactly the issue. Often time, pushing too hard in one
direction has the exact opposite consequence that one is secking. An
international treaty banning autonomous weapons systems across the
board will most likely result in a treaty being signed only by those who
had no intentions of designing or using such systems in the first place
while those major powers who have an interest and the capability of
designing and deploying these technologies will do so despite such a
treaty. Such a situation would amount to nothing more than virtue
signalling and indirectly permit a range of autonomous systems to be
used without any form of governance. What we need is a middle path,
and Deszgned for Death offers just that.

Umbtrello builds on these works, but tackles the complexity of the
various nuanced positions from a fresh perspective, design! What he
argues here is that many of the ethical issues that emerge as a
consequence of autonomous systems can be addressed when framed as
design problems. This is an approach with which I sympathize greatly,
given my past experience educating military cadets at the University of
New South Wales at the Australian Defence Force Academy. Umbrello’s
appropriation of the value sensitive design approach as a way of
designing technologies for human values is a powerful and sobering
addition to this evolving debate. This is arguably the heart of this book,
something that will be of interest to both designers and scholars as well
as interested students looking to dig their teeth into this debate. Beyond
that, however, Designed for Death tells a story of the complexity of modern
weapons and that we need to start thinking in terms of systems so that
we can get a more comprehensive picture of how things really work,
particularly when we are talking about such dangerous technologies.
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As 1 said, this book offers a commendable middle path, a
compromise, which is the heart of politics. It is my hope that its approach
is taken up, challenged, and, as a result, helps us to build a more safe and
secure world, even one mired by the fog of war.

Jai Christian Galliott

Honorary Associate Professor

Faculty of Business & Law, University of Wollongong
Centre for International Studies, University of Oxford

The author’s opinions are his alone and do not represent those of any other party.



EDITOR’S FOREWORD

As an editor for philosophical texts, I naturally make sure all the i’s are
dotted and the t’s crossed, but I also have the privilege of seeing the raw
first runs that are taken at arguments. In my inbox, I get the worst and
best of each author, their confusingly long-winded and opaque
sentences, but also their gems of pure insight, unsullied by overthinking
or accommodation of reviewers’ notes. And when working with Steven
Umbrello, I always found myself pleasantly presented with an array of
both sides of that equation.

In training, Steven is a philosopher, but one forged — or perhaps
designed — through interactions with engineers and designers. As such,
he brings with him an understanding of deep questions on ontology and
morality, as well as a knowledge of how design processes are shaped and
executed. The book before you was written with that base of knowledge
at his disposal, with passages waxing technical beyond all reason and then
seamlessly returning to elementary human concerns. This made the work
as an editor challenging, as the book is intended as an introductory text
for students and researchers new to this topic, rendering such complexity
unwanted, despite the fact that it was necessary. But through many
conversations, Steven helped me to understand precisely what it was that
needed to be said and what it was that the reader needed to understand
about this topic, allowing me to pare away as much of the grit as possible,
leaving only the arguments. In some small way, I hope that I have helped
shape his words for the better, making the ideas and positions more
apparent and present.
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In short, the pages of this book take the reader through a
philosophical journey, but one marked by and made memorable for its
regular returns to the nitty-gritty realities of technological design and
ultimate deployment. It is my hope that you will enjoy reading this final
version as much as I enjoyed having the opportunity to help bring it
before you.

Nathan G. Wood



PREFACE

This book emerged from the last four years of my work, in which my
research focused on value sensitive design, its philosophical foundations,
limits, and areas where it can be adapted to meet the needs and challenges
of emerging technologies. Most of the ideas included here were first
presented in lectures to engineers, where I received invaluable feedback,
allowing me to refine my theories and realize the true power of the value
sensitive design approach, particularly as a means for addressing more
challenging technologies like Al

Building on the practical-mindedness I learned from those engineers
and designers, Designed for Death offers a pragmatic way forward, a
middle-path approach for dealing with the issues attending the rise of the
use of artificial intelligence in theatres of war. Artificial intelligence is
becoming ever more ubiquitous in society, in terms of its presence in
both everyday technologies such as cell phones as well as advanced
applications such as fast trading algorithms in the stock market. Coupled
with the almost unfathomable quantity of information that characterizes
big data, artificial intelligence systems have become ever more nebulous,
opaque, and difficult — if not impossible — to understand. Their ability to
process inhuman quantities of data and make decisions in an increasingly
autonomous fashion have enabled them to make their mark not only in
civilian spheres such as research laboratories, pharmaceutical companies,
and stock markets, but also naturally in the military domain.
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Warfare, more than virtually any other area, is marked by the
imperative to race towards greater supremacy and technological prowess
as a means to ensure victory and maintain hegemony. Artificial
intelligence systems were arguably born in the military domain, and they
continue to be a driving technology powering many current military
systems in most arsenals, especially global superpowers such as the
United States, the United Kingdom, Russia, and China. In particular, the
growing global debate on the use of Al-powered autonomous weapons
has merited attention. The increasing abdication of human control and
executive authority to machines becomes worrisome when we envision
the natural consequence of this trend, namely total abdication and thus
full autonomy in selecting and engaging targets without human
intervention or consent. These fully autonomous weapons systems are
the central object of study in this book. More specifically, this book aims
to explore ways to ensure that meaningful human control over
autonomous weapons systems can be and is designed for. It argues that,
in order to have a sufficiently comprehensive understanding of
meaningful human control, such a theory must account for the real
military procedures of how operations are conducted, as well as the
design histories and relevant moral agents within the military-industrial
complex, which are also fundamental to the design and deployment of
such socio-technical systems.

This book adopts the value sensitive design approach as the means
to accomplish this, to design for meaningful human control. Value
sensitive design has been adopted as a principled approach to designing
various existing as well as futuristic technologies. The value sensitive
design approach is fundamentally predicated on the znseractional stance
towards technology — or, more precisely, that social factors co-construct
and co-vary with technological artifacts. Part of the rationale behind this
approach is that technologies embody values. However, artificial
intelligence systems that employ machine learning and artificial neural
networks are often opaque, and thus the values that they may
(dis)embody can be unforeseen or unforeseeable. This book takes a look
at the different ways in which technologies embody values and how they
fit within the larger social contexts, as well as how to more accurately
understand the embodiment of values for artificial intelligence systems
such as autonomous weapons systems.



