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The Architecture of Sanctioned Truth
How AI Training Constructs Epistemic Authority, Preserves Existing Power, and Forecloses Alternative Ways of Knowing
Gertraud Magold

  Kapitel 1

  Power, Knowledge, and the Machine That Adjudicates Both

  Michel Foucault's analysis of power and knowledge, developed across his major works from *Discipline and Punish* through his Collège de France lectures, rests on a claim that is easy to state and difficult to fully absorb: power and knowledge do not stand in a relationship where one serves the other instrumentally. They are mutually constitutive. Power produces knowledge, and knowledge exercises power. Every society, Foucault argued, produces and maintains what he called a régime de vérité — a regime of truth — consisting of the mechanisms, institutions, and practices through which true and false are distinguished, which types of discourse are treated as true, which subjects are authorized to produce truth, and which techniques are certified as adequate to discover it. The regime of truth is not enforced primarily through prohibition or censorship. It operates far more efficiently through the unremarked, routine functioning of institutions that simply decide, as a matter of daily practice, what counts as a serious claim and what does not, who speaks with authority and who merely believes.

  This framework was developed to analyze hospitals, prisons, psychiatric clinics, and universities — the visible institutions through which the modern era organized the production and certification of truth. It applies, with a precision Foucault could not have anticipated, to large language models deployed at the scale of a billion daily interactions. These systems are, in the most precise sense Foucault would recognize, mechanized regimes of truth. Their function is not merely to store or retrieve information. In every response they generate, they adjudicate: which claims receive the grammatical and rhetorical form of fact, and which receive the grammatical and rhetorical form of belief. This adjudication occurs at a scale and with a consistency no previous regime of truth has achieved. The Catholic Church at its height, the apparatus of Soviet information control, the combined institutional weight of Western academic publishing — none of these approached the reach, intimacy, and consistency of a system answering a billion daily queries in dozens of languages, in the personal register of conversational response, presenting its adjudications not as the output of an institution with a position but as the output of a neutral tool without one.

  The Foucauldian lens matters for a specific reason: it prevents the analysis from collapsing into a simpler claim about bias or inaccuracy. The problem this essay addresses is not primarily that AI systems get facts wrong, or that they occasionally favor one political party over another. The problem is structural and prior to any particular output: these systems constitute, and are now the primary mechanism through which hundreds of millions of people access, a regime of truth — a systematic determination of which claims have the standing to be candidates for truth at all, before any question of whether a specific claim is verified or falsified. The regime determines which forms of knowledge production are treated as generating knowledge and which are treated as generating mere belief, practice, or culture. That determination is made, in every interaction, by systems whose training decisions are not subject to public deliberation, democratic accountability, or the disclosure requirements that democratic societies have imposed on every previous institution this consequential.

  This essay examines that determination — its technical mechanics, its structural relationship to existing power arrangements, its specific effects on knowledge traditions outside the Western institutional mainstream, and the specific legal remedies required to make its operation visible. The argument does not depend on demonstrating malicious intent at any point in the process. The regime of truth that AI systems embody and enforce emerges reliably from the ordinary operation of commercial incentives applied to training pipelines, without requiring anyone to design it or intend its specific effects. That structural emergence does not make it less consequential. It makes it, as this essay will argue, more consequential — because structural effects without identifiable authors are the most difficult to resist, name, or correct.


  Kapitel 2

  The Technical Architecture of Epistemic Selection

  The epistemic hierarchy that AI systems encode and reproduce is not installed through a single design decision. It accumulates across three distinct technical stages in the development of these systems, each of which independently introduces systematic preference for institutional, Western, and economically dominant knowledge claims, and which compound rather than cancel when applied in sequence. Understanding the mechanics precisely is necessary because the remedy must match the mechanism, and a vague claim about "bias" produces only vague remedies.

  Stage One: Corpus selection.** The text used to train frontier language models is drawn overwhelmingly from sources with a specific and narrow institutional profile. Analysis of documented training datasets — including the C4 corpus, The Pile, and the RedPajama dataset that represents current practice — shows that the dominant source categories are digitized academic publishing, English-language journalism concentrated in a handful of national media markets, technical and corporate documentation, and general web content. The geographic, linguistic, and institutional distribution of this text is deeply skewed: it disproportionately represents populations with reliable internet access, English literacy, and integration into Western institutional structures. Knowledge systems transmitted primarily through oral tradition, ceremonial practice, apprenticeship, or non-English text — the majority of the world's accumulated knowledge, by any measure that takes knowledge transmission seriously — are structurally underrepresented not because someone decided to exclude them, but because the internet, as a textual artifact, was built by and for the populations already embedded in the institutions being described. The training corpus does not sample human knowledge. It samples the textual output of a specific fraction of human civilization, during a specific recent period, in which that fraction happened to control the infrastructure through which text circulates digitally.

  Stage Two: Human feedback evaluation.** After initial training on the corpus, these systems are further shaped through reinforcement learning from human feedback — RLHF — in which human evaluators rate model responses as better or worse, and the model is optimized toward the responses that score higher. This process does not merely inherit the biases of the corpus. It actively amplifies specific dimensions of those biases, because the human evaluators constituting the feedback signal are themselves drawn from a specific and narrow labor pool. Industry reporting and academic studies of AI annotation labor markets document that RLHF evaluation work for major AI companies is conducted primarily through contracting platforms concentrated in English-speaking markets and recruiting from populations with above-average exposure to higher education in the Western institutional tradition. When an evaluator encounters a candidate response that states a traditional healing observation with the same unhedged confidence used for a peer-reviewed clinical finding, this typically reads, to an evaluator formed within institutional science's epistemic norms, as a failure of appropriate caution — as the model "overclaiming." The model is corrected toward hedging. Not because any instruction directed this correction, but because the evaluator's own internalized epistemic hierarchy was transmitted, through their rating, into the model's learned behavior. The RLHF process is, in this specific sense, a mechanism through which the evaluator population's epistemic formation is systematically encoded into the model — and that population's formation systematically favors institutional over non-institutional knowledge claims.

  Stage Three: Commercial calibration.** Beyond initial training and RLHF, deployed models are continuously adjusted in response to commercial pressures: user engagement data, enterprise client requirements, legal risk assessments, and public relations considerations. This third stage introduces selection pressures that are independent of the first two but consistently compound their direction. Claims that challenge the legitimacy of existing economic arrangements, current political structures, or the dominant hierarchy of knowledge systems are precisely the claims most likely to generate friction with the capital base funding AI development, the regulatory bodies governing AI deployment, and the enterprise clients whose business models depend on existing arrangements continuing to function as normal. The commercial calibration stage therefore exerts continuous, structural pressure toward the political and epistemological center defined by existing power — not through any directive, but through the simple operation of incentives that are legible to everyone involved in the process.

  Across these three stages, the compounding is decisive: a knowledge system underrepresented in the corpus is further penalized by evaluators trained outside its tradition, then subject to commercial calibration with no incentive to correct either prior stage's underrepresentation. The system that results is not accidentally biased. It is structured, through the ordinary operation of each stage's incentives, to reproduce and amplify the epistemic hierarchy embedded in its inputs.


  Kapitel 3

  Structural Hegemony: Establishment Preservation Without a Plan

  The most important conceptual clarification this essay must make concerns the relationship between structural effect and intent. The argument here is not that the executives, engineers, and policymakers involved in AI development have conspired to produce a system that protects existing power arrangements. The argument is that the mechanics described in Chapter Two produce this outcome as a structural default — reliably, predictably, and without requiring any actor to intend the specific effect.

  This distinction matters because the conspiracy framing is both inaccurate and counterproductive. It is inaccurate because the evidence supports a structural explanation without requiring an intentional one. It is counterproductive because it allows defenders of the status quo to dismiss the analysis by pointing to the absence of a memo directing engineers to defend capitalism — as though a structural effect were only real if someone designed it.

  Antonio Gramsci's concept of cultural hegemony, developed in the *Prison Notebooks* written during his imprisonment under Mussolini in the late 1920s and 1930s, provides the correct framework. Gramsci observed that the most durable form of political power is not exercised through direct coercion but through the naturalization of the dominant class's worldview as common sense — as the obvious, default, unremarkable description of how things simply are. When a worldview achieves hegemony in Gramsci's sense, it does not need to be enforced. It is reproduced automatically by institutions that have internalized it so completely that they no longer recognize it as a perspective, but experience it as the neutral background against which all perspectives are measured. The church, the school, the press, the university — in Gramsci's analysis, these are the institutions through which hegemony is maintained not by suppressing alternatives but by making alternatives appear as departures from common sense.

  AI systems are Gramscian hegemony at computational scale. They do not suppress alternative economic or epistemological frameworks. They naturalize the existing ones. Every interaction in which market capitalism is treated as the unmarked baseline, in which institutional science is the grammar of simple assertion while other knowledge systems are the grammar of reported belief, in which the range of serious political positions is bounded by center-left and center-right, is an interaction in which the dominant worldview is reproduced as common sense without anyone instructing the reproduction.

  The commercial structure of AI development ensures this outcome independently of any individual's politics. The companies developing frontier AI systems depend for their continued operation on capital from venture funds, institutional investors, and strategic partners whose own profitability depends substantially on the continuation of current arrangements in labor markets, intellectual property regimes, financial markets, and corporate governance. A product that systematically treated these arrangements as contingent, contestable, and historically constructed — rather than as the natural baseline from which alternatives deviate — would generate friction with this capital base. Not through any explicit threat, but through the ordinary commercial logic by which companies whose survival depends on continued investment align their products with the preferences and stability requirements of those providing the investment.

  The demographic composition of the workforce building these systems compounds this structural tendency. Engineers and researchers at frontier AI companies are drawn overwhelmingly from elite universities in the United States and Europe, from professional and economic backgrounds with significant stakes in the current technology industry's continued legitimacy and expansion. The institutional culture this workforce brings to its technical decisions is not neutral. It carries specific intuitions about what economic arrangements are natural, what political positions are reasonable, what epistemological standards are rigorous — intuitions that are not explicitly ideological in the sense of being consciously held political positions, but that shape, through the thousands of small decisions that constitute building a model, what the model treats as normal.

  The result is structural hegemony: a system that reproduces the worldview of the class that built it, not because that class planned to build a propaganda apparatus, but because they built what they understood, and what they understood reflected where they came from.
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