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Foreword

In international and most national laws a child’s actual and evolving capacities are at the heart of how we determine what is in the best interests of an individual child when it comes to their readiness or ability to engage with particular activities, engage in particular environments or consume or use particular goods and services.

Age is the best available proxy we have to help us determine a child’s capacities and this explains why in so many countries around the world age assurance has become central to the debate about how we regulate the internet to make it both a better and a safer place for minors.

Yet, in its different forms, age assurance is still one of the most contested and misunderstood areas of digital policy and systems design.

It sits at the intersection of child protection, privacy, design, freedom of expression, access, technology and trust. As a result, it is too often framed as a question of restriction: what children should be kept away from or what must be prohibited in order to manage risk. 

This framing is incomplete. The real challenge is not whether children and young people should participate in digital life (they already do) but how digital environments can be designed so that participation is more appropriate to their age and therefore their likely capacities.

Age assurance, when used well, is not a tool for exclusion. It is a foundational capability for age-appropriate design.


Tony Allen is uniquely well placed to explore this challenge. As Technical Editor of the ISO/IEC 27566 family of international standards on age assurance and through years of practical engagement with policymakers, regulators, system designers and assurance bodies across multiple jurisdictions, he has seen first-hand how age assurance works (and sometimes doesn’t) in real systems. Few people have had comparable exposure to both the intentions behind age-based protections and their operational consequences. This book reflects that experience. It does not present age assurance as a simple solution, but neither does it treat it as inherently dangerous. Instead, it explains why age assurance has become unavoidable, even essential, in modern digital systems, why it can be difficult to do well, and why familiar debates framed around technology, regulation or rights in isolation often obscure the real design choices that have to and ought to be made. 

Crucially, it shows how age assurance can support differentiated experiences enabling services to meet children and young people where they are on their journey to adulthood rather than forcing a single, lowest-common-denominator outcome. 

The book’s value lies in its refusal to offer comfort through certainty. It treats trade-offs as real, systems as dynamic and governance as an ongoing responsibility. It recognises that age assurance only earns legitimacy when it supports appropriate forms of participation, respects privacy and is accountable.

For anyone involved in shaping digital environments for children and young people, whether through policy, regulation, design, procurement or certification, this book provides a way to think clearly about age assurance as an enabling infrastructure for age-appropriate design, not as a barrier to digital life. At a time when the stakes could not be higher, that perspective is badly needed. 

John Carr OBE
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Preface

This book was written in response to a recurring problem. As age assurance has moved from a niche technical concern to a mainstream policy and operational issue, many people have found themselves required to make decisions about it without having chosen to specialise in the field. Policymakers, regulators, engineers, architects, product owners, procurement professionals, auditors and trust-and-safety teams are increasingly expected to assess age assurance claims, select approaches and defend outcomes, often under time pressure and public scrutiny.

For those readers, existing materials are frequently unsatisfying. Technical documentation tends to focus on individual methods or products. Standards provide necessary structure and shared terminology but are written for specialist audiences and are not designed to explain how age assurance systems behave in practice. Public debate often compresses age assurance into simplified narratives that obscure the real trade-offs involved. The result is a gap between formal frameworks and practical understanding.

This book exists to help close that gap.

It does so by focusing on explanation rather than instruction. Rather than prescribing designs, recommending technologies or offering compliance guidance, it examines age assurance as a system-level activity shaped by context, incentives, behaviour and governance. It explores why certain approaches have emerged, how systems behave once deployed, and what predictable challenges arise over time. The emphasis throughout is on understanding and judgement, not on providing definitive answers.

Throughout the book, the ISO/IEC 27566 family of standards is used as a reference framework for orientation and discussion. The book does not reproduce, restate or interpret the standards’ requirements, nor should it be used as a substitute for them. Readers responsible for implementation, certification or regulation must always consult the relevant standards and applicable law directly. The purpose here is to support more informed and critical engagement with those materials, not to replace them.

This is not a manual, checklist or design guide. It does not offer a single “right” way to do age assurance, nor does it attempt to resolve the underlying trade-offs that shape age-related decisions. Those trade-offs are unavoidable. They differ by context, risk, population and purpose and they evolve over time. What this book aims to provide is a way of thinking that makes those trade-offs visible, discussable and governable.

The chapters are arranged to build progressively. Early chapters establish shared concepts and mental models. Later chapters examine system behaviour, failure modes, governance, markets and assurance. The final chapters step back to consider change over time and the role of standards, evidence and judgement together. Readers may choose to read the book sequentially or selectively, depending on their needs.

Disagreement is expected. Age assurance sits at the intersection of law, technology, human behaviour and trust and reasonable people will differ in how they weigh risks and priorities. The value of this book lies not in offering final answers, but in helping readers ask better questions, recognise limitations earlier and make more defensible decisions in practice.

Age assurance is not simple and it is not static. But it can be approached responsibly. This book is written for those who need to do so without illusions and without pretending that complexity can be avoided.

			
		

Introduction

Age assurance can be done. It’s not easy and whilst it is increasingly treated as a necessary feature of modern digital and physical services, it remains widely misunderstood. Public debate often frames age assurance as a question of tools or technologies or as a compliance obligation imposed by regulation. In practice, age assurance is neither a single mechanism nor a straightforward rule to be applied. It is a system-level activity that requires judgement, trade-offs and ongoing governance.

At its core, age assurance exists to support age-related eligibility decisions: whether a person should be permitted to access a service, view content, enter a space or complete a transaction for age restricted goods. These decisions are shaped by policy goals such as child protection, harm reduction, fairness, inclusion and privacy. Translating those goals into operational systems is difficult. Different contexts demand different approaches and choices that improve outcomes in one dimension often introduce risk or cost in another.

This complexity is not accidental. It involves children and young people, whose rights and vulnerabilities require particular care. It touches on identity, privacy and autonomy. It is deployed in environments that evolve rapidly, where incentives, threats and expectations change over time. As a result, there is no universal solution and no configuration that can be considered correct in all circumstances.

Much of the public discourse around age assurance is dominated by arguments about risk. Concerns are raised about privacy erosion, the chilling of lawful speech, state surveillance, the mandatory use of digital identity systems or the creation of large, attractive targets for data breach. These risks are real and deserve serious attention. But in public debate they are often treated not as challenges to be managed, but as reasons to conclude that age assurance itself is fundamentally flawed, constitutionally unsound, inherently unsafe or incompatible with a free and open society.

This framing encourages a familiar response: the search for cloaking arguments that prevent deployment altogether. Free expression is invoked as an absolute barrier. Digital identity is treated as the inevitable and unacceptable end state. Privacy risk is assumed to imply pervasive tracking. From this perspective, the safest option appears to be inaction, to declare the problem too hard, the risks too great and the trade-offs unacceptable.

This book takes a different starting point. Age assurance is hard. It involves trade-offs that cannot be eliminated, only governed. Poorly designed systems can and do create new harms. But the conclusion that age assurance cannot be done responsibly does not follow. Nor do policy responses that rely on blanket denial, mandatory identity infrastructures or the suspension of privacy expectations, offer credible solutions. These approaches collapse distinct questions about access, identity, surveillance and speech into a single, paralysing objection.

The central argument of this book is simple but demanding. Age assurance can be done, but only if it is approached as a system-level, context-dependent activity, governed with humility and care. The real challenge is not choosing between deployment and prohibition but understanding how age assurance systems actually behave in practice, how they fail, how they drift, how they interact with people and how confidence can be earned without overreach. Refusing to engage with those realities does not preserve rights; it merely leaves age-related decisions to be made implicitly, inconsistently and without accountability exposing children and young people to unacceptable risk and harm.


International standards such as ISO/IEC 27566 provide a shared framework for reasoning about this complexity. They establish common language and structure, helping different actors engage with age assurance in a more consistent and transparent way. At the same time, standards deliberately stop short of resolving the underlying tensions. They describe what should be considered, not what should be chosen.

Age assurance will continue to evolve. Technologies will change, regulations will diverge and converge and social expectations will shift. The purpose of this book is not to freeze that evolution, but to help readers navigate it with greater confidence, clarity and responsibility.

			
		

Chapter 1 – Why Age Assurance Became Inevitable

1.1 We encounter it every day

Every day, decisions are made about people because of their age.

Some of these decisions are visible and familiar. Buying alcohol. Entering a venue. Watching a particular film. Applying for certain jobs or services. Others are less obvious. What content is shown by default. Which features are enabled. What data may be collected. How much protection is assumed to be needed. In many cases, the individual affected may not even realise that an age-based eligibility decision has been made at all.

Most of the time, these decisions feel unremarkable. They are woven into everyday life. They reflect long-standing legal rules and social expectations about maturity, vulnerability, responsibility and protection, particularly where children and young people are concerned. For generations, societies have relied on age as a simple, widely understood proxy for capability and risk.

Because these decisions are so familiar, it is easy to assume that the mechanisms supporting them are also settled.

They are not.

What has changed is not whether age matters, but how age-based decisions are made and what now depends on them.

For most of history, age decisions were made locally, by people, in context. A shopkeeper exercised judgement. A teacher knew their students. A staff member checked identification when it mattered. These processes were imperfect, but their limitations were visible. Errors were usually isolated. Accountability was personal. When judgement failed, it failed in ways that were understandable and contained.

In these environments, age-based safeguards were not systems. They were practices.

They relied on social cues, shared expectations, human discretion and physical separation. Crucially, they were embedded in environments where the consequences of error were limited by scale and proximity. Today, many age-based decisions are no longer made by people at all. They are made by systems.

Digital services, online platforms, automated kiosks, self-checkout, remote access controls and algorithmic moderation now apply age rules continuously, across borders and often without human intervention. A single design choice can affect millions of users instantly. A single configuration setting can alter outcomes globally. A single misunderstanding can persist unnoticed for years.

In this environment, age-based decisions are no longer occasional or situational. They are infrastructural.

They determine who can participate, what is visible and which risks are accepted by default. They shape experiences at scale, often invisibly. And if they fail, they fail in ways that are amplified, persistent and difficult to unwind.

It is in this context, not because of a sudden moral shift, nor because of new discoveries about childhood that age assurance systems became unavoidable.

1.2 From local judgement to global systems

The change that forced age assurance onto the agenda was not a change in social values. It was a change in operational reality. As age-based decisions migrated into these environments, familiar controls failed to translate.

Age gates that relied on self-assertion became symbolic rather than protective. Where incentives to misrepresent age existed, misrepresentation became routine. Visual judgement disappeared entirely in online settings. Parental consent mechanisms proved uneven and easy to bypass, particularly when they were bolted onto systems that were never designed to accommodate them.

At the same time, the nature of failure changed. When an age-based safeguard fails in a physical setting, the impact is usually local and bounded. A mistake may affect one transaction, one interaction, one consumer. When the same safeguard fails in a digital or automated system, harm can be systemic, persistent and difficult to detect. Errors repeat at speed. Weaknesses can be exploited deliberately. The same design flaw can affect thousands or millions of people before it is recognised.

Operational teams experienced this shift first. What once looked like a manageable exception rate became a constant background condition. What once felt like rare misuse became routine behaviour. The gap between how a policy was written and how a system behaved in practice grew steadily wider.

Age assurance did not arise because policymakers suddenly demanded stricter controls. It arose because existing mechanisms and protections no longer functioned in the digitally enabled and technology driven environments where age-based decisions were now being made.

1.3 Societies protect children while they are becoming adults

The instinct to protect children and young people from certain forms of harm is not new.


Every society recognises that development happens over time and that experiences encountered during that development can shape future behaviour in lasting ways. Childhood and adolescence are periods in which judgement, empathy, self-restraint and responsibility are still forming. This process is uneven and individual, but its significance is widely understood.

Once these internal frameworks (sometimes described as a moral or ethical compass) are established, they tend to be relatively stable. Adults may encounter violent, explicit or disturbing material without it fundamentally altering how they behave or understand the world. Change is still possible, but it usually requires significant disruption: trauma, sustained pressure or major life events.

Earlier exposure is different. When boundaries are still being learned, repeated or unmediated exposure to harmful material can influence what feels normal, acceptable or expected. It can shape attitudes before the individual has the tools to contextualise, critique or resist what they are seeing. Timing matters, not just content. Age-based protection is a way societies try to manage that timing. 

This logic long predates the digital era. For more than a century, laws have restricted children’s access to alcohol, tobacco, gambling, certain workplaces, films and venues. These rules were never based on the assumption that such things are inherently corrupting. They reflect a measured belief: that exposure during development carries different risks than exposure after it.

What has changed is not the principle, but the environment in which it must be applied. Historically, age-based protections were supported by physical separation, social norms and human judgement. Certain spaces were clearly adult. Certain materials were difficult to access accidentally or at scale. Exposure usually required proximity, effort or intent.


In contemporary systems, those buffers have weakened or disappeared. Content, services and interactions that were once clearly bounded are now accessible instantly, privately and repeatedly. The distinction between adult and child spaces is no longer enforced by walls, staff or shared expectations, but by design choices embedded in systems.

As a result, long-standing social expectations have increasingly been expressed through law, regulation and policy aimed at large-scale services. Political attention has followed public concern not because something fundamentally new has been discovered about childhood, but because the mechanisms that once supported age-based protections no longer work reliably on their own.

Age assurance emerged at this intersection: between an enduring social expectation and a radically altered operational context.

1.4 Age is not identity

As age-based decisions moved into automated systems, a second problem became increasingly visible: age and identity were being treated as the same thing or at least age as a simple subset of identity.

In many traditional settings, age was established through identity. A document included a date of birth and presenting that document answered the question. In physical environments, this shortcut was often acceptable. In large-scale systems, it proved problematic.

Many age-based decisions do not require knowing who someone is. They require only confidence that an age requirement is met. Yet organisations repeatedly defaulted to identity-heavy approaches because those were familiar, auditable and already available.


Alongside this technical conflation sat a political and commercial temptation. For governments seeking to increase uptake of digital identity and for providers invested in digital ID infrastructure, age assurance appeared to offer a compelling, everyday use case: widely applicable, socially defensible and easy to explain. Proving age was presented as a simple, low-controversy entry point through which digital identity could become familiar, trusted and normalised. 

Over time, this framing hardened into expectation. Age checks were no longer seen as one possible use of digital identity, but as an obvious and universal one. Mandatory requirements to use digital identity to prove age followed naturally, not always because age decisions demanded identity, but because identity systems were already available and needed justification at scale. In this way, age assurance was quietly recast from an eligibility question into an adoption strategy, further entrenching the assumption that proving age necessarily meant proving who you are.

Operationally, this created friction. Users were asked to provide documents or credentials that felt disproportionate to the activity. Support teams dealt with exclusion cases that had little to do with age and everything to do with documentation, access or circumstance. Systems designed to answer a narrow eligibility question became gateways to far broader identity processes.

This conflation also shaped system behaviour over time. Once identity data was collected, it tended to persist. Once stored, it tended to be reused. Age checks quietly became identity checks, not because policy demanded it, but because systems drifted in that direction.

Age assurance began to emerge as a way of reframing the problem: treating age-based eligibility as its own decision, rather than as a side-effect of proving who someone was.


1.5 Privacy mischiefs before age assurance

If a system needed to know whether someone was old enough, proving who that person was and extracting a date of birth seemed like a straightforward solution. Identity documents existed. ID verification vendors were available. Audit trails could be produced. From a distance, the problem appeared solved. But this approach quietly reshaped the problem it was meant to address.

A low-risk interaction inherited the same data collection practices as a high-risk one. A one-off eligibility check became the trigger for persistent records. Systems built to answer a simple question became gateways to far broader data processing.

This was not accidental.

It arose from a conceptual shortcut: treating age as a property that could only be established by proving identity. Once that assumption was made, intrusive data collection followed naturally, even where it was disproportionate to the risk being managed.

In practice, this produced a range of privacy mischiefs that were often invisible at the design stage but very visible in operation.

In practice, many of these mischiefs arose because systems were designed with data collection as the default, rather than with avoiding data collection as an objective in its own right. Teams rarely set out to minimise the data a system would ever see, instead they focused on how data would be stored, secured, justified and explained once collected. Privacy was treated as a constraint on processing, not as a design goal in itself. This inverted the problem. 

The most reliable way to reduce privacy risk is not to manage data well, but to avoid collecting it at all. When non-collection is treated as a primary design objective, entire classes of risk disappear where there is nothing to retain, nothing to repurpose, nothing to breach and nothing to explain years later. Where systems fail to start from that premise, they tend to accumulate data simply because it is technically easy and organisationally familiar to do so.

One common pattern was reuse through convenience. Identity data collected to answer an age question was already present, already verified and already trusted. It became tempting to reuse it for other purposes: account recovery, fraud detection, marketing segmentation, advertising or future eligibility checks. Each reuse felt minor in isolation. Together, they transformed a narrowly justified age check into a persistent digital identity footprint.

Another pattern was normalisation through repetition. Users encountered identity-heavy age checks in contexts where they felt unnecessary or excessive. Over time, intrusive checks became the expected price of participation, even for low-risk activities. This did not increase trust; it eroded it. Users complied because they had little choice, not because the process felt legitimate.

Operational teams felt the consequences directly. Support channels filled with questions about why so much data was required. Data access and deletion requests increased. Complaints were not about age decisions themselves, but about how information was handled once collected. The system may have reduced one category of harm, but it created another that demanded constant management.

In some cases, the privacy harm was more subtle. Data retention policies designed for compliance rather than necessity meant that age-related information persisted long after its relevance had expired. Systems accumulated historical records that no longer reflected current eligibility but still carried sensitivity and risk. The risk of major data breaches materialised and the cost of managing, securing and explaining that data grew over time.


These outcomes were rarely the result of malicious intent. They emerged from operational momentum.

Once identity infrastructure was in place, it became the default answer to new problems. New services copied existing flows. New teams reused existing components. Decisions that should have prompted fresh thinking about proportionality instead inherited legacy assumptions about what was “normal”.

Crucially, many of these systems did reduce some forms of age-related harm. That success made the secondary harms harder to challenge. Privacy issues were framed as acceptable side effects rather than as failures of design. The question became “is this allowed?” rather than “is this necessary?”

Over time, this led to a deeper misalignment between policy intent and system behaviour. Policies often spoke about protecting children while respecting rights and minimising intrusion. Systems, however, optimised for certainty and auditability, not proportionality. The result was a widening gap between what organisations believed they were doing and what users experienced in practice.

Age assurance reflects a growing recognition that privacy harm was not simply a compliance issue to be managed downstream, but a design failure upstream. Collecting more data than necessary did not just increase risk; it undermined the legitimacy of the entire age-based decision. Users who felt watched were less likely to engage honestly. Trust eroded and with it the reliability of outcomes.

Importantly, this shift did not arise because privacy suddenly became more important. It arose because privacy mischiefs made age controls less effective over time.

Systems that over-collected data became brittle. They attracted scrutiny. They required constant justification. They invited resistance, avoidance and workaround behaviour. In trying to reduce one form of harm, they created conditions that undermined the system as a whole.

Age assurance emerged, in part, as a way to reset that balance. By separating the question of age from the question of identity, it created space to ask a simpler, more disciplined question: what is the minimum information needed to support this decision, in this context, for this risk?

That question was largely absent from early age controls. Its absence explains why privacy became a central concern later, not as an add-on, but as a necessary condition for systems that could function sustainably at scale.

1.6 Acceptability as a condition for effectiveness

A second major reason early age controls failed was not technical at all. They failed because people did not use them in the way designers expected.

Many age-related systems appeared effective on paper. They produced results. They logged decisions. They generated metrics that suggested compliance. Yet once deployed, their real behaviour diverged sharply from their intended purpose because the systems themselves were unacceptable to those required to interact with them.

Acceptability, in this context, is not about whether people liked a system. It is about whether they were willing and able to use it consistently, honestly and as intended over time.

When that condition was not met, failure followed, often quietly. In operational environments, acceptability problems rarely announced themselves as outright rejection. Instead, they appeared as patterns of behaviour that gradually undermined system reliability.


These dynamics were particularly pronounced where the intended users were children and young people. Developmentally, adolescence is a period marked by boundary-testing, experimentation and a heightened sensitivity to exclusion and unfairness. Prohibition does not simply block behaviour; it often becomes part of the behaviour being negotiated. 

When systems imposed blunt or poorly explained age restrictions, they did not merely deny access, they created incentives to evade, explore and share methods of circumvention. Workarounds spread socially. Techniques were learned and normalised. What might have begun as individual curiosity or frustration quickly became collective adaptation. In this context, resistance was not necessarily defiant or malicious; it was a predictable response to controls that felt arbitrary, inconsistent or misaligned with lived experience. Systems that failed to account for this behavioural reality consistently underestimated how quickly and creatively young users would adapt to them.

Some users abandoned processes entirely. Faced with friction that felt disproportionate or confusing, they simply disengaged. This exclusion was often invisible: a user who never completed a flow did not appear in failure metrics, yet the system’s reach narrowed and skewed.

Other users persisted but misrepresented themselves. When the cost of honesty felt too high, false declarations became routine. This did not always look like deliberate evasion; it often appeared as resigned compliance with what the system seemed to demand. The system continued to function, but the meaning of its outputs degraded. Users were left with a persistent false age or persona degrading their online experiences.

In still other cases, users learned how to game the system. They retried repeatedly until they succeeded. They adjusted inputs incrementally. They shared tips informally. Over time, what looked like individual behaviour became collective adaptation. The system’s apparent accuracy masked a growing gap between intended and actual outcomes.

In physical or semi-supervised settings, a different pattern emerged. Staff overrides became normal.

Frontline staff were rarely hostile to safeguards. More often, they were under pressure to keep queues moving, avoid confrontation or deal compassionately with edge cases the system did not handle well. When automated age decisions felt wrong or impractical, staff intervened.

These interventions were rarely documented as policy decisions. They appeared as informal workarounds: “just this once”, “use your judgement”, “we know this regular”. Over time, such exceptions accumulated into parallel systems of human discretion that quietly replaced the automated control.

Mystery shopping exercises and tests descended into an analysis of whether the particular counter clerk or bar staff were awake and concentrating rather than any useful systemic analysis.

From the outside, the system still appeared to be in place. From the inside, it was being selectively bypassed to make daily operations workable.

Crucially, many of these behaviours did not register as failure in conventional reporting. Completion rates, where measured, often lacked context. Error rates reflected only what the system saw, not what users avoided. Overrides were invisible unless explicitly tracked.

This created a dangerous illusion of effectiveness. A system could appear compliant while producing unreliable outcomes. Metrics suggested success, while lived experience told a different story. Risk was not eliminated; it was displaced-often onto frontline staff or onto users least able to navigate the system.

Acceptability failures also distorted data in subtler ways. When users disengaged or misrepresented themselves, the remaining data skewed toward those most willing or able to comply. Systems began to “learn” from a non-representative population. Decisions that appeared consistent were consistent only within a narrowed, self-selecting group.

Over time, this created feedback loops. Designers adjusted systems based on distorted signals. Controls were tightened or loosened in response to behaviour that was itself shaped by earlier design choices. The system drifted further from its original intent, even as confidence in its operation increased.

Operational teams often recognised these patterns intuitively. They saw where friction caused drop-off. They noticed which checks triggered complaints. They understood which controls were routinely ignored. Yet without a shared language for describing acceptability as a structural concern, these observations were often dismissed as user behaviour rather than system failure.

Acceptability was treated as a “soft” issue, something to be addressed after effectiveness, if at all.

This proved to be a mistake.

A system that users refuse to engage with cannot reduce risk. A system that staff routinely ignore or override cannot reliably enforce policy. A system that encourages misrepresentation cannot produce trustworthy outcomes. In each case, the failure is not peripheral; it strikes at the system’s core function.

Age assurance emerged alongside a growing recognition that acceptability is not a secondary consideration, but a precondition for effectiveness.


This did not mean that systems had to be frictionless or universally liked. It meant they had to be usable in context. They had to align with real human behaviour, real operational pressures and real social norms. Where they did not, they failed in predictable, repeatable ways.

Importantly, acceptability failures often interacted with privacy failures. Systems that felt intrusive were more likely to be resisted. Systems that demanded disproportionate effort were more likely to be bypassed. Each failure amplified the other.

By the time age assurance began to be articulated as a distinct approach, these lessons were widely understood in practice, even if they were rarely stated explicitly. The problem was no longer how to make age checks stronger, but how to make them work at all in real environments.

This shift-from asking whether a control was theoretically effective to asking whether it could function sustainably was a critical step toward the inevitability of age assurance.

1.7 Configuration as invisible policy

Many of the failures attributed to age-checking “methods” were not, in practice, failures of method at all, they were failures of configuration.

Thresholds, defaults, retry limits, fallbacks and escalation paths quietly shaped how age-related systems behaved day to day. These settings determined who was challenged, who was excluded, who was waved through and how often decisions were revisited. Yet they were rarely treated as policy choices. More often, they were treated as technical details.

Operationally, configuration choices were usually made for sensible, short-term reasons.


Defaults were adopted because they were already in use elsewhere. Thresholds were set conservatively “to be safe”. Retry limits were introduced to prevent abuse or manage load. Fallbacks were added to keep systems functioning when components failed. Escalation paths were created to handle complaints or edge cases without halting operations. Each of these decisions made sense in isolation. The problem was that, taken together, they became the system’s real policy.

In practice, configuration determined how strictly age rules were applied, how much uncertainty was tolerated and where risk ultimately landed. Yet these outcomes were rarely visible to those responsible for setting policy intent. The system appeared to be doing what it was told, even as its behaviour drifted.

One common pattern was conservative configuration at launch. When organisations first deployed age controls, they often configured them cautiously. The aim was to demonstrate seriousness and reduce legal exposure. Operational teams then encountered the consequences.

Legitimate users were excluded. Complaints increased. Staff faced pressure to intervene. In response, configurations were adjusted incrementally: an extra retry here, a broader fallback there, a slightly lower threshold to reduce friction. None of these changes were framed as policy revisions. They were framed as operational tuning.

Over time, the cumulative effect was significant. What began as a strict control became more permissive. Or, in some cases, the opposite occurred: repeated attempts to close perceived loopholes resulted in ever-tightening settings that increased exclusion and override behaviour. In both cases, the system’s behaviour diverged from its original intent, without any explicit decision to change that intent.

Another pattern was copying configuration between contexts. An age control configured for a high-risk environment was reused in a lower-risk one because it was already available and “known to work”. The same thresholds, retry limits and escalation rules were applied, even though the consequences of error were very different.

Operationally, this created friction where none had previously existed. Users were subjected to controls that felt excessive. Staff struggled to explain why simple interactions required complex checks. Over time, workarounds emerged, undermining the control’s purpose.

Yet from a systems perspective, nothing appeared wrong. The configuration was “standard”. The method was “approved”. The problem lay in the mismatch between configuration and context.

Configuration drift was another common feature. Systems rarely remained static. Usage patterns changed. Threat models evolved. User populations shifted. Each change prompted small configuration adjustments. Rarely were these reviewed holistically. More often, they accumulated as a series of reactive fixes.

What the system did in practice gradually diverged from what anyone believed it did.

In some cases organisations discovered this only after an incident or external scrutiny. Logs showed decisions being made in ways that surprised those responsible. Thresholds had been altered years earlier. Fallbacks were being triggered far more often than expected. Escalation paths had become default paths.

At that point, reconstructing why the system behaved as it did was difficult. Configuration history was incomplete. Rationale was undocumented. Decisions that had significant policy implications had been made incrementally, by different teams, under different pressures.

From an operational standpoint, configuration choices often felt reversible and low-risk. A threshold could be adjusted. A retry added. A fallback widened. In reality, each change reshaped user behaviour, staff behaviour and system outcomes in ways that were hard to predict.

Configuration also interacted with acceptability in powerful ways. Settings that increased friction encouraged disengagement. Settings that allowed repeated retries encouraged gaming. Settings that relied on fallback pathways shifted decision-making to less visible parts of the system. Each adjustment altered incentives and behaviours, often in ways that were only apparent months later.

Two organisations using the same underlying approach could therefore experience radically different outcomes. One might report smooth operation and low complaint volumes, while quietly accepting higher risk. Another might report strict enforcement and high exclusion, accompanied by frequent overrides and workarounds.

The difference was not the method. It was how the system was configured and how those configurations evolved over time.

It became clear that configuration was not a neutral technical layer sitting beneath policy. It was where policy was enacted, modified and, sometimes, undermined. Treating configuration as invisible meant treating real-world outcomes as accidental rather than as the result of choices.

Once age-based decisions moved into large-scale systems, those choices needed to be made visible, deliberate and reviewable. Without that, systems could not be said to implement policy at all, they merely approximated it, unpredictably.

This recognition did not arise from theory. It arose from lived experience: from systems that behaved “correctly” in design documents but very differently in operation; from teams struggling to explain outcomes they did not intend; and from organisations discovering that the same control could produce radically different results depending on how it was set up.

1.8 What we mean by “age assurance”

At its simplest, age assurance is about answering one question:

Is this person old enough for this?

Age assurance refers to the ways organisations gain confidence about a person’s age or age range, in order to support an age-based eligibility decision. The outcome is usually limited: above or below a threshold or within a defined range. It is rarely about establishing a specific age.

What distinguishes age assurance is that it focuses on eligibility, not identity.

Age assurance is contextual. The level of confidence required depends on what is at stake. Different decisions justify different levels of friction, intrusion and certainty.

It does not promise perfect accuracy. It accepts uncertainty and manages it deliberately. Its purpose is to reduce foreseeable harm while avoiding unnecessary secondary harms created by poorly aligned systems. Age-based decisions involve unavoidable tensions.

Effectiveness competes with privacy. Assurance competes with accessibility. Consistency competes with context. Automation competes with judgement. No system can optimise all of these simultaneously and pretending otherwise produces brittle, untrustworthy outcomes.

This is why age assurance is best understood not as a single mechanism or solution, but as a response to systemic misalignment: between policy intent and operational reality, between stated values and lived experience and between what systems are assumed to do and what they actually do in practice.

			
		
Chapter 2 – Age Assurance Is a System, Not a Check

2.1 The temptation of the “age check”

When people first encounter age assurance, they often imagine a single moment of truth. A screen appears, a question is asked, a result is returned and the problem is solved.

This instinct is understandable. Many familiar safeguards work this way. We show identification at a door. We tick a box online. We enter a date of birth and move on. These interactions are brief, transactional and easy to explain. It feels natural to assume that age assurance should follow the same pattern: one action, one answer, one decision.

For a long time, many systems were designed on exactly this assumption.

What experience revealed, however, is that this mental model does not survive contact with real-world use at scale. Not because the checks themselves were poorly designed, but because age assurance does not operate as a single action. It operates within a wider environment of people, incentives, expectations, technologies and rules. When age assurance is treated as a momentary check, most of the forces that shape its effectiveness remain invisible.

Age assurance is not a moment.

It is a system.

2.2 Beyond the single check

Real age assurance systems operate across time, across interactions and across changing conditions. Users return. Contexts shift. Risk profiles evolve. Decisions are revisited, implicitly or explicitly. Confidence can degrade or strengthen depending on what happens next. A model that treats age assurance as a one-off decision struggles to accommodate this reality.

One of the first signs of the mismatch is repetition. In many services, age-related decisions are not made once, but repeatedly. Access may be requested again after time has passed. Different features may carry different thresholds. Users may move between devices, locations or accounts. Each repetition introduces questions about whether earlier decisions still apply and what should happen when they do not.

In a “single check” model, repetition is awkward. Either the check is repeated mechanically creating friction and frustration or it is assumed to remain valid indefinitely, increasing exposure to risk. Neither approach is inherently wrong, but both are system design choices, not properties of the check itself.

A second limitation is pass/fail thinking. Checks are often described as if they produce a binary answer: old enough or not, allowed or denied. In practice, age assurance rarely operates with such clarity. Even where the outcome must ultimately be binary, the confidence behind it is not. Systems that acknowledge uncertainty can respond proportionately, using alternative routes or safeguards when confidence is low. Systems that insist on definitiveness tend to push uncertainty out of sight, where it reappears later as complaints, workarounds or unexpected harm.

Failure handling exposes this most clearly. In a simple “single check” model, failure is treated as an endpoint: access is denied and the interaction ends. In real systems, failure is rarely that simple. Users may try again, seek help, switch channels or persist until they find a path that works. Staff may intervene. Exceptions may be made. Each of these responses becomes part of how
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