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  Preface



This book began with a question I could not stop hearing.

Across conversations with engineering leads, cloud architects, FinOps practitioners, and technology finance professionals over the past two years, a single concern surfaced with increasing urgency: ‘We know what we spend on cloud. We have no idea what we spend on AI.’ Not in the sense of not knowing the invoice total — organisations could see that number, and in most cases they were alarmed by how quickly it was growing. The deeper problem was that the invoice total was all they knew. No attribution to use cases. No breakdown by team or product. No connection to the value the spending was producing. No governance framework to prevent next month’s bill from being worse than this month’s.

This is the gap this book is written to close.

I have spent thirty years in IT networking and cybersecurity presales — a career built on translating complex technical capability into language that organisations can evaluate, invest in, and govern. Over the past several years I have applied that translation instinct to the AI domain, studying the economics of large language models, GPU infrastructure, agentic architectures, and the emerging practice of AI cost management. The more I looked, the clearer it became that the discipline of AI FinOps is both urgently needed and systematically underdeveloped — that the frameworks, tools, and organisational practices required to manage AI costs with the same rigour applied to cloud infrastructure simply did not exist in consolidated, practitioner-accessible form.

So I set about building them. This book is the result.

Why Now

The FinOps Foundation’s State of FinOps 2026 report provides the empirical context that makes the timing of this book unmistakable. AI spend management has grown from 31% of FinOps scope in 2024 to 98% in 2026. AI cost management is now the single most sought-after new skillset across FinOps teams of all sizes, at all spend levels, across all industries. IDC predicts that by 2027, G1000 organisations will face up to a 30% rise in underestimated AI infrastructure costs — not from reckless spending, but from applying the wrong financial models to a fundamentally new class of workload.

The reckoning is here. The discipline to manage it has been missing. This book is an attempt to provide it.

Who This Book Is For

This book is written for the practitioner — the professional who has been handed responsibility for AI cost governance and needs a rigorous, actionable framework rather than a collection of vendor-specific tips. It is for the FinOps engineer expanding into AI, the cloud architect making model selection and infrastructure decisions with cost implications, the AI product manager who needs to speak financial language to secure budget, the technology finance professional who wants to evaluate AI ROI with the same discipline applied to other capital investments, and the CTO or CFO who needs to make AI spending accountable to the board.

No single reader needs equal depth in every chapter. Engineers will find the deepest value in Chapters 3 through 7 and Chapter 10. Finance and governance professionals will find the most direct application in Chapters 8, 11, and 12. Platform and infrastructure practitioners will find their territory in Chapters 4, 6, and 9. Read the book in order for the complete architecture of the discipline; read it selectively for the chapters most immediately relevant to your role.

How This Book Is Structured

The twelve chapters follow a deliberate arc. 


	Chapters 1 and 2 establish the problem and map the anatomy of AI spend. 

	Chapters 3 and 4 go deep on the two primary cost domains: token economics and AI infrastructure. 

	Chapter 5 builds the multi-model strategy that is the single highest-return optimisation available to most organisations. 

	Chapter 6 constructs the visibility infrastructure without which all other disciplines operate in the dark. 

	Chapter 7 is the optimisation playbook: eighteen concrete levers with documented saving ranges and case studies. 

	Chapter 8 builds the governance framework that makes optimisation sustainable.

	Chapter 9 provides platform-specific depth for AWS Bedrock, Azure AI Foundry, and Google Vertex AI. 

	Chapter 10 confronts the cost multiplication problem of agentic AI. 

	Chapter 11 builds the unit economics and ROI framework that connects cost to value.

	Chapter 12 provides the maturity model, self-assessment scorecard, and 90-day implementation roadmap that translates everything into an actionable programme.




Every chapter is designed to stand alone as a reference as well as contribute to the cumulative argument. The tables, frameworks, and templates throughout the book are designed to be used — adapted, printed, completed, and brought into real conversations with real colleagues.

A Note on Pricing and Specifics

AI model pricing, platform features, and tool capabilities change faster than any publishing cycle can track. The specific prices, model names, and feature details in this book reflect the landscape as of early 2026. They are accurate at the time of writing and are used to ground frameworks and decision criteria in real numbers. Before making financial decisions with significant implications, always verify current pricing directly from provider documentation.

The frameworks and decision criteria in this book are designed to be durable across pricing cycles. The specific numbers are illustrative. The discipline of asking ‘what does this cost, what is it worth, and how do we govern it?’ does not change when prices do.

A Personal Note

AI FinOps is the most immediately consequential topic I have written about in a long time. Not because the subject is new, but because the financial stakes for the organisations wrestling with it are very real, and because the gap between what most organisations currently do and what this book describes is a gap that costs them dearly every month it remains unclosed.

If reading this book prompts you to deploy a gateway, compress a system prompt, build a cost model before a production deployment, or walk into a CFO conversation with data you didn’t previously have — then it has done its job.

The rest is yours to do.




~Mohan Krishnamurthy







  Notice to Readers



A Note on Tables and Visual Assets

This eBook contains numerous reference tables, comparison frameworks, and structured data grids that form an integral part of the practitioner’s toolkit described in each chapter. Due to the inherent limitations of ePub rendering engines across different devices and reading applications, these tables have been presented as optimised images rather than native formatted text. To ensure the eBook remains a manageable download size across all platforms, image resolution has been deliberately kept at screen-appropriate quality.

If you would like any of the following, the author is happy to provide them directly:


	High-resolution versions of any table or figure in the book, suitable for printing or detailed reference

	Editable document versions of key frameworks, checklists, and templates in Microsoft Word (.docx) format




To receive these assets, please write to the author at the contact address on www.leomohan.net, including a brief proof of purchase — a screenshot of your order confirmation or receipt is entirely sufficient. There is no charge for this. It is simply a way of ensuring these materials reach the readers they were prepared for.

The author reads every reader message personally and will respond.




A Free Companion Tool for Readers

To support the practical application of the frameworks in this book, a companion AI FinOps Practitioner Workbook has been developed and is available to all readers at no additional charge. The workbook is a fully-formulated Microsoft Excel file containing ten integrated worksheets: an AI cost inventory, a token cost model with caching calculations, a GPU infrastructure and training cost estimator, a multi-model routing cost calculator, an eighteen-lever optimisation tracker, an agentic AI cost modelling tool with guardrail calculators, a unit economics and ROI builder, a maturity self-assessment scorecard with dynamic scoring, a 90-day implementation roadmap tracker, and a central assumptions and pricing registry — all built with industry-standard colour coding and live Excel formulas that update when you enter your own numbers.

To receive the workbook, write to the author at www.leomohan.net with a brief proof of purchase. A screenshot of your order confirmation is all that is needed. The workbook will be sent to you directly, along with any future updates as the AI pricing landscape and tooling evolve.

Consider it this book’s working layer — the place where the frameworks leave the page and meet your actual numbers.







  Attribution & Disclosure



This book references third‑party companies, platforms, products, frameworks, and services—including but not limited to Amazon Web Services (AWS), Microsoft Azure, Google Cloud, OpenAI, Anthropic, and other technology providers—solely for the purpose of factual explanation, analysis, and illustration.

All trademarks, service marks, and product names are the property of their respective owners. Such references do not imply endorsement, sponsorship, affiliation, or recommendation by any referenced company.

Pricing, features, and capabilities mentioned reflect publicly available information at the time of writing and are subject to change. Readers should verify current details directly with vendors before making commercial or technical decisions.

All frameworks, models, taxonomies, maturity assessments, and templates presented in this book are original to the author unless explicitly stated otherwise.

This book uses real‑world platforms and providers as illustrative examples; all analysis is independent and vendor‑neutral
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The AI Cost Reckoning

Why Traditional FinOps Falls Short

The CFO’s message arrived on a Monday morning. The subject line read simply: “AI costs — we need to talk.” The company had deployed a customer-facing AI assistant three months earlier. The pilots had been run on budget. The proof-of-concept had been signed off. The production rollout had gone smoothly. But the bill that landed for that first full quarter of operations was forty-seven percent above the approved forecast — and nobody in the finance team could fully explain why.

This scenario is not hypothetical. It is playing out across enterprises worldwide, from ambitious startups running their first LLM-powered product to G1000 corporations scaling AI agents across thousands of workflows. The economics of artificial intelligence are unlike anything technology leaders have been trained to manage. And the discipline we built to govern cloud costs — FinOps — was simply not designed for this world.

This chapter examines why. It is not a critique of FinOps as a practice — FinOps is mature, rigorous, and essential. It is an honest reckoning with the structural differences between cloud infrastructure economics and AI economics. Understanding these differences is the prerequisite for everything that follows in this book.


Key Insight:  AI spend management has grown from 31% of FinOps scope in 2024 to 98% in 2026. AI is no longer experimental — it is foundational to enterprise technology strategy. (FinOps Foundation, State of FinOps 2026)




1.1  How Cloud FinOps Was Built — and What It Was Built For

Cloud FinOps emerged in the late 2010s as a response to a specific problem: organisations were spending enormous sums on cloud infrastructure with very little visibility into where the money was going. Virtual machines were provisioned and forgotten. Storage buckets accumulated silently. Reserved instances went unused while teams spun up on-demand capacity in parallel.

The FinOps framework addressed this with a clear operating model: make costs visible, allocate them to the teams generating them, and create shared accountability between engineering, finance, and the business. The core cost drivers were well-understood — compute instances, storage volumes, data transfer, and managed services with predictable per-hour or per-GB pricing.

The principles that underpinned Cloud FinOps — the crawl-walk-run maturity model, the unit economics of cost per resource, the tagging taxonomy, the Reserved Instance commitment strategies — all assumed a relatively stable, metered infrastructure. Costs scaled linearly with resource consumption. A VM was a VM. A terabyte was a terabyte. You could model it, forecast it, and govern it with a reasonable degree of confidence.

That world still exists. But it now coexists with a fundamentally different economic model — one built not on deterministic resource consumption, but on probabilistic, language-driven computation.
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Table 1.1: Cloud FinOps vs AI FinOps — structural comparison

1.2  The AI Infrastructure Reckoning — Why Budgets Balloon Overnight

IDC’s FutureScape 2026 coined a phrase that has become shorthand in enterprise technology circles: the AI infrastructure reckoning. The prediction is stark — by 2027, G1000 organisations face up to a 30 percent rise in underestimated AI infrastructure costs. Not because teams are being reckless. Because they are applying the wrong financial model to a new class of workload.

Several structural factors combine to make AI costs balloon in ways that traditional IT budgeting does not anticipate.

The Pilot-to-Production Cost Cliff

AI pilots are typically run on constrained workloads — a handful of internal users, a narrow set of test queries, controlled prompt templates. The costs are manageable and the budget holders sign off with confidence. Production is a different world entirely. Real users write unpredictable prompts. Context windows fill up. The AI system gets embedded into workflows that scale. What cost ten dollars a day in pilot can cost ten thousand dollars a day in production without a single line of code changing.

Opaque Consumption Models

Cloud pricing, for all its complexity, is fundamentally transparent. You can look up the cost of a c5.xlarge instance on the AWS pricing page and model your costs before you deploy. AI API pricing — particularly token-based pricing — is inherently harder to forecast because the cost depends on what users actually say and what the model actually generates. Input tokens, output tokens, system prompt tokens, cached tokens — each priced differently, each dependent on runtime behaviour.

The Agentic Multiplier

Single-turn AI interactions are expensive. Agentic AI — where models take sequences of actions, call tools, reflect on results, and iterate — is dramatically more so. An agent that makes ten model calls to complete a task costs ten times more in inference than a single call. Agents deployed by the thousands across enterprise workflows compound this exposure exponentially. Many organisations discover this not in planning, but in their billing dashboard.


Real-World Signal:  A financial services firm that deployed an AI document analysis agent estimated 200 model calls per document. At peak load — 5,000 documents per day — this translated to 1,000,000 model calls daily. The monthly inference bill exceeded the entire prior-year cloud budget for the business unit.




The Self-Scaling Nature of AI Workloads

Cloud workloads scale when engineers provision more infrastructure. AI workloads can scale when users simply write longer prompts, ask follow-up questions, or trigger more complex reasoning chains — without any infrastructure change. This means that cost can grow in ways that are entirely decoupled from planned capacity expansion, and that are invisible to the standard cloud monitoring tools that FinOps teams have relied upon.

1.3  New Cost Variables: The AI Pricing Landscape

To govern AI costs effectively, practitioners must first understand the variables that drive them. These are categorically different from cloud cost drivers, and they operate at multiple layers simultaneously.

Model Selection

The choice of model is the single most powerful cost lever available to AI FinOps practitioners — and it is a lever that most organisations leave untouched after initial deployment. The price difference between frontier models (GPT-4o, Claude Opus, Gemini Ultra) and capable mid-tier models (GPT-4o-mini, Claude Haiku, Gemini Flash) can be 10x to 50x per token. For tasks that do not require frontier-model reasoning — classification, summarisation, extraction, routing — the cheaper model is frequently adequate.

Prompt Length and Context Windows

Every token sent to an LLM costs money. This includes the system prompt (which is sent with every request), the conversation history (which grows with each turn in a multi-turn dialogue), retrieved context from RAG pipelines, and the user’s input. A system prompt of 2,000 tokens, combined with a 10-turn conversation history of 1,000 tokens per turn and retrieved documents of 5,000 tokens, means that even before the user asks their question, each inference call is carrying 17,000+ tokens of context — and every token is billable.

Context window management is therefore a core AI FinOps discipline. Summarising prior conversation turns, pruning retrieved context to the most relevant passages, and optimising system prompt length are all cost-reduction strategies with no user-facing impact.

Hallucination Retries and Error Loops

When an AI system produces an incorrect, malformed, or policy-violating output, the typical application response is to retry — sometimes automatically. In poorly designed systems, retry loops can run for many iterations before triggering a timeout or fallback. Each retry is a full inference call at full cost. In high-volume production systems, retry rates of even two or three percent can add meaningfully to the monthly bill.

Training, Fine-Tuning, and Embedding Generation

Beyond inference, AI cost profiles include model fine-tuning runs (GPU-intensive and often underestimated), embedding generation for vector databases (charged per token, run at batch scale), and re-training cycles triggered by model drift or data updates. These are infrequent but high-magnitude cost events that traditional cloud cost governance tools do not surface clearly.
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Table 1.2: AI cost variables and their cloud analogues

1.4  The Cultural Gap: Engineers vs Finance

Beneath the technical complexity of AI cost management lies a deeper organisational tension: the people who design and deploy AI systems optimise for very different things than the people who pay for them.

Engineers and data scientists working on AI products are primarily optimising for quality. They want the most accurate responses, the lowest hallucination rates, the best user experience. When faced with a choice between a cheaper model that produces adequate results and a frontier model that produces excellent results, many teams default to the frontier model — not out of profligacy, but out of a genuine professional commitment to building the best possible product.

Finance teams, meanwhile, are optimising for predictability. Cloud FinOps matured to the point where organisations could forecast cloud spend with reasonable accuracy month over month. AI spend, with its token-variability and usage-pattern dependency, can swing dramatically between billing cycles for reasons that are difficult to explain in a budget review. The cultural friction this creates is real, and it is one of the primary reasons AI FinOps requires dedicated organisational attention rather than simply extending existing FinOps processes.


From the Field:  A FinOps practitioner at a global insurance company described the challenge precisely: “With cloud, I can explain every dollar. With AI, I can explain the average — but not the variance. And it’s the variance that keeps the CFO awake at night.”




The organisations navigating this tension most successfully are those that have done two things. First, they have created a shared language — translating AI cost metrics into business outcomes that both engineers and finance can reason about (cost per customer interaction, cost per document processed, cost per successful query). Second, they have embedded financial awareness into the engineering culture, making cost a first-class concern alongside performance and quality rather than an afterthought discovered at billing time.

The Three Gaps AI FinOps Must Bridge


	The Visibility Gap: most organisations cannot see AI costs at the level of use case, team, or business outcome — only at the level of API key or cloud account.

	The Forecasting Gap: without understanding user behaviour and prompt patterns, it is impossible to build reliable cost models for AI workloads.

	The Accountability Gap: when nobody owns AI cost as explicitly as they own cloud cost, optimisation is nobody’s job.




1.5  What This Book Will Equip You to Do

This book is written for the practitioner — the FinOps



	Understand the full anatomy of AI spend — from API tokens to GPU infrastructure to SaaS AI licensing — and build an AI cost inventory for your organisation.

	Apply token economics to real workloads, evaluate model pricing trade-offs, and design prompt architectures that reduce cost without reducing quality.

	Build the observability, tagging, and allocation infrastructure required to see AI costs at the level of team, use case, and business outcome.

	Implement an optimisation playbook that addresses the highest-impact cost reduction opportunities — caching, batching, model routing, context management, and prompt compression.

	Design governance structures — policies, guardrails, budget controls, and organisational models — that make AI cost management a sustained capability rather than a reactive exercise.

	Navigate the platform-specific cost management tools of AWS Bedrock, Azure AI Foundry, and Google Vertex AI.

	Manage the emerging cost challenge of agentic AI — where autonomous systems can compound inference costs in ways that no static budget can anticipate.

	Build the business case for AI investment using unit economics, ROI frameworks, and executive-ready cost-value narratives.

	Assess your organisation’s AI FinOps maturity and build a 90-day roadmap toward a sustainable, optimised practice.






Summary


	Cloud FinOps was designed for deterministic, metered infrastructure — not for token-based, probabilistic AI workloads.

	AI costs balloon due to pilot-to-production gaps, opaque consumption models, agentic multipliers, and self-scaling usage patterns.

	The key new cost variables in AI are model selection, prompt and context token counts, hallucination retries, fine-tuning, and embedding generation.

	A cultural gap exists between engineers optimising for quality and finance teams requiring predictability — AI FinOps must bridge it with shared language and embedded accountability.

	This book provides a practitioner’s framework for visibility, optimisation, governance, and unit economics across the full AI cost landscape.
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