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The Normal Well-Tempered Mind

Daniel C. Dennett

Philosopher; Austin B. Fletcher Professor of Philosophy and Codirector of the Center for Cognitive Studies, Tufts University; author, Darwin’s Dangerous Idea, Breaking the Spell, and Intuition Pumps.

I’m trying to undo a mistake I made some years ago, and rethink the idea that the way to understand the mind is to take it apart into simpler minds and then take those apart into still simpler minds until you get down to minds that can be replaced by a machine. This is called homuncular functionalism, because you break the whole person down into two or three or four or seven subpersons who are basically agents. They’re homunculi, and this looks like a regress, but it’s only a finite regress, because you take each of those in turn and you break it down into a group of stupider, more specialized homunculi, and keep going until you arrive at parts that you can replace with a machine, and that’s a great way of thinking about cognitive science. It’s what good old-fashioned AI tried to do and is still trying to do.

The idea is basically right, but when I first conceived of it, I made a big mistake. I was at that point enamored of the McCulloch-Pitts logical neuron. McCulloch and Pitts had put together the idea of a very simple artificial neuron, a computational neuron, which had multiple inputs and a single branching output and a threshold for firing, and the inputs were either inhibitory or excitatory. They proved that in principle a neural net made of these logical neurons could compute anything you wanted to compute. So this was very exciting. It meant that basically you could treat the brain as a computer and treat the neuron as a sort of basic switching element in the computer, and that was certainly an inspiring oversimplification. Everybody knew it was an oversimplification, but people didn’t realize how much, and more recently it’s become clear to me that it’s a dramatic oversimplification, because each neuron, far from being a simple logical switch, is a little agent with an agenda, and they are much more autonomous and much more interesting than any switch.

The question is, what happens to your ideas about computational architecture when you think of individual neurons not as dutiful slaves or as simple machines but as agents that have to be kept in line and properly rewarded and that can form coalitions and cabals and organizations and alliances? This vision of the brain as a sort of social arena of politically warring forces seems like sort of an amusing fantasy at first, but is now becoming something that I take more and more seriously, and it’s fed by a lot of different currents.

Evolutionary biologist David Haig has some lovely papers on intrapersonal conflicts where he’s talking about how even at the level of the genetics—even at the level of the conflict between the genes you get from your mother and the genes you get from your father, the so-called madumnal and padumnal genes—those are in opponent relations, and if they get out of whack, serious imbalances can happen that show up as particular psychological anomalies.

We’re beginning to come to grips with the idea that your brain is not this well-organized hierarchical control system where everything is in order, a very dramatic vision of bureaucracy. In fact, it’s much more like anarchy with some elements of democracy. Sometimes you can achieve stability and mutual aid and a sort of calm united front, and then everything is hunky-dory, but then it’s always possible for things to get out of whack and for one alliance or another to gain control, and then you get obsessions and delusions and so forth.

You begin to think about the normal well-tempered mind, in effect, the well-organized mind, as an achievement, not as the base state, something that is only achieved when all is going well. But still, in the general realm of humanity, most of us are pretty well put together most of the time. This gives a very different vision of what the architecture is like, and I’m just trying to get my head around how to think about that.

What we’re seeing right now in cognitive science is something that I’ve been anticipating for years, and now it’s happening, and it’s happening so fast I can’t keep up with it. We’re now drowning in data, and we’re also happily drowning in bright young people who have grown up with this stuff and for whom it’s just second nature to think in these quite abstract computational terms, and it simply wasn’t possible even for experts to get their heads around all these different topics 30 years ago. Now a suitably motivated kid can arrive at college already primed to go on these issues. It’s very exciting, and they’re just going to run away from us, and it’s going to be fun to watch.

The vision of the brain as a computer, which I still champion, is changing so fast. The brain’s a computer, but it’s so different from any computer that you’re used to. It’s not like your desktop or your laptop at all, and it’s not like your iPhone, except in some ways. It’s a much more interesting phenomenon. What Turing gave us for the first time (and without Turing you just couldn’t do any of this) is a way of thinking in a disciplined way about phenomena that have, as I like to say, trillions of moving parts. Until the late 20th century, nobody knew how to take seriously a machine with a trillion moving parts. It’s just mind-boggling.

You couldn’t do it, but computer science gives us the ideas, the concepts of levels—virtual machines implemented in virtual machines implemented in virtual machines and so forth. We have these nice ideas of recursive reorganization of which your iPhone is just one example, and a very structured and very rigid one, at that.

We’re getting away from the rigidity of that model, which was worth trying for all it was worth. You go for the low-hanging fruit first. First, you try to make minds as simple as possible. You make them as much like digital computers, as much like von Neumann machines, as possible. It doesn’t work. Now, we know why it doesn’t work pretty well. So you’re going to have a parallel architecture because, after all, the brain is obviously massively parallel.

It’s going to be a connectionist network. Although we know many of the talents of connectionist networks, how do you knit them together into one big fabric that can do all the things minds do? Who’s in charge? What kind of control system? Control is the real key, and you begin to realize that control in brains is very different from control in computers. Control in your commercial computer is very much a carefully designed top-down thing.

You really don’t have to worry about one part of your laptop going rogue and trying out something on its own that the rest of the system doesn’t want to do. No, they’re all slaves. If they’re agents, they’re slaves. They are prisoners. They have very clear job descriptions. They get fed every day. They don’t have to worry about where the energy’s coming from, and they’re not ambitious. They just do what they’re asked to do, and they do it brilliantly, with only the slightest tint of comprehension. You get all the power of computers out of these mindless little robotic slave prisoners, but that’s not the way your brain is organized.

Each neuron is imprisoned in your brain. I now think of these as cells within cells, as cells within prison cells. Realize that every neuron in your brain, every human cell in your body (leaving aside all the symbionts), is a direct descendant of eukaryotic cells that lived and fended for themselves for about a billion years as free-swimming, free-living little agents. They fended for themselves, and they survived.

They had to develop an awful lot of know-how, a lot of talent, a lot of self-protective talent to do that. When they joined forces into multicellular creatures, they gave up a lot of that. They became, in effect, domesticated. They became part of larger, more monolithic organizations. My hunch is that that’s true in general. We don’t have to worry about our muscle cells rebelling against us, or anything like that. When they do, we call it cancer, but in the brain I think that (and this is my wild idea) maybe only in one species, us, and maybe only in the obviously more volatile parts of the brain, the cortical areas, some little switch has been thrown in the genetics that, in effect, makes our neurons a little bit feral, a little bit like what happens when you let sheep or pigs go feral, and they recover their wild talents very fast.

Maybe a lot of the neurons in our brains are not just capable but, if you like, motivated to be more adventurous, more exploratory or risky in the way they comport themselves, in the way they live their lives. They’re struggling among themselves with each other for influence, just for staying alive, and there’s competition going on between individual neurons. As soon as that happens, you have room for cooperation to create alliances, and I suspect that a more free-wheeling, anarchic organization is the secret of our greater capacities of creativity, imagination, thinking outside the box and all that, and the price we pay for it is our susceptibility to obsessions, mental illnesses, delusions, and smaller problems.

We got risky brains that are much riskier than the brains of other mammals, even more risky than the brains of chimpanzees, and this could be partly a matter of a few simple mutations in control genes that release some of the innate competitive talent that is still there in the genomes of the individual neurons. But I don’t think that genetics is the level to explain this. You need culture to explain it.

This, I speculate, is a response to our invention of culture; culture creates a whole new biosphere, in effect, a whole new cultural sphere of activity where there’s opportunities that don’t exist for any other brain tissues in any other creatures, and that this exploration of this space of cultural possibility is what we need to do to explain how the mind works.

Everything I just said is very speculative. I’d be thrilled if 20 percent of it was right. It’s an idea, a way of thinking about brains and minds and culture that is, to me, full of promise, but it may not pan out. I don’t worry about that, actually. I’m content to explore this, and if it turns out that I’m just wrong, I’ll say, “Oh, okay. I was wrong. It was fun thinking about it.” But I think I might be right.

I’m not myself equipped to work on a lot of the science; other people could work on it, and they already are, in a way. The idea of selfish neurons has already been articulated by Sebastian Seung of MIT in a brilliant keynote lecture he gave at the Society for Neuroscience in San Diego a few years ago. I thought, Oh, yeah, selfish neurons, selfish synapses. Cool. Let’s push that and see where it leads. But there are many ways of exploring this. One of the still unexplained, so far as I can tell, and amazing features of the brain is its tremendous plasticity.

Mike Merzenich sutured a monkey’s fingers together so that it didn’t need as much cortex to represent two separate individual digits, and pretty soon the cortical regions that were representing those two digits shrank, making that part of the cortex available to use for other things. When the sutures were removed, the cortical regions soon resumed pretty much their earlier dimensions. If you blindfold yourself for eight weeks, as Alvaro Pascual-Leone does in his experiments, you find that your visual cortex starts getting adapted for Braille, for haptic perception, for touch.

The way the brain spontaneously reorganizes itself in response to trauma of this sort, or just novel experience, is itself one of the most amazing features of the brain, and if you don’t have an architecture that can explain how that could happen and why that is, your model has a major defect. I think you really have to think in terms of individual neurons as micro-agents, and ask what’s in it for them.

Why should these neurons be so eager to pitch in and do this other work just because they don’t have a job? Well, they’re out of work. They’re unemployed, and if you’re unemployed, you’re not getting your neuromodulators. If you’re not getting your neuromodulators, your neuromodulator receptors are going to start disappearing, and pretty soon you’re going to be really out of work, and then you’re going to die.

In this regard, I think of John Holland’s work on the emergence of order. His example is New York City. You can always find a place where you can get gefilte fish, or sushi, or saddles, or just about anything under the sun you want, and you don’t have to worry about a state bureaucracy that is making sure that supplies get through. No. The market takes care of it. The individual web of entrepreneurship and selfish agency provides a host of goods and services, and is an extremely sensitive instrument that responds to needs very quickly.

Until the lights go out. Well, we’re all at the mercy of the power man. I am quite concerned that we’re becoming hyper-fragile as a civilization, and we’re becoming so dependent on technologies that are not as reliable as they should be, that have so many conditions that have to be met for them to work, that we may specialize ourselves into some very serious jams. But in the meantime, thinking about the self-organizational powers of the brain as being very much like the self-organizational powers of a city is not a bad idea. It just reeks of overenthusiastic metaphor, though, and it’s worth reminding ourselves that this idea has been around since Plato.

Plato analogizes the mind of a human being to the state. You’ve got the rulers and the guardians and the workers. This idea that a person is made of lots of little people is comically simpleminded in some ways, but that doesn’t mean it isn’t, in a sense, true. We shouldn’t shrink from it just because it reminds us of simple-minded versions that have been long discredited. Maybe some not-so-simpleminded version is the truth.

There are a lot of cultural fleas

My next major project will be trying to take another hard look at cultural evolution and look at the different views of it and see if I can achieve a sort of bird’s-eye view and establish what role, if any, there is for memes or something like memes, and what the other forces are that are operating. We are going to have to have a proper scientific perspective on cultural change. The old-fashioned, historical narratives are wonderful, and they’re full of gripping detail, and they’re even sometimes right, but they only cover a small proportion of the phenomena. They only cover the tip of the iceberg.

Basically, the model that we have and have used for several thousand years is the model that culture consists of treasures, cultural treasures. Just like money, or like tools and houses, you bequeath them to your children, and you amass them, and you protect them, and because they’re valuable, you maintain them and prepare them, and then you hand them on to the next generation, and some societies are rich, and some societies are poor, but it’s all goods. I think that vision is true of only the tip of the iceberg.

Most of the regularities in culture are not treasures. It’s not all opera and science and fortifications and buildings and ships. It includes all kinds of bad habits and ugly patterns and stupid things that don’t really matter but that somehow have got a grip on a society and that are part of the ecology of the human species, in the same way that mud, dirt and grime, and fleas are part of the world that we live in. They’re not our treasures. We may give our fleas to our children, but we’re not trying to. It’s not a blessing. It’s a curse, and I think there are a lot of cultural fleas. There are lots of things that we pass on without even noticing that we’re doing it, and, of course, language is a prime case of this—very little deliberate, intentional language instruction goes on or has to go on.

Kids that are raised with parents pointing out individual objects and saying, “See, it’s a ball. It’s red. Look, Johnny, it’s a red ball, and this is a cow, and look at the horsy” learn to speak, but so do kids who don’t have that patient instruction. You don’t have to do that. Your kids are going to learn ball and red and horsy and cow just fine without that, even if they’re quite severely neglected. That’s not a nice observation to make, but it’s true. It’s almost impossible not to learn language if you don’t have some sort of serious pathology in your brain.

Compare that with chimpanzees. There are hundreds of chimpanzees who have spent their whole lives in human captivity. They’ve been institutionalized. They’ve been like prisoners, and in the course of the day they hear probably about as many words as a child does. They never show any interest. They apparently never get curious about what those sounds are for. They can hear all the speech, but it’s like the rustling of the leaves. It just doesn’t register on them as being worth attention.

But kids are tuned for that, and it might be a very subtle tuning. I can imagine a few small genetic switches that, if they were just in a slightly different position, would make chimpanzees just as pantingly eager to listen to language as human babies are—but they’re not, and what a difference it makes in their world! They never get to share discoveries the way we do, or share our learning. That, I think, is the single feature about human beings that distinguishes us most clearly from all others: we don’t have to reinvent the wheel. Our kids get the benefit of not just what grandpa and grandma and great-grandpa and great-grandma knew. They get the benefit of basically what everybody in the world knew, in the years when they go to school. They don’t have to invent calculus or long division or maps or the wheel or fire. They get all that for free. It just comes as part of the environment. They get incredible treasures, cognitive treasures, just by growing up.

I’ve got a list as long as my arm of stuff that I’ve been trying to get time to read. I’m going to Paris in December and talking at the Dan Sperber conference, and I’m going to be addressing Dan’s concerns about cultural evolution. I think he’s got some great ideas and some ideas I think he’s wrong about. So that’s a very fruitful disagreement for me.

A lot of naïve thinking by scientists about free will

“Moving Naturalism Forward” was a nice workshop that Sean Carroll put together out in Stockbridge a couple of weeks ago, and it was really interesting. I learned a lot. I learned more about how hard it is to do some of these things, and that’s always useful knowledge, especially for a philosopher.

If we take seriously, as I think we should, the role that Socrates proposed for us as midwives of thinking, then we want to know what the blockades are, what the imagination blockades are, what people have a hard time thinking about—and among the things that struck me about the Stockbridge conference were the signs of people really having to struggle to take seriously some ideas that I think they should take seriously.

I was struggling, too, because there were scientific ideas that I found hard to get my head around. It’s interesting that you can have a group of people who are trying to communicate. They’re not showing off. They’re interested in finding points of common agreement, and they’re still having trouble, and that’s something worth seeing and knowing what that’s about, because then you go into the rest of your forays sadder but wiser. Well, sort of. You at least are alert to how hard it can be to implant a perspective or a way of thinking in somebody else’s mind.

I realized I really have my work cut out for me in a way that I had hoped not to discover. There’s still a lot of naïve thinking by scientists about free will. I’ve been talking about it quite a lot, and I do my best to undo some bad thinking by various scientists. I’ve had some modest success, but there’s a lot more that has to be done on that front. I think it’s very attractive to scientists to think that here’s this several-millennia-old philosophical idea, free will, and they can just hit it out of the ballpark, which I’m sure would be nice if it was true.

It’s just not true. I think they’re well intentioned. They’re trying to clarify, but they’re really missing a lot of important points. I want a naturalistic theory of human beings and free will and moral responsibility as much as anybody there, but I think you’ve got to think through the issues a lot better than they’ve done, and this, happily, shows that there’s some real work for philosophers.

Philosophers have done some real work that the scientists jolly well should know. Here’s an area where it was one of the few times in my career when I wanted to say to a bunch of scientists, “Look. You have some reading to do in philosophy before you hold forth on this. There really is some good reading to do on these topics, and you need to educate yourselves.”

A combination of arrogance and cravenness

The figures about American resistance to evolution are still depressing, and you finally have to realize that there’s something structural. It’s not that people are stupid, and I think it’s clear that people, everybody, me, you, we all have our authorities, our go-to people whose word we trust. If you want to ask a question about the economic situation in Greece, for instance, you need to check it out with somebody whose opinion on that is worth taking seriously. We don’t try to work it out for ourselves. We find some expert that we trust, and right around the horn, whatever the issues are, we have our experts. A lot of people have their pastors as their experts on matters of science. This is their local expert.

I don’t blame them. I wish they were more careful about vetting their experts and making sure that they found good experts. They wouldn’t choose an investment adviser, I think, as thoughtlessly as they go along with their pastor. I blame the pastors, but where do they get their ideas? Well, they get them from the hierarchies of their churches. Where do they get their ideas? Up at the top, I figure there’s some people that really should be ashamed of themselves. They know better.

They’re lying, and when I get a chance, I try to ask them that. I say, “Doesn’t it bother you that your grandchildren are going to want to know why you thought you had to lie to everybody about evolution?” I mean, really. They’re lies. They’ve got to know that these are lies. They’re not that stupid, and I just would love them to worry about what their grandchildren and great-grandchildren would say about how their ancestors were so craven and so arrogant. It’s a combination of arrogance and cravenness.

We now have to start working on that structure of experts and thinking, why does that persist? How can it be that so many influential, powerful, wealthy, in-the-public people can be so confidently wrong about evolutionary biology? How did that happen? Why does it happen? Why does it persist? It really is a bit of a puzzle, if you think about how embarrassed they’d be not to know that the world is round. I think it would be deeply embarrassing to be that benighted, and they’d realize it. They’d be embarrassed not to know that HIV is the vector of AIDS. They’d be embarrassed to not understand the way the tides are produced by the gravitational forces of the moon and the sun. They may not know the details, but they know that the details are out there. They could learn them in 20 minutes if they wanted to. How did they get themselves in the position where they could so blithely trust people who they’d never buy stocks and bonds from? They’d never trust a child’s operation to a doctor who was as ignorant and as ideological as these people. It is really strange. I haven’t gotten to the bottom of that.

This pernicious sort of lazy relativism

A few years ago, Linda LaScola, who’s a very talented investigator, questioner, and interviewer, and I started a project where we found closeted nonbelieving pastors who still had churches and would speak in confidence to her. She’s a very good interviewer, and she got and earned their trust, and then they really let their hair down and explained how they got in the position they’re in and what it’s like. What is it like to be a pastor who has to get up and say the creed every Sunday when you don’t believe that anymore? And they’re really caught in a nasty trap.

When we published the first study, there was a lot of reaction, and one of the amazing things was the dogs that didn’t bark. Nobody said we were making it up or it wasn’t a problem. Every religious leader knows. It’s their dirty little secret. They knew jolly well that what we were looking at was the tip of an iceberg, that there are a lot of pastors out there who simply don’t believe what their parishioners think they believe, and some of them are really suffering, and some of them aren’t, and that’s interesting, too.

In phase two we’ve spread out and looked at a few more, and we’ve also started looking at seminary professors, the people that teach the pastors what they learn and often are instrumental in starting them down the path of this sort of systematic hypocrisy where they learn in seminary that there’s what you can talk about in the seminary, and there’s what you can say from the pulpit, and those are two different things. I think this phenomenon of systematic hypocrisy is very serious. It is the structural problem in religion today, and churches deal with it in various ways, none of them very good.

The reason they can’t deal with them well is that they have a principle, which is a little bit like the Hippocratic oath of medicine: First, do no harm. Well, they learn this, and they learn that from the pulpit the one thing they mustn’t do is shake anybody’s faith. If they’ve got a parish full of literalists, young earth creationists, literal Bible believers who believe that all the miracles in the Bible really happened and that the resurrection is the literal truth and all that, they must not disillusion those people. But then they also realize that a lot of other parishioners are not so sure; they think it’s all sort of metaphor—symbolic, yes, but they don’t take it as literally true.

How do they thread the needle so that they don’t offend the sophisticates in their congregation by insisting on the literal truth of the book of Genesis, let’s say, while still not scaring, betraying, pulling the rug out from under the more naïve and literal-minded of their parishioners? There’s no good solution to that problem as far as we can see, since they have this unspoken rule that they should not upset, undo, subvert the faith of anybody in the church.

This means there’s a sort of enforced hypocrisy in which the pastors speak from the pulpit quite literally, and if you weren’t listening very carefully, you’d think: oh my gosh, this person really believes all this stuff. But they’re putting in just enough hints for the sophisticates in the congregation so that the sophisticates are supposed to understand: Oh, no. This is all just symbolic. This is all just metaphorical. And that’s the way they want it, but of course they could never admit it. You couldn’t put a little neon sign up over the pulpit that says, “Just metaphor, folks, just metaphor.” It would destroy the whole thing.

You can’t admit that it’s just metaphor even when you insist when anybody asks that it’s just metaphor, and so this professional doubletalk persists, and if you study it for a while the way Linda and I have been doing, you come to realize that’s what it is, and that means they’ve lost track of what it means to tell the truth. Oh, there are so many different kinds of truth. Here’s where postmodernism comes back to haunt us. What a pernicious bit of intellectual vandalism that movement was! It gives license to this pernicious sort of lazy relativism.

One of the most chilling passages in that great book by William James, The Varieties of Religious Experience, is where he talks about soldiers in the military: “Far better is it for an army to be too savage, too cruel, too barbarous, than to possess too much sentimentality and human reasonableness.” This is a very sobering, to me, a very sobering reflection. Let’s talk about when we went into Iraq. There was Rumsfeld saying, “Oh, we don’t need a big force. We don’t need a big force. We can do this on the cheap,” and there were other people—retrospectively, we can say they were wiser— who said, “Look, if you’re going to do this at all, you want to go in there with such overpowering, such overwhelming numbers and force that you can really intimidate the population, and you can really maintain the peace and just get the population to sort of roll over, and that way actually less people get killed, less people get hurt. You want to come in with an overwhelming show of force.”

We didn’t do that, and look at the result. Terrible. Maybe we couldn’t do it. Maybe Rumsfeld knew that the American people would never stand for it. Well, then, they shouldn’t go in, because look what happened. But the principle is actually one that’s pretty well understood. If you don’t want to have a riot, have four times more police there than you think you need. That’s the way not to have a riot and nobody gets hurt, because people are not foolish enough to face those kinds of odds. But they don’t think about that with regard to religion, and it’s very sobering.

I put it this way. Suppose that we face some horrific, terrible enemy, another Hitler or something really, really bad, and here’s two different armies that we could use to defend ourselves. I’ll call them the Gold Army and the Silver Army: same numbers, same training, same weaponry. They’re all armored and armed as well as we can do. The difference is that the Gold Army has been convinced that God is on their side and this is the cause of righteousness, and it’s as simple as that. The Silver Army is entirely composed of economists. They’re all making side insurance bets and calculating the odds of everything.

Which army do you want on the front lines? It’s very hard to say you want the economists, but think of what that means. What you’re saying is that we’ll just have to hoodwink all these young people into some false beliefs for their own protection and for ours. It’s extremely hypocritical. It is a message that I recoil from, the idea that we should indoctrinate our soldiers. In the same way that we inoculate them against diseases, we should inoculate them against the economists’—or philosophers’—sort of thinking, since it might lead them to think: Am I so sure this cause is just? Am I really prepared to risk my life to protect? Do I have enough faith in my commanders that they’re doing the right thing? What if I’m clever enough and thoughtful enough to figure out a better battle plan, and I realize that this is futile? Am I still going to throw myself into the trenches? It’s a dilemma that I don’t know what to do about, although I think we should confront it, at least.
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Philip Tetlock’s 2005 book Expert Political Judgment: How Good Is It? How Can We Know? demonstrated that accurate long-term political forecasting is, to a good approximation, impossible. The work was a landmark in social science, and its importance was quickly recognized and rewarded in two academic disciplines—political science and psychology. Perhaps more significantly, the work was recognized in the intelligence community, which accepted the challenge of investing significant resources in a search for improved accuracy. The work is ongoing, important discoveries are being made, and Tetlock gives us a chance to peek at what is happening.

Tetlock’s current message is far more positive than was his earlier dismantling of long-term political forecasting. He focuses on the near term, where accurate prediction is possible to some degree, and he takes on the task of making political predictions as accurate as they can be. He has successes to report. As he points out in his comments, these successes will be destabilizing to many institutions, in ways both multiple and profound. With some confidence, we can predict that another landmark of applied social science will soon be reached.

There’s a question that I’ve been asking myself for nearly three decades now and trying to get a research handle on, and that is: why is the quality of public debate so low, and why is it that the quality often seems to deteriorate the more important the stakes get?

About 30 years ago I started my work on expert political judgment. It was the height of the Cold War. There was a ferocious debate about how to deal with the Soviet Union. There was a liberal view; there was a conservative view. Each position led to certain predictions about how the Soviets would be likely to react to various policy initiatives.

One thing that became very clear, especially after Gorbachev came to power and confounded the predictions of both liberals and conservatives, was that even though nobody predicted the direction that Gorbachev was taking the Soviet Union, virtually everybody after the fact had a compelling explanation for it. We seemed to be working in what one psychologist called an “outcome-irrelevant learning situation.” People drew whatever lessons they wanted from history.

There is quite a bit of skepticism about political punditry, but there’s also a huge appetite for it. I was struck 30 years ago and I’m struck now by how little interest there is in holding political pundits who wield great influence accountable for predictions they make on important matters of public policy.

The presidential election of 2012, of course, brought about the Nate Silver controversy, and a lot of people, mostly Democrats, took great satisfaction out of Silver being more accurate than leading Republican pundits. It’s undeniably true that he was more accurate. He was using more rigorous techniques in analyzing and aggregating data than his competitors and debunkers were.

But it’s not something uniquely closed-minded about conservatives that caused them to dislike Silver. When you go back to presidential elections that Republicans won, it’s easy to find commentaries in which liberals disputed the polls and complained that the polls were biased. That was true even in a blowout political election like 1972, the McGovern-Nixon election. There were some liberals who had convinced themselves that the polls were profoundly inaccurate. It’s easy for partisans to believe what they want to believe, and political pundits are often more in the business of bolstering the prejudices of their audience than they are in trying to generate accurate predictions of the future.

Thirty years ago we started running some very simple forecasting tournaments, and they gradually expanded. We were interested in answering a very simple question, and that is what, if anything, distinguishes political analysts who are more accurate from those who are less accurate on various categories of issues. We looked hard for correlates of accuracy. We were also interested in the prior question of whether political analysts can do appreciably better than chance.

We found two things. One, it’s very hard for political analysts to do appreciably better than chance when you move beyond about one year. Second, political analysts think they know a lot more about the future than they actually do. When they say they’re 80 or 90 percent confident, they’re often right only 60 or 70 percent of the time.

There was systematic overconfidence. Moreover, political analysts were disinclined to change their minds when they got it wrong. When they made strong predictions that something was going to happen and it didn’t, they were inclined to argue something along the lines of, “Well, I predicted that the Soviet Union would continue, and it would have if the coup plotters against Gorbachev had been more organized,” or “I predicted that Canada would disintegrate or Nigeria would disintegrate and it’s still there, but it’s just a matter of time before it disappears,” or “I predicted that the Dow would be down 36,000 by the year 2000 and it’s going to get there eventually, but it will just take a bit longer.”

So we found three basic things: many pundits were hard-pressed to do better than chance, were overconfident, and were reluctant to change their minds in response to new evidence. That combination doesn’t exactly make for a flattering portrait of the punditocracy.

We did a book in 2005, and it’s been quite widely discussed. Perhaps the most important consequence of publishing the book is that it encouraged some people within the U.S. intelligence community to start thinking seriously about the challenge of creating accuracy metrics and for monitoring how accurate analysts are—which has led to the major project that we’re involved in now, sponsored by the Intelligence Advanced Research Projects Activities (IARPA). It extends from 2011 to 2015, and involves thousands of forecasters making predictions on hundreds of questions over time and tracking in accuracy.

Exercises like this are really important for a democracy. The Nate Silver episode illustrates in a small way what I hope will happen over and over again over the next several decades, which is that there are ways of benchmarking the accuracy of pundits. If pundits feel that their accuracy is benchmarked, they will be more careful and thoughtful about what they say, and it will elevate the quality of public debate.

One of the reactions to my work on expert political judgment was that it was politically naïve; I was assuming that political analysts were in the business of making accurate predictions, whereas they’re really in a different line of business altogether. They’re in the business of flattering the prejudices of their base audience and entertaining their base audience, and accuracy is a side constraint. They don’t want to be caught making an overt mistake, so they generally are pretty skillful in avoiding being caught by using vague verbiage to disguise their predictions. They don’t say there’s a .7 likelihood of a terrorist attack within this span of time. They don’t say there’s a 1.0 likelihood of recession by the third quarter of 2013. They don’t make predictions like that. What they say is that if we go ahead with the administration’s proposed tax increase, there could be a devastating recession in the next six months. “There could be.”

The word “could” is notoriously ambiguous. When you ask research subjects what “could” means, it depends enormously on the context: “we could be struck by an asteroid in the next 25 seconds,” which people might interpret as something like a .0000001 probability, or “this really could happen,” which people might interpret as a .6 or .7 probability. It depends a lot on the context. Pundits have been able to insulate themselves from accountability for accuracy by relying on vague verbiage. They can often be wrong, but never in error.

There is an interesting case study to be done on the reactions of the punditocracy to Silver. Those who are most upfront in debunking him, holding him in contempt, ridiculing him, and offering contradictory predictions were put in a genuinely awkward situation because they were so flatly disconfirmed. They had violated one of the core rules of their own craft, which is to insulate themselves in vague verbiage—to say, “Well, it’s possible that Obama would win.” They should have cushioned themselves in various ways with rhetoric.

How do people react when they’re actually confronted with error? You get a huge range of reactions. Some people just don’t have any problem saying, “I was wrong. I need to rethink this or that assumption.” Generally, people don’t like to rethink really basic assumptions. They prefer to say, “Well, I was wrong about how good Romney’s get-out-the-vote effort was.” They prefer to tinker with the margins of their belief system (e.g., “I fundamentally misread U.S. domestic politics, my core area of expertise”).

A surprising fraction of people are reluctant to acknowledge there was anything wrong with what they were saying. One argument you sometimes hear—and we heard this in the abovementioned episode, but I also heard versions of it after the Cold War—is, “I was wrong, but I made the right mistake.” Dick Morris, the Republican pollster and analyst, conceded that he was wrong, but it was the right mistake to make because he was acting, essentially, as a cheerleader for a particular side and it would have been far worse to have underestimated Romney than to have overestimated him.

If you have a theory how world politics works that can lead you to value avoiding one error more than the complementary error, you might say, “Well, it was really important to bail out this country because if we hadn’t, it would have led to financial contagion. There was a risk of losing our money in the bailout, but the risk was offset because I thought the risk of contagion was substantial.” If you have a contagion theory of finance, that theory will justify putting bailout money at risk. If you have a theory that the enemy is only going to grow bolder if you don’t act really strongly against it, then you’re going to say, “Well, the worst mistake would have been to appease them, so we hit them really hard. And even though that led to an expansion of the conflict, it would have been far worse if we’d gone down the other path.” It’s very, very hard to pin them down, and that’s why these types of level-playing-field forecasting tournaments can play a vital role in improving the quality of public debate.

There are various interesting scientific objections that have been raised to these level-playing-field forecasting exercises. One line of objection would be grounded more in Nassim Taleb’s school of thought, the black swan view of history: where we are in history today is the product of forces that not only no one foresaw, but no one could have foreseen. The epoch-transforming events like World War One, nuclear bombs and nuclear missiles to deliver them, and the invention of the Internet—these are geopolitical and technological transformational events in history no one foresaw, no one could have foreseen. In this view, history is best understood in terms of a punctuated equilibrium model. There are periods of calm and predictability punctuated by violent exogenous shocks that transform things—sometimes for the better, sometimes for the worse—and these discontinuities are radically unpredictable.

What are we doing? Well, in this view, we may be lulling people into a kind of false complacency by giving them the idea that you can improve your foresight to an ascertainable degree within ascertainable time parameters and types of tasks. That’s going to induce a false complacency and will cause us to be blindsided all the more violently by the next black swan, because we think we have a good probabilistic handle on an erratically unpredictable world—which is an interesting objection, and something we have to be on the lookout for.

There is, of course, no evidence to support that claim. I would argue that making people more appropriately humble about their ability to predict a short-term future is probably, on balance, going to make them more appropriately humble about their ability to predict the long-term future, but that certainly is a line of argument that’s been raised about the tournament.

Another interesting variant of that argument is that it’s possible to learn in certain types of tasks, but not in other types of tasks. It’s possible to learn, for example, how to be a better poker player. Nate Silver could learn to be a really good poker player. Hedge fund managers tend to be really good poker players, probably because it’s good preparation for their job. Well, what does it mean to be a good poker player? You learn to be a good poker player because you get repeated clear feedback and you have a well-defined sampling universe from which the cards are being drawn. You can actually learn to make reasonable probability estimates about the likelihood of various types of hands materializing in poker.

Is world politics like a poker game? This is what, in a sense, we are exploring in the IARPA forecasting tournament. You can make a good case that history is different and poses unique challenges. This is an empirical question of whether people can learn to become better at these types of tasks. We now have a significant amount of evidence on this, and the evidence is that people can learn to become better. It’s a slow process. It requires a lot of hard work, but some of our forecasters have really risen to the challenge in a remarkable way and are generating forecasts that are far more accurate than I would have ever supposed possible from past research in this area.

Silver’s situation is more like poker than geopolitics. He has access to polls that are being drawn from representative samples. The polls have well-defined statistical properties. There’s a well-defined sampling universe, so he is closer to the poker domain when he is predicting electoral outcomes in advanced democracies with well-established polling procedures, well-established sampling methodologies, and relatively uncorrupted polling processes. That’s more like poker and less like trying to predict the outcome of a civil war in sub-Saharan Africa or trying to predict that H5N1 is going to spread in a certain way, or many of the types of events that loom large in geopolitical or technological forecasting.

There has long been disagreement among social scientists about how scientific social science can be, and the skeptics have argued that social phenomena are more cloudlike. They don’t have Newtonian clocklike regularity. That cloud versus clock distinction has loomed large in those kinds of debates. If world politics were truly clocklike and deterministic then it should, in principle, be possible for an observer who is armed with the correct theory and correct knowledge of the antecedent conditions to predict with extremely high accuracy what’s going to happen next.

If world politics is more cloudlike—little wisps of clouds blowing around in the air in quasi-random ways—no matter how theoretically prepared the observer is, the observer is not going to be able to predict very well. Let’s say the clocklike view posits that the optimal forecasting frontier is very close to 1.0, an R squared very close to 1.0. By contrast, the cloudlike view would posit that the optimal forecasting frontier is not going to be appreciably greater than chance or you’re not going to be able to do much better than a dart-throwing chimpanzee. One of the things that we discovered in the earlier work was that forecasters who suspected that politics was more cloudlike were actually more accurate in predicting longer-term futures than forecasters who believed that it was more clocklike.

Forecasters who were more modest about what could be accomplished predictably were actually generating more accurate predictions than forecasters who were more confident about what could be achieved. We called these theoretically confident forecasters “hedgehogs.” We called these more modest, self-critical forecasters “foxes,” drawing on Isaiah Berlin’s famous essay “The Hedgehog and the Fox.”

Let me say something about how dangerous it is to draw strong inferences about accuracy from isolated episodes. Imagine, for example, that Silver had been wrong and that Romney had become president. And let’s say his prediction had been a 0.8 probability two weeks prior to the election that made Romney president. You can imagine what would have happened to his credibility. It would have cratered. People would have concluded that, yes, his Republican detractors were right, that he was essentially an Obama hack, and he wasn’t a real scientist. That’s, of course, nonsense. When you say there’s a .8 probability, there’s 20 percent chance that something else could happen. And it should reduce your confidence somewhat in him, but you shouldn’t abandon him totally. There’s a disciplined Bayesian belief adjustment process that’s appropriate in response to miscalibrated forecasts.

What we see instead is overreactions. Silver would be a fool if he’d gotten it wrong, or he’s a god if he gets it right. He’s neither a fool nor a god. He’s a thoughtful data analyst who knows how to work carefully through lots of detailed data and aggregate them in sophisticated ways and get a bit of a predictive edge over many, but not all, of his competitors. There are other aggregators out there who are doing as well or maybe even a little bit better, but their methodologies are quite strikingly similar and they’re relying on a variant of the wisdom of the crowd, which is aggregation. They’re pooling a lot of diverse bits of information and they’re trying to give more weight to those bits of information that have a good historical track record of having been accurate. It’s a weighted averaging kind of process, essentially, and that’s a good strategy.

I don’t have a dog in this theoretical fight. There’s one school of thought that puts a lot of emphasis on the advantages of “blink,”

on the advantages of going with your gut. There’s another school of thought that puts a lot of emphasis on the value of system-two overrides, self-critical cognition—giving things over a second thought. For me it is really a straightforward empirical question of, what are the conditions under which each style of thinking works better or worse?

In our work on expert political judgment we have generally had a hard time finding support for the usefulness of fast and frugal simple heuristics. It’s generally the case that forecasters who are more thoughtful and self-critical do a better job of attaching accurate probability estimates to possible futures. I’m sure there are situations when going with a blink may well be a good idea, and I’m sure there are situations when we don’t have time to think. When you think there might be a tiger in the jungle, you might want to move very fast, before you fully process the information. That’s all well-known and discussed elsewhere. For us, we’re finding more evidence for the value of thoughtful system-two overrides, to use Danny Kahneman’s terminology.

Let’s go back to this fundamental question of, what are we capable of learning from history, and are we capable of learning anything from history that we weren’t already ideologically predisposed to learn? As I mentioned before, history is not a good teacher, and we see what a capricious teacher history is in the reactions to Nate Silver in the 2012 election forecasting—he’s either a genius or he’s an idiot. And we need to have much more nuanced, well-calibrated reactions to episodes of this sort.

The intelligence community is responsible, of course, for providing the U.S. government with timely advice about events around the world, and they frequently get politically clobbered, virtually whenever they make mistakes. There are two types of mistakes you can make, essentially. You can make a false-positive prediction or you can make a false-negative prediction.

What would a false-positive prediction look like? Well, the most famous recent false-positive prediction is probably the false positive on weapons of mass destruction in Iraq, which led to a trillion-plus-dollar war. What about famous false-negative predictions? Well, a lot of people would call 9/11 a serious false negative. The intelligence community oscillates back and forth in response to these sharp political critiques that are informed by hindsight, and one of the things that we know from elementary behaviorism as well as from work in organizational learning is that rats, people, and organizations do respond to rewards and punishments. If an organization has been recently clobbered for making a false-positive prediction, that organization is going to make major efforts to make sure it doesn’t make another false positive. They’re going to be so sure that they might make a lot more false negatives in order to avoid that. “We’re going to make sure we’re not going to make a false positive even if that means we’re going to underestimate the Iranian nuclear program.” Or “We’re going to be really sure we don’t make a false negative even if that means we have false alarms of terrorism for the next 25 years.”

The question becomes, is it possible to set up a system for learning from history that’s not simply programmed to avoid the most recent mistake in a very simple, mechanistic fashion? Is it possible to set up a system for learning from history that actually learns in our sophisticated way that manages to bring down both false positives and false negatives to some degree? That’s a big question mark.

Nobody has really systematically addressed that question until IARPA, the Intelligence Advanced Research Projects Activities, sponsored this particular project, which is very, very ambitious in scale. It’s an attempt to address the question of whether you can push political forecasting closer to what philosophers might call an optimal forecasting frontier. An optimal forecasting frontier is a frontier along which you just can’t get any better. You can’t get false positives down anymore without having more false negatives. You can’t get false negatives down anymore without having more false positives. That’s just the optimal state of prediction, unless you subscribe to an extremely clocklike view of the political, economical, and technological universe. If you subscribe to that, you might believe that the optimal forecasting frontier is 1.0 and that godlike omniscience is possible. You never have to tolerate any false positives or false negatives.

There are very few people on the planet, I suspect, who believe that to be true of our world. But you don’t have to go all the way to the cloudlike extreme and say that we are all just radically unpredictable. Most of us are somewhere in between clocklike and cloudlike, but we don’t know for sure where we are in that distribution, and IARPA is helping us to figure out where we are.

It’s fascinating to me that there is a steady public appetite for books that highlight the feasibility of prediction like Nate Silver, and there’s a deep public appetite for books like Nassim Taleb’s The Black Swan, which highlights the apparent unpredictability of our universe. The truth is somewhere in between, and IARPA-style tournaments are a method of figuring out roughly where we are in that conceptual space at the moment, with the caveat that things can always change suddenly.

I recall Daniel Kahneman having said on a number of occasions that when he’s talking to people in large organizations, private or public sector, he challenges the seriousness of their commitment to improving judgment and choice. The challenge takes the following form: would you be willing to devote 1 percent of your annual budget to efforts to improve judgment and choice? And to the best of my knowledge, I don’t think he’s had any takers yet. One of the things I’ve discovered in my work on assessing the accuracy of probability judgment is that there is much more eagerness in participating in these exercises among people who are younger and lower in status in organizations than there is among people who are older and higher in status in organizations. It doesn’t require great psychological insight to understand this. You have a lot more to lose if you’re senior and well established and your judgment is revealed to be far less well calibrated than that of people who are far junior to you.

Level-playing-field forecasting exercises are radically meritocratic. They put everybody on the same playing field. Tom Friedman no longer has an advantage over an unknown columnist, or for that matter, an unknown graduate student. If Tom Friedman’s subjective probability estimate for how things are going in the Middle East is less accurate than that of the graduate student at Berkeley, the forecasting tournament just cranks through the numbers and that’s what you discover.

These are potentially radically status-destabilizing interventions. They have the potential to destabilize status relationships within government agencies. They have the potential to destabilize the status within the private sector. The primary claim that people higher in status organizations have to holding their positions is cognitive in nature. They know better. They know things that the people below them don’t know. And insofar as forecasting exercises are probative and give us insight into who knows what about what, they are, again, status destabilizing.

From a sociological point of view, it’s a minor miracle that this forecasting tournament is even occurring. Government agencies are not supposed to sponsor exercises that have the potential to embarrass them. It would be embarrassing if it turns out that thousands of amateurs working on relatively small budgets are able to outperform professionals within a multibillion-dollar bureaucracy. That would be destabilizing. If it turns out that junior analysts within that multibillion-dollar bureaucracy can perform better than people high up in the bureaucracy, that would be destabilizing. If it turns out that the CEO is not nearly as good as people two or three tiers down in perceiving strategic threats to the business, that’s destabilizing.

Things that bring transparency to judgment are dangerous to your status. You can make a case for this happening in medicine, for example. Insofar as evidence-based medicine protocols become increasingly influential, doctors are going to rely more and more on the algorithms—otherwise they’re not going to get their bills paid. If they’re not following the algorithms, it’s not going to be reimbursable. When the health-care system started to approach 20 to 25 percent of the GDP, very powerful economic actors started pushing back and demanding accountability for medical judgment.

The long and the short of the story is that it’s very hard for professionals and executives to maintain their status if they can’t maintain a certain mystique about their judgment. If they lose that mystique about their judgment, that’s profoundly threatening. My inner sociologist says to me that when a good idea comes up against entrenched interests, the good idea typically fails. But this is going to be a hard thing to suppress. Level-playing-field forecasting tournaments are going to spread. They’re going to proliferate. They’re fun. They’re informative. They’re useful in both the private and public sectors. There’s going to be a movement in that direction. How it all sorts out is interesting. To what extent is it going to destabilize the existing pundit hierarchy? To what extent is it going to destabilize who the big shots are within organizations?

The Intelligence Advance Research Projects Agency about two years ago committed to supporting five university-based research teams and funded their efforts to recruit forecasters, set up websites for eliciting forecasts, hire statisticians for aggregating forecasts, and conduct a variety of experiments on factors that might either make forecasters more accurate or less accurate. For about a year and half we’ve been doing actual forecasting.

There are two aspects of this. There’s a horse race aspect to it and there’s a basic science aspect. The horse race aspect is, which team is more accurate? Which team is generating probability judgments that are closer to reality? What does it mean to generate a probability judgment closer to reality? If I say there is a .9 likelihood of Obama winning reelection and Nate Silver says there’s a .8 likelihood of Obama reelection and Obama wins reelection, the person who said .9 is closer than the person who said .8. So that person deserves a better accuracy score. If someone said .2, they get a really bad accuracy score.

There are some statistical procedures that we use for a method of scoring probability judgment. It’s called Brier scoring. Brier scoring is what we are using right now for assessing accuracy, but there are many other statistical techniques that can be applied. Our conclusions are robust across them. But the idea is to get people to make explicit probability judgments and score them against reality. Yet to make this work, you also have to pose questions that could be resolved in a clear-cut way. You can’t say, “I think there could be a lot of instability in Afghanistan after NATO forces withdraw in 2014.” That’s not a good question.

The questions need to pass what some psychologists have called the “Clairvoyance Test.” A good question would be one that I could take and hand to a genuine clairvoyant and ask, “What happened? What’s the true answer?” A clairvoyant could look into the future and tell me about it. The clairvoyant wouldn’t have to come back to me and say, “What exactly do you mean by ‘could’?” or “What exactly do you mean by ‘increased violence’ or ‘increased instability’ or ‘unrest’?” or whatever the other vague phrases are. We would have to translate them into something testable.

An important part of this forecasting tournament is moving from interesting issues to testable propositions, and this is an area where we discover very quickly where people don’t think the way that Karl Popper thought they should think—like falsificationists. We don’t naturally look for evidence that could falsify our hunches, and passing the Clairvoyance Test requires doing that.

If you think that the Eurozone is going to collapse—if you think it was a really bad idea to put into common currency economies at very different levels of competitiveness, like Greece and Germany (that was a fundamentally unsound macroeconomic thing to do and the Eurozone is doomed)—that’s a nice example of an emphatic but untestable hedgehog kind of statement. It may be true, but it’s not very useful for our forecasting tournament.

To make a forecasting tournament work we have to translate that hedgehog-like hunch into a testable proposition like, will Greece leave the Eurozone or formally withdraw from the Eurozone? Or will Portugal? You need to translate the abstract interesting issue into testable propositions and then you need to get lots of thoughtful people to make probability judgments in response to those testable proposition questions. You need to do that over, and over, and over again.

Hedgehogs are more likely to embrace fast and frugal heuristics that are in the spirit of blink. If you have a hedgehog-like framework, you’re more likely to think that people who have mastered that framework should be able to diagnose situations quite quickly and reach conclusions quite confidently. Those things tend to co-vary with each other.

For example, if you have a generic theory of world politics known as “realism” and you believe that when there’s a dominant power being threatened by a rising power, say the United States being threatened by China, it’s inevitable that those two countries will come to blows in some fashion—if you believe that, then blink will come more naturally to you as a forecasting strategy.

If you’re a fox and you believe there’s some truth to the generalization that rising powers and hegemons tend to come into conflict with each other, but there are lots of other factors in play in the current geopolitical environment that make it less likely that China and the United States will come into conflict—that doesn’t allow blink anymore, does it? It leads to “on the one hand, and on the other” patterns of reasoning—and you’ve got to strike some
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