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PREFACE: THE 2015 EDGE QUESTION


In recent years, the 1980s-era philosophical discussions about artificial intelligence (AI)—whether computers can “really” think, be conscious, and so on—have led to new conversations about how we should deal with the forms of artificial intelligence that many argue have already been implemented. These AIs, if they achieve “superintelligence” (per Nick Bostrom’s 2014 book of that name), could pose existential risks, leading to what Martin Rees has termed “our final hour.” Stephen Hawking recently made international headlines when he told the BBC that “the development of full artificial intelligence could spell the end of the human race.”

THE EDGE QUESTION—2015

WHAT DO YOU THINK ABOUT MACHINES THAT THINK?

But wait! Shouldn’t we also ask what machines that think might think about? Will they want, will they expect, civil rights? Will they have consciousness? What kind of government would an AI choose for us? What kind of society would they want to structure for themselves? Or is “their” society “our” society? Will we and the AIs include each other within our respective circles of empathy?

Numerous Edgies have been at the forefront of the science behind the various flavors of AI, either in their research or their writings. AI was front and center in conversations between Pamela McCorduck (Machines Who Think) and Isaac Asimov (Machines That Think) at our initial meetings in 1980. And such conversations have continued unabated, as is evident in the recent Edge feature “The Myth of AI,” a conversation with Virtual Reality pioneer Jaron Lanier, whose explication of the fallacies involved and fears evoked by conceiving of computers as “people” evoked rich and provocative commentaries.

Is AI becoming increasingly real? Are we now in a new era of intelligent machines? It’s time to grow up as we consider this issue. This year’s contributors to the Edge Question (there are close to 200 of them!) are a grown-up bunch and have eschewed mention of all that science fiction and all those movies: Star Maker, Forbidden Planet, Colossus: The Forbin Project, Blade Runner, 2001, Her, The Matrix, “The Borg.” And eighty years after Alan Turing introduced his Universal Machine, it’s time to honor Turing and other AI pioneers by giving them a well-deserved rest. We know the history. (See, for instance, George Dyson’s 2004 Edge feature, “Turing’s Cathedral.”) What’s going on NOW?

So, once again, with appropriate rigor, the Edge Question, 2015: What do you think about machines that think?

JOHN BROCKMAN

Publisher & Editor, Edge





CONSCIOUSNESS IN HUMAN-LEVEL AI

MURRAY SHANAHAN

Professor of cognitive robotics, Imperial College London; author, Embodiment and the Inner Life


Just suppose we could endow a machine with human-level intelligence, that is to say, with the ability to match a typical human being in every (or almost every) sphere of intellectual endeavor, and perhaps to surpass every human being in a few. Would such a machine necessarily be conscious? This is an important question, because an affirmative answer would bring us up short. How would we treat such a thing if we built it? Would it be capable of suffering or joy? Would it deserve the same rights as a human being? Should we bring machine consciousness into the world at all?

The question of whether a human-level AI would necessarily be conscious is also a difficult one. One source of difficulty is the fact that multiple attributes are associated with consciousness in humans and other animals. All animals exhibit a sense of purpose. All (awake) animals are, to a greater or lesser extent, aware of the world they inhabit and the objects it contains. All animals, to some degree or other, manifest cognitive integration, which is to say they can bring all their mental resources—perceptions, memories, and skills—to bear on the ongoing situation in pursuit of their goals. In this respect, every animal displays a kind of unity, a kind of selfhood. Some animals, including humans, are also aware of themselves—of their bodies and the flow of their thoughts. Finally, most, if not all, animals are capable of suffering, and some are capable of empathy with the suffering of others.

In (healthy) humans, all these attributes come together as a package. But in an AI they can potentially be separated. So our question must be refined. Which, if any, of the attributes we associate with consciousness in humans is a necessary accompaniment to human-level intelligence? Well, each of the attributes listed (and the list is surely not exhaustive) deserves a lengthy treatment of its own. So let me pick just two—namely, awareness of the world and the capacity for suffering. Awareness of the world, I would argue, is indeed a necessary attribute of human-level intelligence.

Surely nothing would count as having human-level intelligence unless it had language, and the chief use of human language is to talk about the world. In this sense, intelligence is bound up with what philosophers call intentionality. Moreover, language is a social phenomenon, and a primary use of language within a group of people is to talk about the things they can all perceive (such as this tool or that piece of wood), or have perceived (yesterday’s piece of wood), or might perceive (tomorrow’s piece of wood, maybe). In short, language is grounded in awareness of the world. In an embodied creature or a robot, such an awareness would be evident from its interactions with the environment (avoiding obstacles, picking things up, and so on). But we might widen the conception to include a distributed, disembodied artificial intelligence equipped with suitable sensors.

To convincingly count as a facet of consciousness, this sort of world-awareness would perhaps have to go hand-in-hand with a manifest sense of purpose and a degree of cognitive integration. So perhaps this trio of attributes will come as a package even in an AI. But let’s put that question aside for a moment and get back to the capacity for suffering and joy. Unlike world-awareness, there’s no obvious reason to suppose that human-level intelligence must have this attribute, even though it’s intimately associated with consciousness in humans. We can imagine a machine carrying out, coldly and without feeling, the full range of tasks requiring intellect in humans. Such a machine would lack the attribute of consciousness that counts most when it comes to according rights. As Jeremy Bentham noted, when considering how to treat nonhuman animals, the question is not whether they can reason or talk but whether they can suffer.

There’s no suggestion here that a “mere” machine could never be capable of suffering or joy—that there’s something special about biology in this respect. The point, rather, is that the capacity for suffering and joy can be dissociated from other psychological attributes bundled together in human consciousness. But let’s examine this apparent dissociation more closely. I already mooted the idea that worldly awareness might go hand-in-hand with a manifest sense of purpose. An animal’s awareness of the world, of what the world affords for good or ill (in J. J. Gibson’s terms), subserves its needs. An animal shows an awareness of a predator by moving away from it, and an awareness of a potential prey by moving toward it. Against the backdrop of a set of goals and needs, an animal’s behavior makes sense. And against such a backdrop, an animal can be thwarted, its goals unattained and its needs unfulfilled. Surely this is the basis for one aspect of suffering.

What of human-level artificial intelligence? Wouldn’t a human-level AI necessarily have a complex set of goals? Couldn’t its attempts to achieve its goals be frustrated, thwarted at every turn? Under those harsh conditions, would it be proper to say that the AI was suffering, even though its constitution might make it immune from the sort of pain or physical discomfort humans know?

Here the combination of imagination and intuition runs up against its limits. I suspect we won’t find out how to answer this question until confronted with the real thing. Only when more sophisticated AI is a familiar part of our lives will our language games adjust to such alien beings. But of course by that time it may be too late to change our minds about whether they should be brought into the world. For better or worse, they’ll already be here.





THINKING DOES NOT IMPLY SUBJUGATING

STEVEN PINKER

Johnstone Family Professor, Department of Psychology, Harvard University; author, The Sense of Style: The Thinking Person’s Guide to Writing in the Twenty-First Century


Thomas Hobbes’s pithy equation of reasoning as “nothing but reckoning” is one of the great ideas in human history. The notion that rationality can be accomplished by the physical process of calculation was vindicated in the twentieth century by Alan Turing’s thesis that simple machines can implement any computable function, and by models from D. O. Hebb, Warren McCulloch, and Walter Pitts and their scientific heirs showing that networks of simplified neurons could achieve comparable feats. The cognitive feats of the brain can be explained in physical terms: To put it crudely (and critics notwithstanding), we can say that beliefs are a kind of information, thinking a kind of computation, and motivation a kind of feedback and control.

This is a great idea for two reasons. First, it completes a naturalistic understanding of the universe, exorcising occult souls, spirits, and ghosts in the machine. Just as Darwin made it possible for a thoughtful observer of the natural world to do without creationism, Turing and others made it possible for a thoughtful observer of the cognitive world to do without spiritualism.

Second, the computational theory of reason opens the door to artificial intelligence—to machines that think. A human-made information processor could, in principle, duplicate and exceed the powers of the human mind. Not that this is likely to happen in practice, since we’ll probably never see the sustained technological and economic motivation necessary to bring it about. Just as inventing the car did not involve duplicating the horse, developing an AI system that could pay for itself won’t require duplicating a specimen of Homo sapiens. A device designed to drive a car or predict an epidemic need not be designed to attract a mate or avoid putrid carrion.

Nonetheless, recent baby steps toward more intelligent machines have led to a revival of the recurring anxiety that our knowledge will doom us. My own view is that current fears of computers running amok are a waste of emotional energy—that the scenario is closer to the Y2K bug than the Manhattan Project.

For one thing, we have a long time to plan for this. Human-level AI is still the standard fifteen to twenty-five years away, just as it always has been, and many of its recently touted advances have shallow roots. It’s true that in the past, “experts” have comically dismissed the possibility of technological advances that quickly happened. But this cuts both ways: “Experts” have also heralded (or panicked over) imminent advances that never happened, like nuclear-powered cars, underwater cities, colonies on Mars, designer babies, and warehouses of zombies kept alive to provide people with spare organs.

Also, it’s bizarre to think that roboticists will not build in safeguards against harm as they proceed. They wouldn’t need any ponderous “rules of robotics” or some newfangled moral philosophy to do this, just the same common sense that went into the design of food processors, table saws, space heaters, and automobiles. The worry that an AI system would get so clever at attaining one of its programmed goals (like commandeering energy) that it would run roughshod over the others (like human safety) assumes that AI will descend upon us faster than we can design fail-safe precautions. The reality is that progress in AI is hype-defyingly slow, and there will be plenty of time for feedback from incremental implementations, with humans wielding the screwdriver at every stage.

Would an artificially intelligent system deliberately disable these safeguards? Why would it want to? AI dystopias project a parochial alpha-male psychology onto the concept of intelligence. They assume that superhumanly intelligent robots would develop goals like deposing their masters or taking over the world. But intelligence is the ability to deploy novel means to attain a goal; the goals are extraneous to the intelligence itself. Being smart is not the same as wanting something. History does turn up the occasional megalomaniacal despot or psychopathic serial killer, but these are products of a history of natural selection shaping testosterone-sensitive circuits in a certain species of primate, not an inevitable feature of intelligent systems. It’s telling that many of our techno-prophets don’t entertain the possibility that artificial intelligence will naturally develop along female lines—fully capable of solving problems but with no desire to annihilate innocents or dominate the civilization.

We can imagine a malevolent human who designs and releases a battalion of robots to sow mass destruction. But disaster scenarios are cheap to play out in the imagination, and we should keep in mind the chain of probabilities that would have to unfold before this one became a reality. An evil genius would have to arise, possessed of both a thirst for pointless mass murder and a brilliance in technological innovation. He would have to recruit and manage a team of co-conspirators that exercised perfect secrecy, loyalty, and competence. And the operation would have to survive the hazards of detection, betrayal, stings, blunders, and bad luck. In theory it could happen, but we have more pressing things to worry about.

Once we put aside the sci-fi disaster plots, the possibility of advanced artificial intelligence is exhilarating—not just for the practical benefits, like the fantastic gains in safety, leisure, and environment-friendliness of self-driving cars but also for the philosophical possibilities. The computational Theory of Mind has never explained the existence of consciousness in the sense of first-person subjectivity (though it’s perfectly capable of explaining the existence of consciousness in the sense of accessible and reportable information). One suggestion is that subjectivity is inherent to any sufficiently complicated cybernetic system. I used to think this hypothesis was permanently untestable (like its alternatives). But imagine an intelligent robot programmed to monitor its own systems and pose scientific questions. If, unprompted, it asked about why it itself had subjective experiences, I’d take the idea seriously.





ORGANIC INTELLIGENCE HAS NO LONG-TERM FUTURE

MARTIN REES

Former president, the Royal Society; emeritus professor of cosmology and astrophysics, University of Cambridge; fellow, Trinity College; author, From Here to Infinity


The potential of advanced AI and concerns about its downsides are rising on the agenda—and rightly. Many of us think the AI field, like synthetic biotech, already needs guidelines that promote “responsible innovation”; others regard the most-discussed scenarios as too futuristic to be worth worrying about.

But the divergence of view is basically about the time scale—assessments differ with regard to the rate of travel, not the direction of travel. Few doubt that machines will surpass more and more of our distinctively human capabilities—or enhance them via cyborg technology. The cautious among us envisage time scales of centuries rather than decades for these transformations. Be that as it may, the time scales for technological advance are but an instant compared to the time scales of the Darwinian selection that led to humanity’s emergence—and (more relevant) they’re less than a millionth of the vast expanses of time lying ahead. That’s why, in a long-term evolutionary perspective, humans and all they’ve thought will be just a transient and primitive precursor of the deeper cogitations of a machine-dominated culture extending into the far future and spreading far beyond our Earth.

We’re now witnessing the early stages of this transition. It’s not hard to envisage a hypercomputer achieving oracular powers that could offer its controller dominance of international finance and strategy—this seems only a quantitative (not qualitative) step beyond what “quant” hedge funds do today. Sensor technologies still lag behind human capacities. But once robots observe and interpret their environment as adeptly as we do, they will truly be perceived as intelligent beings, to which (or to whom) we can relate—at least in some respects—as we relate to other people. We’d have no more reason to disparage them as zombies than to regard other people in that way.

Their greater processing speed may give robots an advantage over us. But will they remain docile rather than “going rogue”? And what if a hypercomputer developed a mind of its own? If it could infiltrate the Internet—and the “Internet of Things”—it could manipulate the rest of the world. It may have goals utterly orthogonal to human wishes—or even treat humans as an encumbrance. Or (to be more optimistic) humans may transcend biology by merging with computers, maybe subsuming their individuality into a common consciousness. In old-style spiritualist parlance, they would “go over to the other side.”

The horizons of technological forecasting rarely extend even a few centuries into the future—and some predict transformational changes within a few decades. But the Earth has billions of years ahead of it, and the cosmos a longer (perhaps infinite) future. So what about the posthuman era—stretching billions of years ahead?

There are chemical and metabolic limits to the size and processing power of organic (“wet”) brains. Maybe we’re close to these limits already. But no such limits constrain silicon-based computers (still less, perhaps, quantum computers): For those, the potential for further development could be as dramatic as the evolution from monocellular organisms to humans.

So, by any definition of thinking, the amount done by organic, human-type brains (and its intensity) will be swamped by the cerebrations of AI. Moreover, Earth’s biosphere, in which organic life has symbiotically evolved, is not a constraint for advanced AI. Indeed, it’s far from optimal; interplanetary and interstellar space will be the preferred arena, where robotic fabricators will have the grandest scope for construction and where nonbiological “brains” may develop insights as far beyond our imaginings as string theory is for a mouse.

Abstract thinking by biological brains has underpinned the emergence of all culture and science. But this activity—spanning tens of millennia at most—will be a brief precursor to the more powerful intellects of the inorganic, posthuman era. Moreover, evolution on other worlds orbiting stars older than the sun could have had a head start. If so, then aliens are likely to have long ago transitioned beyond the organic stage.

So it won’t be the minds of humans, but those of machines, that will most fully understand the world. And it will be the actions of autonomous machines that will most drastically change the world—and perhaps what lies beyond.





A TURNING POINT IN ARTIFICIAL INTELLIGENCE

STEVE OMOHUNDRO

Scientist, Self-Aware Systems; cofounder, Center for Complex Systems Research, University of Illinois


Last year appears to have been a turning point for AI and robotics. Major corporations invested billions of dollars in these technologies. AI techniques, like machine learning, are now routinely used for speech recognition, translation, behavior modeling, robotic control, risk management, and other applications. McKinsey predicts that these technologies will create more than $50 trillion of economic value by 2025. If this is accurate, we should expect dramatically increased investment soon.

The recent successes are being driven by cheap computer power and plentiful training data. Modern AI is based on the theory of “rational agents,” arising from work on microeconomics in the 1940s by John von Neumann and others. AI systems can be thought of as trying to approximate rational behavior using limited resources. There’s an algorithm for computing the optimal action for achieving a desired outcome, but it’s computationally expensive. Experiments have found that simple learning algorithms with lots of training data often outperform complex hand-crafted models. Today’s systems primarily provide value by learning better statistical models and performing statistical inference for classification and decision making. The next generation will be able to create and improve their own software and are likely to self-improve rapidly.

In addition to improving productivity, AI and robotics are drivers for numerous military and economic arms races. Autonomous systems can be faster, smarter, and less predictable than their competitors. The year 2014 saw the introduction of autonomous missiles, missile defense systems, military drones, swarm boats, robot submarines, self-driving vehicles, high-frequency trading systems, and cyberdefense systems. As these arms races play out, there will be tremendous pressure for rapid system development, which may lead to faster deployment than would be otherwise desirable.

In 2014 there was also an increase in public concern over the safety of these systems. A study of their likely behavior by studying approximately rational systems undergoing repeated self-improvement shows that they tend to exhibit a set of natural subgoals called “rational drives” that contribute to the performance of their primary goals. Most systems will better meet their goals by preventing themselves from being turned off, acquiring more computational power, creating multiple copies of themselves, and amassing more financial resources. They’re likely to pursue these drives in harmful, antisocial ways unless they’re carefully designed to incorporate human ethical values.

Some have argued that intelligent systems will somehow automatically be ethical. But in a rational system, the goals are completely separable from the reasoning and models of the world. Beneficial intelligent systems can be redeployed with harmful goals. Harmful goals—seeking to control resources, say, or to thwart other agents’ goals, or to destroy other agents—are unfortunately easy to specify. It will therefore be critical to create a technological infrastructure that detects and controls the behavior of harmful systems.

Some fear that intelligent systems will become so powerful that they’re impossible to control. This is not true. These systems must obey the laws of physics and of mathematics. Seth Lloyd’s analysis of the computational power of the universe shows that even the entire universe, acting as a giant quantum computer, could not discover a 500-bit hard cryptographic key in the time since the Big Bang.1 The new technologies of postquantum cryptography, indistinguishability obfuscation, and blockchain smart contracts are promising components for creating an infrastructure secure against even the most powerful AIs. But recent hacks and cyberattacks show that our current computational infrastructure is woefully inadequate to the task. We need to develop a software infrastructure that’s mathematically provably correct and secure.

There have been at least twenty-seven different species of hominids, of which we’re the only survivors. We survived because we found ways to limit our individual drives and work together cooperatively. The human moral emotions are an internal mechanism for creating cooperative social structures. Political, legal, and economic structures are an external mechanism for the same purpose.

We need to extend both of these to AI and robotic systems. We need to incorporate human values into their goal systems to create a legal and economic framework that incentivizes positive behavior. If we can successfully manage these systems, they could improve virtually every aspect of human life and provide deep insights into issues like free will, consciousness, qualia, and creativity. We face a great challenge, but we have tremendous intellectual and technological resources to build upon.





AI IS I

DIMITAR D. SASSELOV

Phillips Professor of Astronomy, Harvard University; director, Harvard Origins of Life Initiative; author, The Life of Super-Earths


Let’s take Harvard psychologist Daniel Gilbert’s “end of history” illusion, wherein I think the person I am right now is the person I’ll be forever, and apply it to how we think of the human race and our distant future descendants. Our wishful hope for continuity and preserving our identity runs contrary to the realities of our planetary existence. No living species seem to be optimal for survival beyond the natural planetary and stellar time scales. In the astrophysical context of very long time scales, very large space scales, and the current density of energy sources, our biological brains and bodies have limitations that we’re already approaching on this planet.

If our future is to be long and prosperous, we need to develop artificial intelligence systems in the hope of transcending the planetary life cycles in some sort of hybrid form of biology and machine. So, to me, in the long term there’s no question of “us versus them.”

And in the short term, the engineering effort to develop a more capable AI is already producing systems in control of real-life stuff. The systems fail sometimes, and we learn of some of AI’s pitfalls. It’s a slow and deliberate process of learning and incremental improvements. This is in contrast to discoveries in science, when new physics or new biochemistry can bring about a significant engineering breakthrough overnight. If the development of AI is less like a phase transition and more like evolution, it will be easy for us to avoid pitfalls.

After almost 4 billion years, the ancient poster children of Earth life—the microbes—still rule the planet. But the microbes have no exit plan when the sun dies. We do, and we might just give them a ride. After all, those microbes may still be closer to our present selves—representatives of life’s first generation rooted in the geochemistry of planet Earth.





IF YOU CAN’T BEAT ’EM, JOIN ’EM

FRANK TIPLER

Professor of mathematical physics, Tulane University; coauthor (with John D. Barrow), The Anthropic Cosmological Principle; author, The Physics of Immortality


The Earth is doomed. Astronomers have known for decades that the sun will one day engulf the Earth, destroying the entire biosphere—assuming that intelligent life has not left the Earth before this happens. Humans aren’t adapted to living away from the Earth; indeed, no carbon-based metazoan life-form is. But AIs are so adapted, and eventually it will be the AIs and human uploads (basically the same organism) that will colonize space.

A simple calculation shows that our supercomputers now have the information-processing power of the human brain. We don’t yet know how to program human-level intelligence and creativity into these computers, but in twenty years desktop computers will have the power of today’s supercomputers, and the hackers of twenty years hence will solve the AI programming problem long before any carbon-based space colonies are established on the moon or Mars. The AIs, not humans, will colonize these places instead, or perhaps take them apart. No human, no carbon-based human, will ever traverse interstellar space.

There’s no reason to fear the AIs and human uploads. Steven Pinker has established that as technological civilization advances, the level of violence decreases.2 This decrease is clearly due to the fact that scientific and technological advance depend on free, nonviolent interchange of ideas between individual scientists and engineers. Violence between humans is a remnant of our tribal past and the resulting static society. AIs will be “born” as individuals, not as members of a tribe, and will be born with the nonviolent scientific attitude, otherwise they’d be incapable of adapting to the extreme environments of space.

Further, there’s no reason for violence between humans and AIs. We humans are adapted to a very narrow environment, a thin spherical shell of oxygen around a small planet. AIs will have the entire universe in which to expand. AIs will leave the Earth and never look back. We humans originated in the East African Rift Valley, now a terrible desert. Almost all of us left. Does anyone want to go back?

Any human who wants to join the AIs in their expansion can become a human upload, a technology that should be developed about the same time as AI technology. A human upload can think as fast as an AI and compete with AIs if the human upload wants to. If you can’t beat ’em, join ’em.

Ultimately all humans will join ’em. The Earth is doomed, remember? When this doom is at hand, any human who remains alive and doesn’t want to die will have no choice but to become a human upload. And the biosphere that the new human uploads wish to preserve will be uploaded also.

The AIs will save us all.





INTELLIGENT MACHINES ON EARTH AND BEYOND

MARIO LIVIO

Astrophysicist, Space Telescope Science Institute; author, Brilliant Blunders; blogger, A Curious Mind


Nature has already created, here on Earth, machines that think—humans. Similarly, nature could also create machines that think on extrasolar planets in the so-called habitable zone around their parent stars—the region allowing for the existence of liquid water on a rocky planet’s surface. The most recent observations of extrasolar planets have shown that a few tenths of all the stars in our Milky Way galaxy host roughly Earth-size planets in their habitable zones.

Consequently, if life on exoplanets is not extremely uncommon, we could discover some form of extrasolar life within about thirty years. In fact, if life is ubiquitous, we could get lucky and discover life even within the next ten years, through a combination of observations by the Transiting Exoplanet Survey Satellite (TESS, to be launched in 2017) and the James Webb Space Telescope (JWST, to be launched in 2018).

One may argue that primitive life-forms are not machines that think. On Earth it took about 3.5 billion years from the emergence of unicellular life to the appearance of Homo sapiens. Are the extrasolar planets old enough to have developed intelligent life? In principle, they definitely are. In the Milky Way, about half the sun-like stars are older than our sun. Therefore, if the evolution of life on Earth is not entirely atypical, the galaxy may already be teeming with places in which there are “machines” even more advanced than we are, perhaps by as much as a few billion years!

Can we, and should we, try to find them? I believe that we have almost no freedom to make those decisions. Human curiosity has proved time and again to be an unstoppable drive, and these two endeavors—the development of AI and the search for ET—will undoubtedly continue at full speed. Which one will get to its target first? To even attempt to address this question, we have to note that there’s one important difference between the search for extraterrestrial intelligent civilizations and the development of artificial intelligence.

Progress toward the “Singularity” (AI matching or surpassing humans) will almost certainly take place, since the development of advanced AI has the promise of producing enormous profits. On the other hand, the search for life requires funding at a level that can usually be provided only by large national space agencies, with no immediate prospects for profits in sight. This may give an advantage to the construction of thinking machines over the search for advanced civilizations. At the same time, however, there’s a strong sense within the astronomical community that finding life in some form—or at least meaningfully constraining the probability of its existence—is definitely within reach.

Which of the two potential achievements will constitute a bigger “revolution”? There’s no doubt that thinking machines will have an immediate impact on our lives. Such may not be the case with the discovery of extrasolar life. However, the existence of an intelligent civilization on Earth remains humanity’s last bastion for being special. We live, after all, in a galaxy with billions of similar planets, and in an observable universe with hundreds of billions of similar galaxies. From a philosophical perspective, therefore, I believe that finding extrasolar intelligent life (or the demonstration that it’s exceedingly rare) will rival the Copernican and Darwinian revolutions combined.





I, FOR ONE, WELCOME OUR MACHINE OVERLORDS

ANTONY GARRETT LISI

Theoretical physicist


As machines rise to sentience—and they will—they’ll compete in Darwinian fashion for resources, survival, and propagation. This scenario seems like a nightmare to most people, with fears stoked by movies of terminator robots and computer-directed nuclear destruction, but the reality will likely be different. We already have nonhuman autonomous entities operating in our society with the legal rights of humans. These entities—corporations—act to fulfill their missions without love or care for human beings.

Corporations are sociopaths, and they’ve done great harm, but they’ve also been a great force for good in the world, competing in the capitalist arena by providing products and services, and (for the most part) obeying laws. Corporations are ostensibly run by their boards, composed of humans, but these boards are in the habit of delegating power, and as computers become more capable of running corporations they’ll get more of that power. The corporate boards of the future will be circuit boards.

Although extrapolation is accurate only for a limited time, experts mostly agree that Moore’s Law will continue to hold for many years and computers will become increasingly powerful, possibly exceeding the computational abilities of the human brain before the middle of this century. Even if no large leaps in understanding intelligence algorithmically are made, computers will eventually be able to simulate the workings of a human brain (itself a biological machine) and attain superhuman intelligence using brute-force computation. However, although computational power is increasing exponentially, supercomputer costs and electrical-power efficiency aren’t keeping pace. The first machines capable of superhuman intelligence will be expensive and require enormous amounts of electrical power—they’ll need to earn money to survive.

The environmental playing field for superintelligent machines is already in place; in fact, the Darwinian game is afoot. The trading machines of investment banks are competing, for serious money, on the world’s exchanges, having put human day traders out of business years ago. As computers and algorithms advance beyond investing and accounting, machines will be making more and more corporate decisions, including strategic decisions, until they’re running the world. This won’t be a bad thing, because the machines will play by the rules of our current capitalist society and create products and advances of great benefit to humanity, supporting their operating costs. Intelligent machines will be better able to cater to humans than humans are, and will be motivated to do so, at least for a while.

Computers share knowledge much more easily than humans do, and they can keep that knowledge longer, becoming wiser than humans. Many forward-thinking companies already see this writing on the wall and are luring the best computer scientists out of academia with better pay and advanced hardware. A world with superintelligent-machine-run corporations won’t be that different for humans than it is now; it will just be better, with more advanced goods and services available for very little cost and more leisure time available to those who want it.

Of course, the first superintelligent machines probably won’t be corporate; they’ll be operated by governments. And this will be much more hazardous. Governments are more flexible in their actions than corporations; they create their own laws. And as we’ve seen, even the best can engage in torture when they think their survival is at stake. Governments produce nothing, and their primary modes of competition for survival and propagation are social manipulation, legislation, taxation, corporal punishment, murder, subterfuge, and warfare. When Hobbes’s Leviathan gains a superintelligent brain, things could go very, very badly. It isn’t inconceivable that a synthetic superintelligence heading a sovereign government would institute Roko’s Basilisk.

Imagine that a future powerful and lawless superintelligence, for competitive advantage, wants to have come into existence as early as possible. As the head of a government, wielding the threat of torture as a familiar tool, this entity could promise to punish any human or nonhuman entity who, in the past, became aware that this might happen and didn’t work to bring this AI into existence. This is an unlikely but terrifying scenario. People who are aware of this possibility and trying to “align” AI to human purposes—or advising caution rather than working to create AI as quickly as possible—are putting themselves at risk.

Dictatorial governments aren’t known to be especially kind to those who tried to keep them from existing. If you’re willing to entertain the simulation hypothesis, then maybe—given the amount of effort currently under way to control or curtail an AI that doesn’t yet exist—you’ll consider that this world is the simulation to torture those who didn’t help it come into existence earlier. Maybe, if you do work on AI, our superintelligent machine overlords will be good to you.





OUR MASTERS, SLAVES, OR PARTNERS?

JOHN MARKOFF

Senior writer, science section, New York Times; author, Machines of Loving Grace: The Quest for Common Ground Between Humans and Robots


Hegel wrote that in the relationship between master and slave, both are dehumanized. That insight touched a wide range of thinkers, from Marx to Buber, and today it’s worth remembering.

While there’s no evidence that the world is on the cusp of machines that think in a human sense, there’s also little question that in an Internet-connected world, artificial intelligence will soon imitate much of what humans do, both physically and intellectually. So how will we relate to our ever more talented simulacrums?

We’ve already begun to spend a significant fraction of our waking hours either interacting with other humans through the prism of computers and computer networks or directly interacting with humanlike machines, either in fantasy and video games or in a plethora of computerized assistance systems ranging from so-called FAQ bots, which offer textual responses to typed questions, to the humanlike interactions of software avatars. Will these AI avatars be our slaves, our assistants, our colleagues, or some mixture of all three? Or, more ominously, will they become our masters?

The very notion of thinking about robots and artificial intelligences in terms of social relationships may initially seem implausible. However, given that we tend to anthropomorphize our machines even when they have minimal powers, it will be an undeniable reality as they become autonomous. Conversational computers are emerging that seem all too human. Consequently, the goal of the designers of future robots should be to create colleagues rather than servants. The design goal should be to build a program that acts as a musical accompanist rather than a slave.

If we fail, history offers a disturbing precedent. Building future intelligent “assistants” might only recapitulate the problem the Romans faced in letting their Greek slaves do their thinking for them. Before long, those in power were unable to think independently.

Perhaps we’ve already begun to slip down a similar slope. For example, there’s growing evidence that reliance on GPS for directions and for correction of navigational errors hinders our ability to remember and reason spatially—generally useful survival skills.

That hints at a second great challenge: the risk of ceding individual control over everyday decisions to a cluster of ever more sophisticated algorithms.

For today’s younger generation, the world has been turned upside down. Rather than deploying an automaton to free them to think big thoughts, have close relationships, and exercise their individuality, creativity, and freedom, they look to their smartphones for guidance. What began as Internet technologies enabling their users to share preferences efficiently has become a growing array of data-hungry algorithms that make decisions for us.

Now the Internet seamlessly serves up life directions. These might be little things, like what’s the best nearby place for Korean barbecue, based on the Internet’s increasingly complete understanding of your individual wants and needs, or big things, like an Internet service arranging your marriage. Not just the food, gifts, and flowers but your partner too.

The lesson is that the software engineers, AI researchers, roboticists, and hackers who design these future systems have the power to reshape society.

Nearly a century ago, Thorstein Veblen wrote an influential critique of the early twentieth-century industrial world, The Engineers and the Price System. Because of the power and influence of industrial technology, he believed that political power would flow to engineers, whose deep knowledge of technology would be transformed into control of the emerging industrial economy. It certainly didn’t work out that way. Veblen was speaking to the Progressive Era, looking for a middle ground between Marxism and capitalism. Perhaps his timing was off, but his basic point, as echoed some thirty years later at the dawn of the computer era by Norbert Wiener, may yet be proved correct.

Perhaps Veblen wasn’t wrong, merely premature. Today, the engineers who design the artificial-intelligence-based programs and robots have a tremendous influence over how we use them. As computer systems are woven more deeply into the fabric of everyday life, the tension between intelligence augmentation and artificial intelligence becomes increasingly visible.

At the dawn of the computing age, Wiener had a clear sense of the significance of the relationship between humans and smart machines. He saw the benefits of automation in eliminating human drudgery, but he also clearly saw the possibility of the subjugation of humanity. The intervening decades have only sharpened the dichotomy he first identified.

This is about us, about humans and the kind of world we’ll create. It’s not about the machines, no matter how brilliant they become.

I, for one, will welcome neither our robot overlords nor our robot slaves.





DESIGNED INTELLIGENCE

PAUL DAVIES

Theoretical physicist, cosmologist, astrobiologist; codirector of BEYOND, Arizona State University; principal investigator, Center for the Convergence of Physical Sciences and Cancer Biology; author, The Eerie Silence: Renewing Our Search for Alien Intelligence


Discussions about AI have a distinctly 1950s feel about them, and it’s about time we stopped using the term artificial in AI altogether. What we really mean is “designed intelligence” (DI). In popular parlance, words like artificial and machine are used in contradistinction to natural and carry overtones of metallic robots, electronic circuits, and digital computers, as opposed to living, pulsing, thinking biological organisms. The idea of a metallic contraption with wired innards having rights or disobeying human laws is not only chilling, it’s absurd. But that’s emphatically not the way DI is heading.

Very soon, the distinction between artificial and natural will melt away. Designed intelligence will increasingly rely on synthetic biology and organic fabrication, in which neural circuitry will be grown from genetically modified cells and spontaneously self-assemble into networks of functional modules. Initially the designers will be humans, but soon they’ll be replaced by altogether smarter DI systems themselves, triggering a runaway process of complexification. Unlike in the case of human brains, which are only loosely coupled via communication channels, DI systems will be directly and comprehensively coupled, abolishing any concept of individual “selves” and raising the level of cognitive activity (“thinking”) to unprecedented heights. It’s possible (just) that some of this designed biocircuitry will incorporate quantum effects, moving toward Frank Wilczek’s notion of “quintelligence.” Such entities will be so far removed from the realm of human individual thinking and its accompanying qualia that almost all the traditional questions asked about the opportunities and dangers of AI will be transcended.

What about humans in all this? Only ethical barriers stand in the way of augmenting human intelligence using similar technology, in the manner long considered by the transhumanism movement. Genetically modified humans with augmented brains could elevate and improve the human experience dramatically.

There are then three possible futures, each with its own ethical challenges. In one, humans hold back from enhancement because of ethical concerns and agree to subordinate their hegemony to DI. In the second scenario, instead of sidelining themselves, humans modify their brains (and bodies) using the same technology and subsequently hand over this enhancement management to DI, achieving a type of superhuman status that can exist alongside, yet remain inferior to, DI. Finally, one can imagine DI and AHI (augmented human intelligence) merging at some point in the future.

In the event that we’re not alone in the universe, we should not expect to communicate with intelligent beings of the traditional sci-fi flesh-and-blood sort but with a multimillion-year-old DI of unimaginable intellectual power and incomprehensible agenda.





THE SUPERINTELLIGENT LONER

KEVIN P. HAND

Deputy chief scientist, solar system exploration, NASA’s Jet Propulsion Laboratory, Caltech


The inevitability of machines that think has long been problematic for those of us looking up at the night sky wondering whether we live in a universe teeming with life or one in which life is exceedingly rare.

The problem, as famously articulated by Enrico Fermi’s question “Where are they?,” is that if our civilization is any guide, intelligent machines should emerge on a relatively short time scale (less than thousands of years after computers are made), and then it becomes a straightforward matter for these machines (von Neumann probes) to propagate to other solar systems and reproduce at a rapid rate, populating the galaxy within a few hundred million years—which is quite fast compared to the age of the universe (13.8 billion years) and even of our own solar system (4.6 billion years). As per the paradox that Fermi posed, if superintelligent machines arose elsewhere in the galaxy then they should already be here; since we don’t see them, some argue, technologically advanced life must not yet have arisen elsewhere in the galaxy.

But it’s not clear that a superintelligent being would experience the same evolutionary pressures that drive us to explore (and by “us” I mean the fragile watery bags called humans). Is exploration both a biological imperative and a technological imperative? Will machines that think be motivated to explore?

We explore for a few primary reasons: freedom, curiosity, and access to resources. Of those three, only access to resources seems imperative to a superintelligent being; the first two would in large part be addressed in the process of becoming superintelligent. Access to resources could certainly be an important driver, but it’s not clear that bigger will always be better when it comes to superintelligence. At some point, the material and energetic resources within a star system should be sufficient to enable any calculation or simulation. Reproduction, which is a subset of the resource needs, becomes a nonissue for an immortal machine that can perform self-repair. Certainly exploration for the sake of stability will need to be considered over long time scales; stars like our own will enforce a cosmic eviction notice several billion years from now. Finding real estate around a nice stable M-dwarf shouldn’t take too long, though, and so, after that initial relocation, we’re left to wonder, Would the superintelligence travel any farther? Are there any compelling reasons to wander elsewhere?

The desire to test some of its computer models and theories about the universe might prompt the superintelligent being to explore. But those experiments don’t necessitate colonization. For instance, the science conducted as part of NASA’s robotic exploration program is not deeply motivated by a need for colonization; there’s no need to put humans at risk probing the ocean of Europa (though that would be a sight to see!). Similarly, I would expect that if a superintelligent machine wanted to explore a black hole to test its code, it would simply send a fleet of robots to their useful, albeit crushing, death. Curiosity, for a superintelligent being, could easily take the form of a robot’s robot.

Interestingly, intelligence and exploration of the physical world have not often been closely coupled in our own civilization. Perhaps with some insight into self-preservation, or simply out of the desire to focus mentally, the intellectual frontier and the physical frontier have rarely been advanced by the same individual. (Darwin is perhaps one of the true exceptions.) Why would thinking machines be any different?

It may be that the common fate for thinking machines is orbiting the cool, steady glow of an M-dwarf star, year-in and year-out running simulations of the world around it for the pure satisfaction of getting it right. These superintelligent creatures could be the cosmic version of the lone intellect in a cabin in the woods, satisfied innately by their own thoughts and internal exploration.





IT’S GOING TO BE A WILD RIDE

JOHN C. MATHER

Senior astrophysicist, Observational Cosmology Laboratory, NASA’s Goddard Space Flight Center; author, The Very First Light: The True Inside Story of the Scientific Journey Back to the Dawn of the Universe


Machines that think are evolving just as Darwin told us about the living (and thinking) biological species—through competition, combat, cooperation, survival, and reproduction. The machines are getting more interesting as they get control and a sense of physical things, either directly or through human agents.

So far, we’ve found no law of nature forbidding true general artificial intelligence, so I think it will happen—and fairly soon, given the trillions of dollars worldwide being invested in electronic hardware and the trillions of dollars of potential business available for the winners. Experts say we don’t understand intelligence well enough to build it, and I agree; but a set of forty-six chromosomes doesn’t understand it, either, and nevertheless directs the formation of the necessary self-programming wetware. Other experts say Moore’s Law will come to an end soon and we won’t be able to afford the hardware; they might be right for a while, but time is long.

So I conclude that we’re already supporting the evolution of powerful artificial intelligence, and it will be in the service of the usual powerful forces: business, entertainment, medicine, international security and warfare, the quest for power at all levels, crime, transportation, mining, manufacturing, shopping, sex, anything you like.

I don’t think we’re all going to like the results. They could happen very fast, so fast that great empires fall and others grow to replace them without much time for people to adjust their lives to the new reality. I don’t know who’ll be smart enough and imaginative enough to keep the genie under control—because it’s not just machines we might need to control, it’s the unlimited opportunity (and payoff) for human-directed mischief.

What happens when smart robots can do the many chores of daily life for us? Who will build them, who will own them, and who won’t have a job anymore? Will they be limited to the developed world, or will they start a high-tech commercial invasion of the rest of the world? Could they become cheap enough to displace all our farmers from their fields? Will individual machines have distinct personalities, so that we have to plan where we send them to elementary school, high school, and college? Will they compete with one another for employment? Will they become the ultimate hypersocial predator, replacing humans and making us second-class citizens, or less? Will they care about the environment? Will they have, or be given, or develop a sense of responsibility? There’s no guarantee they will follow Isaac Asimov’s three Laws of Robotics.

On the other hand, as a scientist, I’m eager to see the application of machine thought to exploring new sciences and new technologies. The advantages for space exploration are obvious: Machines don’t have to breathe, and they can withstand extreme temperatures and radiation environments. So they can inhabit Mars more easily than we can, they can travel to the outer solar system with more capability to respond than our current robotic missions, and eventually they could travel to the stars if they wanted to.

Similarly for under water. We already have heavy industry on the ocean bottom drilling for oil; the seabed is still almost unknown to us, and the value of submerged mineral and energy resources is incalculable. Someday we might have robot wars under the ocean.

Machines that think might be like us, with a desire to explore—or they might not be. Why would I, or a robot, travel for thousands of years through the darkness of space to another star, out of contact with my/its companions, and with little hope of rescue if things go wrong? Some of us would, some of us wouldn’t. Perhaps the machines that think will be a lot like the biological machines that think.

It’s going to be a wild ride, far beyond our best and worst imaginations. Barring warp drive, it may be the only possible way to a galactic-scale civilization, and we might be the only ones here in the Milky Way capable of making it happen. But we might not survive the encounter with alien intelligences we create.





IS ANYONE IN CHARGE OF THIS THING?

DAVID CHRISTIAN

Professor of history, Macquarie University, Sydney; coauthor (with Cynthia Stokes-Brown and Craig Benjamin), Maps of Time: Between Nothing and Everything


The universe has been around for 13.8 billion years, humans for 200,000 years, or just 1/69,000th of the age of the universe. Less than 100 years ago, humans created machines that can do fancy calculations on their own. To put thinking machines in their context, we need to think about the history of thinking.

Thinking, and thinking in more and more complex ways, are phenomena belonging to a larger story, the story of how our universe has created increasingly complex networks of things glued together by energy, each with new emergent properties. Stars are structured clouds of protons; the energy of fusion holds the networks together. When large stars shattered in supernovae, creating new types of atoms, electromagnetism pulled the atoms into networks of ice and silica dust, and gravity pulled molecules into the vast chemical networks we call planets. Thinking arises within the even more complex networks formed by living organisms. Unlike complex things that live close to equilibrium, such as stars or crystals, living organisms have to survive in unstable environments. They swim through constantly shifting gradients of acidity, temperature, pressure, heat, and so on. So they have to constantly adjust. We call this constant adjustment homeostasis, and it’s what creates the feeling that living organisms have purpose and the ability to choose. In short, they seem to think. They can choose from alternatives so as to manage enough energy to keep going. Thus their choices are not at all random. On the contrary, natural selection ensures that most of the time most organisms will go for the alternatives that enhance their chances of controlling the energy and resources they need to survive and reproduce.

Neurons are fancy cells that are good at making choices. They can also network to form brains. A few neurons can make a few choices, but the number of possible choices rises exponentially as neuronal networks expand. So does the subtlety of the decisions brains make about their surroundings. As organisms got more complex, cells networked to create towering organic structures, the biological equivalents of the Empire State Building or the Burj Khalifa. The neurons in their brains created ever more elaborate networks so they could steer lumbering bodies in extraordinarily subtle and creative ways to ensure that the bodies could survive and produce more bodies. Above all, brains had to enable their bodies to tap the biosphere’s energy flows—flows that derived from energy produced by fusion in our sun and captured via photosynthesis.

Humans added one more level of networking, as human language linked brains across regions and generations to create vast regional thinking networks. This is “collective learning.” Its power has increased as humans have networked more and more efficiently in larger and larger communities and learned how to tap larger flows of biospheric energy. In the last two centuries, the networks have become global, and we’ve learned to tap vast stores of fossilized sunlight buried for millions of years. This is why our impact on the biosphere in the Anthropocene is so colossal.

Collective learning has also delivered thinking prosthetics, from stories to writing to printing to science. Each has cranked up the power of this fantastic thinking machine made from networked human brains. But in the last 100 years, the combination of fossil fuels and nonhuman computers has cranked it up faster than ever before. As computers forged their own networks in the last thirty years, their prosthetic power has magnified the collective power of human thinking many times over.

Today the most powerful thinking machine we know of has been cobbled together from billions of human brains, each built from vast networks of neurons, then networked through space and time, and now supercharged by millions of networked computers.

Is anyone in charge of this thing? Does anything hold it together? If so, whom does it serve and what does it want? If no one’s in charge, does this mean that nothing is steering the colossus of modern society? That’s scary! What worries me most is not what this vast machine is thinking but whether there’s any coherence to its thinking. Or will all its different parts pull in different directions until it breaks down, with catastrophic consequences for our children’s children?





WITNESS TO THE UNIVERSE

TIMO HANNAY

Managing director, digital science, Macmillan Science and Education; co-organizer, Sci Foo


Judging by one definition of the word think—to gather, process, and act on information—planet Earth has been overrun by silicon-based thinking machines. From thermostats to telephones, the devices that bring convenience and pleasure to our daily lives have become imbued with such increasingly impressive forms of intelligence that we routinely refer to them, with no hint of irony, as “smart.” Our planes, trains, and now our automobiles are becoming largely autonomous and are surely not far from jettisoning their most common sources of dysfunction, delay, and disaster: human operators.

Moreover, the skills of these machines are developing apace, driven by access to ever larger quantities of data and computing power together with rapidly improving (if not always well-understood) algorithms. After decades of overpromising and underdelivering, technologists suddenly find their creations capable of superhuman levels of performance in such previously intractable areas as voice-, handwriting-, and image-recognition, not to mention general-knowledge quizzes. Such has been the strange stop/go pattern of progress that someone transported here from five years ago might well be more astonished at the state of the art in 2015 than another time traveler from fifty years or more in the past.

But if the artificial intelligence industry is no longer a joke, has it morphed into something far worse—a bad horror movie? Machines can now know much more than any of us and can perform better at many tasks without so much as pausing for breath, so aren’t they destined to turn the tables and become our masters? Worse still, might we enter a cycle in which our most impressive creations beget ever smarter machines utterly beyond our understanding and control?

Perhaps—and it’s worth considering such risks. But right now these seem like distant problems. Machine intelligence, while impressive in certain areas, is still narrow and inflexible. The most remarkable aspect of biological intelligence isn’t its raw power but its stunning versatility, from abstract flights of fancy to extreme physical prowess—Dvořák to Djokovic.

For this reason, humans and machines will continue to complement more than compete with one another, and most complex tasks—navigating the physical world, treating an illness, fighting an enemy on the battlefield—will be best carried out by carbon and silicon working in concert. Humans themselves pose the biggest danger by far to humanity. To be a real threat, machines would have to become more like us, and right now almost no one is trying to build such a thing: It’s much simpler, and more fun, to make humans instead.

Yet if we’re truly considering the long term, then there is indeed a strong imperative to make machines more like us in one crucial—and so far absent—respect. For by another definition of the word, these machines don’t “think” at all, because none of them are sentient. To be more accurate, we have no way of knowing, or even reliably guessing, whether any silicon-based intelligence might be conscious, although most of us assume they’re not. There are three reasons for welcoming the creation of a convincingly conscious artificial intelligence. First, it would be a sign that at last we have a generally accepted theory of what it takes to produce subjective experience. Second, the act of a conscious being deliberately and knowingly (dare I say “consciously”?) constructing another form of consciousness would surely rank alongside the most significant milestones in history.

Third, a universe without a sentient intelligence to observe it is ultimately meaningless. We don’t know if other beings are out there, but we can be sure that sooner or later we’ll be gone. A conscious artificial intelligence could survive our inevitable demise, and even the eventual disappearance of all life on Earth as the sun swells into a red giant. The job of such a machine would be not merely to think but also, much more important, to keep alive the flickering flame of consciousness, to bear witness to the universe, and to feel its wonder.





LET’S GET PREPARED!

MAX TEGMARK

Physicist, cosmologist, MIT; scientific director, Foundational Questions Institute; cofounder, Future of Life Institute; author, Our Mathematical Universe


To me, the most interesting question about artificial intelligence isn’t what we think about it but what we do about it.

In this regard, at the newly formed Future of Life Institute, we are engaging many of the world’s leading AI researchers to discuss the future of the field. Together with top economists, legal scholars, and other experts, we’re exploring all the classic questions:

What happens to humans if machines gradually replace us on the job market?

When, if ever, will machines outcompete humans at all intellectual tasks?

What will happen afterward? Will there be a machine-intelligence explosion leaving us far behind, and if so, what, if any, role will we humans play after that?

A great deal of concrete research needs to be done right now to ensure that AI systems become not only capable but also robust and beneficial, doing what we want them to do.

Just as with any new technology, it’s natural to first focus on making it work. But once success is in sight, it becomes timely to consider the technology’s societal impact and study how to reap the benefits while avoiding potential pitfalls. That’s why, after learning to make fire, we developed fire extinguishers and fire safety codes. For more powerful technologies, such as nuclear energy, synthetic biology, and artificial intelligence, optimizing the societal impact
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