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INTRODUCTION

Why this book is different

Over the past two years, hundreds of books on artificial intelligence have been published. Most promise revolutions, transformative breakthroughs, once-in-a-lifetime opportunities. Few tell you what actually happens when a company tries to implement AI.
This book starts from an uncomfortable fact: 95% of generative AI projects produce no measurable impact on profits. That’s not an opinion—it’s the finding of a 2025 MIT study analysing 300 real-world projects. Another study, by the RAND Corporation, reached similar conclusions: over 80% of AI projects fail to meet their goals. That’s twice the failure rate of traditional IT projects.
These numbers don’t mean AI doesn’t work. They mean most companies are using it wrong: vague problems, unrealistic expectations, rushed rollouts, no proper oversight.
Yet when used the right way, AI can deliver remarkable results. Companies have cut costs by 30–40%. Professionals have reclaimed ten hours a week. Startups have gone from zero to twenty million in revenue in under a year.
This book was written to help you replicate those results. Not through hype or empty promises, but through method: understanding what AI can actually do, identifying where it can create value in your specific situation, avoiding the mistakes that sink most projects, and implementing with an approach that maximises your chances of success.
Who this book is for
This book is written for entrepreneurs, managers and professionals who need to make decisions about AI without a technical background. It doesn’t explain how to build algorithms or train models. It explains how to assess whether AI makes sense for a specific problem, how to choose among available options, and how to avoid wasting time and money.
If you run a small or medium-sized business and are wondering whether and how AI could be useful, this book is for you. If you’re a professional—a lawyer, accountant, consultant, architect—and want to understand which tools can boost your productivity without requiring technical skills, this book is for you. If you’re a manager in a larger company and need to evaluate AI project proposals or justify investments to senior leadership, this book is for you.
If you’re looking for a technical guide to programming AI systems, or an academic text on machine learning theory, this is not the right book.
What you will find (and what you
won’t)
You will find verifiable data. Every significant claim is backed by a source. At the end of each chapter, we have compiled the main sources consulted, with links.
You will find practical tools. Each chapter closes with a toolkit: checklists, decision frameworks, templates you can use directly in your work. These are concrete tools, designed to serve as a reference. Like all tools, they should be applied with judgement and adapted to your company’s context. A word of caution: if you find yourself skipping the more demanding parts, ask yourself whether you’re truly adapting the tool to your situation or simply avoiding a difficult problem.
You will find honesty about limitations. We take the time to explain when artificial intelligence is not the answer, which vendors to avoid, and which warning signs indicate a project is heading in the wrong direction.
You will not find hype. You won’t read that artificial intelligence will transform everything, that those who don’t adopt it are doomed to fail, or that we are living through a revolution comparable to the invention of the printing press. Today, in 2025, some applications work and others don’t. The difference lies in the details—and those are what this book aims to explain.
You will not find guides to specific tools. Software changes too quickly: detailed instructions on any product would be outdated within months. Instead, you will find the criteria to evaluate any tool, today and two years from now.
Let’s begin
Artificial intelligence is not magic, and it’s not a passing fad. It is a powerful tool that, used the right way, can make a real difference for a company or a professional. Used the wrong way, it’s an expensive way to achieve nothing.
The difference between these two outcomes doesn’t lie in the technology. It lies in the decisions you make before you start, during implementation, and after launch.
This book helps you make those decisions with full awareness.

Note

We have done our best to verify all information contained in this book. Nevertheless, errors and inaccuracies are always possible, and the field of artificial intelligence evolves rapidly: some information may no longer be current by the time you read this.

The guidance provided in this book is for informational purposes only and does not replace the advice of qualified professionals. For legal, tax, regulatory and technical matters, we recommend consulting specialists in the relevant field.

The authors and publisher accept no liability for any damages, direct or indirect, arising from the use of the information contained in this book.





	 HOW TO USE THIS BOOK

The book is divided into seven parts, guiding the reader from foundational concepts to more advanced implementations. Reading it in full provides a comprehensive overview, but if you have specific needs or limited time, here are some shorter routes through the book.

 THE STRUCTURE OF THE BOOK





	 Part

	 Chapters

	 Content




	

	 1-2

	 Understanding AI: what it is, what it can and cannot do, myths debunked.




	

	 3-5

	 Quick wins and investments: solutions by budget range




	

	 6

	 Why 95% fail: the seven deadly sins of AI projects




	

	 7-9

	 Structural limitations: hallucinations, bias, other constraints 




	

	 10-13

	 Implementation: a pragmatic approach, data strategy, validation, change management 




	

	 14-15

	 Measuring success: metrics, KPIs, monitoring, how to address obstacles 




	

	 16

	 Preparing for the future: reliable trends vs hype, how to stay up to date 






IF YOU’RE SHORT ON TIME: THE ESSENTIAL PATH

This essential path gives you the concepts you need to navigate the field and make informed decisions about artificial intelligence, while avoiding the most common mistakes.

 Chapter 1: What Artificial Intelligence Really Is

 30 minutes to clarify the essential foundations

 Chapter 2: The Three Dangerous Myths About AI

 20 minutes to dismantle misleading and risky beliefs

 Chapter 6: The Seven Deadly Sins of AI Projects

 45 minutes to recognise problems that can derail months of work

 The chapter that matches your budget

 Ch. 3 (under €5,000), Ch. 4 (€5,000–50,000), Ch. 5 (over €50,000)

The other chapters expand on these topics, go deeper into strategic and operational aspects, and guide you from initial orientation to full implementation. If you want to go beyond immediate decisions, you will find the tools to do so there.

 





	 SUGGESTED READING ROUTES


FOR PROFESSIONALS AND PRACTICE OWNERS


Suggested chapters:


	 Chapter 1: What Artificial Intelligence Really Is  

	 Chapter 2: The Three Dangerous Myths About AI  

	 Chapter 3: Quick Wins for Budgets Under €5,000  

	 Chapter 7: Hallucinations, the Unsolvable Problem  



 Estimated time: approximately 2 hours  

 Goal: use AI as a productivity lever while avoiding risks  

 Don’t skip: Chapter 7 (explains why you should never blindly trust AI outputs)



 FOR ENTREPRENEURS AND SME MANAGERS


Suggested chapters:


	 Chapter 1: What Artificial Intelligence Really Is  

	 Chapter 2: The Three Dangerous Myths About AI  

	 Chapter 3, 4 or 5: depending on your investment budget  

	 Chapter 6: The Seven Deadly Sins of AI Projects  

	 Chapter 10: Start Small, Scale Smart  



 Estimated time: approximately 4 hours  

 Goal: invest only where returns are realistic  

 Don’t skip: Chapter 6 (helps you avoid the most costly mistakes)



 FOR MANAGERS IN LARGER ORGANISATIONS


Suggested chapters:


	 Chapter 6: The Seven Deadly Sins of AI Projects  

	 Chapter 10: Start Small, Scale Smart  

	 Chapter 13: Change Management and Adoption  

	 Chapter 14: Metrics, KPIs and Monitoring  



 Estimated time: approximately 4 hours  

 Goal: manage AI projects with method and measurable criteria  

 Don’t skip:Chapter 13 (change doesn’t manage itself)







	 FOR THOSE WITH AN AI PROJECT TO EVALUATE


Suggested chapters:


	 Chapter 2: The Three Dangerous Myths About AI  

	 Chapter 6: The Seven Deadly Sins of AI Projects  

	 Chapter 7: Hallucinations, the Unsolvable Problem  

	 Chapter 15: Overcoming Obstacles  



 Estimated time: approximately 3 hours  

 Goal: decide whether to proceed, postpone, or walk away  

 Don’t skip:Chapter 15 (helps you distinguish surmountable obstacles from unfavourable conditions)




 FOR THOSE EXPLORING WITHOUT IMMEDIATE PLANS


Suggested chapters:


	 Chapter 1: What Artificial Intelligence Really Is  

	 Chapter 2: The Three Dangerous Myths About AI  

	 Chapter 7: Hallucinations, the Unsolvable Problem  

	 Chapter 16: Trends for the Coming Years  



 Estimated time: approximately 2 and a half hours  

 Goal: build a solid understanding of AI, its real limitations, and where it’s heading  

 Don’t skip:Chapter 7 (it’s what separates a superficial understanding from an informed one)





 EVERY CHAPTER INCLUDES A TOOLKIT

At the end of each chapter you will find practical tools: checklists, decision frameworks, guiding questions, canvases.  

You can use them even without reading the full chapter, but they work better once you understand the context.  






TOOLKIT INDEX
 TOOLKIT: Does your business need AI?

TOOLKIT: Self-diagnosis – Are you falling for the myths?

TOOLKIT: Where to Start — A Practical Guide to Choosing

TOOLKIT: Finding Hidden Opportunities

TOOLKIT: AI Opportunities for the Value Proposition

TOOLKIT: Avoiding the 7 Deadly Sins of AI

TOOLKIT: Managing Hallucinations

TOOLKIT: Assessing and Managing Bias Risk in AI Projects

TOOLKIT: Identifying the Critical Limits for Your Project

TOOLKIT: Operational Canvases for Implementation Stages

TOOLKIT: Data Readiness Assessment

TOOLKIT: Operational tools for validation and quality control

TOOLKIT: Tools for launch and adoption

TOOLKIT: Building and verifying a KPI

TOOLKIT: GO / NO-GO decision framework


THE AUTHOR
Marco Galanti has worked in digital innovation and technology transfer for over twenty years, helping businesses navigate new technologies and turn them into concrete competitive advantages.
He holds a degree in Business Administration from Ca’ Foscari University of Venice, where his thesis explored business models for mobile e-commerce—at a time when smartphones did not yet exist. He later deepened his expertise with postgraduate training in digital project management and technology transfer.
Today he is Head of Research and Innovation at t2i, a technology transfer organisation in north-eastern Italy that supports businesses through digital transformation. In this role he has worked alongside hundreds of small and medium-sized enterprises adopting innovative technological solutions, learning to recognise what truly works and what remains just a promise.
This book is born from that experience: from the conviction that artificial intelligence is a powerful tool, but only if you know how to use it.




CHAPTER 1: What Artificial Intelligence Really Is
 95% of AI projects fail. That’s not an opinion: it’s the finding of a 2025 MIT study that analysed 300 artificial intelligence projects in businesses, interviewed 150 managers, and collected data from 350 employees. The conclusion was clear: 95% of generative AI pilot projects fail to produce any measurable impact on profits.
To put that in perspective: somewhere between 30 and 40 billion dollars invested in artificial intelligence have generated, for the vast majority, a return of exactly zero.
What makes this even more interesting is the reason. The technology itself isn’t the problem. AI models are capable, increasingly powerful, and improving fast. The real issue is that 95% of companies are using AI the wrong way.
But there is a 5% that works. And it works remarkably well.
The study documents startups led by twenty-somethings that went from zero to 20 million dollars in revenue in a year using artificial intelligence. Companies that automated back-office processes, cutting costs by 30–40% in a matter of months. Professionals who reclaimed 10–15 hours a week by delegating repetitive tasks to AI, without critical errors.
The difference between the 95% that fail and the 5% that succeed isn’t about company size, available budget, or access to sophisticated technology. It comes down to three very specific factors:
First, they chose the right problem. Instead of trying to transform everything with AI, they focused on fixing a specific bottleneck that was costly and repetitive. 
Second, they understood what AI actually does well and what it doesn’t—and only applied it where it made sense.
Third, they adopted specialised solutions instead of building complex systems in-house. The study is clear: companies using specific tools have a 67% success rate; those building internally drop to 33%.
This book was written to help you be part of that 5%. You don’t need deep technical skills or million-dollar budgets. You need clarity on what artificial intelligence really is, which problems it can solve effectively, and which ones it can’t.
The real question isn’t whether AI works. It’s whether it works for your specific problem. And if it does, how do you implement it so you end up in the 5% generating real results, rather than the 95% burning through resources?
To answer that, you need the basics. Not abstract academic definitions, but a practical understanding of what terms like “machine learning”, “deep learning”, and “generative AI” actually mean. Behind these labels are radically different technologies, with very different capabilities and limitations.
1.1 AI, Machine Learning, Deep Learning: what the terms actually mean
 The first mistake that leads to failure is not understanding what technology you’re dealing with. “Artificial intelligence” has become such a generic term that it’s almost meaningless. It’s as if someone offered to sell you a “vehicle” to solve your transport needs, without specifying whether it’s a bicycle, a van, or an aeroplane.
All three are vehicles. But they have different costs, require different skills, and are suited to completely different purposes. Using a bicycle to transport goods across Europe is as absurd as using a plane to get to the office. Yet this is exactly what happens in the AI market: generic pitches for “AI solutions” to any problem, without clarifying which technology is involved or what it’s actually good for.
So let’s break it down. There are three concentric layers of technology, each with distinct characteristics.
Artificial Intelligence: the widest circle
 Artificial intelligence is the broad category of techniques that enable a machine to perform tasks we would call “intelligent” if done by a human. Recognising objects in an image, understanding spoken language, translating text, making decisions based on complex data.
One thing needs to be clear from the start, because this is where much of the confusion comes from: when we talk about “intelligence” in this context, we don’t mean consciousness, understanding, or awareness. An AI system that recognises a cat in a photograph doesn’t “know” what a cat is. It has never seen, touched, or stroked a cat. It feels no emotion when seeing a cat. It has simply learned to identify statistical patterns—combinations of shapes, colours, textures—that in the training examples were associated with the label “cat”.
The difference is crucial. A three-year-old who sees a cat in a photo for the first time and then meets a real one in the street knows it’s the same kind of creature. The child has built a concept of “cat” that works across different contexts. AI doesn’t have concepts. It has statistical patterns that work well in situations similar to those it was trained on, and can fail completely in situations that are even slightly different.
That said, you’ve been using artificial intelligence every day for years, often without realising it. When Gmail suggests how to complete a sentence while you’re writing an email, when Netflix recommends a film based on your previous tastes, when your smartphone recognises your face to unlock it: all of this is AI. Not science fiction, but technology already woven into everyday life.
Machine Learning: learning from data instead of following rules
 Machine learning is a subset of AI and has been the dominant approach for the past fifteen years. The key difference from traditional programming is in the method.
Traditional software works with explicit rules written by a programmer. If the temperature drops below 18 degrees, turn on the heating. If a payment exceeds 10,000 euros, request additional authorisation. Every possible situation requires a specific rule, coded manually. This works perfectly well when the rules are clear, limited, and stable over time.
But try writing explicit rules to recognise whether a photograph contains a dog or a cat. You would have to describe every possible variation in shape, colour, size, angle, breed, and position. The task quickly becomes impossible. Too many cases, too many variables, too much complexity.
Machine learning completely flips the approach. Instead of programming explicit rules, you give the system thousands of examples—photographs of dogs and cats with their labels—and let the system identify the patterns that distinguish the two categories on its own. The process is similar to how a child learns: you don’t explain the mathematical equations that describe a dog, you show them many dogs until they learn to recognise them.
This ability to learn from examples rather than programmed rules has made applications possible that were simply unachievable before. In finance, fraud detection systems analyse millions of transactions, identifying anomalous behaviour that would be impossible to capture in explicit rules. In retail, demand forecasting systems learn from historical sales data to predict future peaks and dips. In law firms, contract analysis software learns to extract specific clauses from thousands of different documents.
The principle is always the same: give the system many examples, let it find the relevant patterns on its own, then apply those patterns to similar new cases.
Deep Learning: neural networks for complex problems
 Deep learning is a specialised subset of machine learning. It’s based on architectures called artificial neural networks, loosely inspired by how the human brain works.
The term “deep” refers to the structure of these networks: instead of a single processing layer, they have many layers stacked on top of each other. Each layer extracts progressively more abstract features from the data. In image recognition, for example, the first layers might identify edges and colour contrasts, the middle layers geometric shapes and textures, and the final layers complete objects such as faces, cars, or animals.
What made the explosion of deep learning possible over the past decade? Two concrete, measurable factors. First, the availability of vast amounts of data: billions of images, videos, and texts uploaded online every day provide the training material required. Second, the computing power provided by GPUs—graphics processing units originally designed for video games—which can perform the complex mathematical operations these networks require in reasonable time and at reasonable cost.
Practical applications of deep learning include facial recognition in security systems, automatic translation (the tool you use when you translate a website), self-driving systems that interpret their surroundings through cameras and sensors, and the increasingly natural speech synthesis you hear in digital assistants.
In healthcare, the results are particularly well documented. In 2024, deep learning systems achieved accuracy rates above 99% in analysing specific types of diagnostic images. Platforms like PathAI analyse tissue samples to identify cancer cells, and Zebra Medical Vision has developed algorithms that can recognise a wide range of conditions —from lung diseases to bone fractures—from radiological scans. The US Food and Drug Administration has approved over 200 commercial AI products for radiological applications, a sign of how mature these technologies have become in specific, controlled contexts.
Generative AI: the latest revolution
 The latest frontier, the one that has captured the attention of professionals and businesses since 2023, is generative AI. Systems like ChatGPT, Claude, Midjourney, and DALL-E represent a qualitative leap from everything that came before: they don’t just classify, recognise, or predict—they create new content. They generate original text, produce images that didn’t exist, compose music, write working code.
These systems are based on extremely sophisticated deep learning architectures, trained on volumes of data that no human could analyse in a thousand lifetimes. ChatGPT, for example, was trained on hundreds of billions of words from books, scientific articles, websites, and public conversations.
The key difference: while traditional machine learning recognises existing patterns in data and applies them to new cases, generative AI creates new combinations based on those patterns. It doesn’t copy existing texts word for word, but generates new sequences of words that are statistically plausible based on what it learned during training.
This is the AI everyone is talking about right now, the one generating equal measures of enthusiasm and concern. But we need to be clear here too: “generating new content” doesn’t mean “understanding the content” or “having original ideas in the human sense”. It means combining learned statistical patterns in ways that are consistent with the requests received.
Each level sits inside the one before it. All generative AI is deep learning, but not all deep learning is generative. All deep learning is machine learning, but not all machine learning uses deep learning. And so on.
This isn’t just an academic distinction: when someone talks to you about an “AI solution”, you need to understand which level they’re talking about, because each type has very different capabilities, costs, requirements, and limitations.
1.2 What AI REALLY does well (and what it doesn’t)
 Understanding the definitions is just the starting point. What really matters is understanding what these systems can actually do. Not the promises of vendors, not the impressive demos, but real, documented capabilities. Where does AI excel? Where does it consistently fail?
 The difference between the 5% of projects that succeed and the 95% that fail almost always comes down to this. Those who succeed apply AI where it is extraordinarily effective. Those who fail often do so because they apply it where it’s inadequate, regardless of how much money they invest.
Where AI excels: patterns, repetition, prediction
Recognising patterns
in large volumes of data
 Modern AI systems have one capability where they consistently outperform humans: identifying recurring patterns in huge amounts of structured data. When the task comes down to finding statistical correlations across millions or billions of examples, AI is faster, more accurate, and more consistent than any human or team of humans.
A concrete example from medicine illustrates this in measurable terms. In 2024, AI systems for diagnostic imaging reached accuracy levels above 99% in analysing specific conditions. In early breast cancer detection through mammography, studies show that deep learning systems achieve higher sensitivity and specificity than traditional methods, analysing images at the pixel level to identify microcalcifications or suspicious masses at very early stages. 
In neurological diagnostics, AI algorithms analyse brain scans to identify intracranial haemorrhages with 99% accuracy, automatically flagging urgent cases to the emergency department faster than even an expert radiologist could. Policlinico di Milano, a leading Italian university hospital, has documented how AI in diagnostic imaging can improve diagnostic accuracy by 5–10%, reduce interpretation errors, and increase radiologist efficiency by 30–50% through automatic pre-analysis of images.
This same principle—recognising patterns in vast volumes of data—works in completely different contexts. In finance, fraud detection systems analyse millions of transactions in real time, identifying behavioural anomalies that would escape any team of human analysts. A single transaction may look normal, but when analysed in the context of millions of similar transactions, small statistical deviations reveal potential fraud.
In e-commerce, recommendation engines process billions of interactions between users and products to suggest relevant items with conversion rates well above those of traditional marketing strategies. Think of Amazon, Netflix, Spotify: much of their success is built on AI systems that identify preference patterns in volumes of data that no human team could ever analyse.
Automating
high-volume repetitive tasks
AI excels when it has to perform the same operation thousands or millions of times while maintaining absolute consistency. Humans get tired after the hundredth invoice analysed, lose focus after the thousandth customer service call, and introduce natural variability in their judgement. A properly configured and trained AI system applies exactly the same criteria to the millionth case as to the first.
In document processing, data extraction systems analyse invoices, contracts, insurance forms, and expense receipts, automatically extracting structured information—dates, amounts, names, specific clauses—with accuracy rates that, in controlled contexts and on standard documents, exceed 95%. Studies in the legal and accounting sectors show processing capacity increases of 20–40% after implementing these systems, along with a reduction in transcription errors. 
In customer service, well-designed chatbots handle 50–70% of standard requests—order status, address changes, password resets, product information—without human intervention, 24 hours a day, in any language. This frees up human agents to focus on complex cases that genuinely require empathy, contextual judgement, and creative problem-solving.
Those qualifiers—”well-designed” and “standard requests”—matter. When the system encounters situations outside its training—an unusually phrased question, a problem requiring multi-step reasoning, a situation with ambiguity—its responses quickly become unreliable or completely wrong.
Predictive
analysis when the future resembles the past
Artificial intelligence can make predictions by analysing patterns in historical data. If the past contains enough examples similar to what might happen, machine learning models identify correlations that traditional methods miss.
Practical applications are now well established. In predictive maintenance, algorithms analyse data collected from sensors on machinery—vibrations, temperatures, consumption—to recognise the signals that precede failures and allow intervention before a breakdown occurs. In demand forecasting, they analyse sales history, seasonality, and external variables to estimate how many products will be needed and where. According to McKinsey, artificial intelligence applied to supply chains can reduce forecasting errors by 20 to 50 percent, with a decrease in stockouts of up to 65 percent.
In customer churn prediction, behavioural analysis can identify in advance which customers are at risk of switching to a competitor, with accuracy rates that in controlled contexts exceed 90 percent.
The limitation of this approach is equally important: predictive analysis works when the future reasonably resembles the past. If conditions change radically—a pandemic, an economic crisis—historical patterns lose their predictive value, and human oversight is needed to recognise this.
Where AI fails: creativity, common sense, handling ambiguity
Understanding cause
and effect, and common-sense reasoning
 Now we come to the limitations—the ones that prove costly when ignored. Current AI systems excel at finding statistical correlations, but they don’t understand causal relationships. They can tell you that “when ice cream sales increase, drownings also increase”, identifying the correlation in the data perfectly. But they don’t understand that both phenomena are caused by summer and high temperatures, not that ice cream causes drowning.
This distinction between correlation and causation is fundamental. As research applying philosophy of language to AI has highlighted, machine learning models “essentially operate as sophisticated statistical engines that process vast amounts of information, selecting the most statistically probable response based on previously learned patterns”. They are excellent at predicting, but incapable of explaining. They can predict that an apple will fall if you let it go, but they don’t understand the force of gravity that causes it. 
This lack of causal understanding is not a bug that will be fixed in the next software update. It is an intrinsic limitation of the very architecture of these systems. They don’t “think” in the human sense: they process statistical patterns at a scale impossible for humans, but without understanding what those patterns mean.
Human common sense remains almost entirely inaccessible to current AI. Advanced systems can provide impressive answers to complex technical questions, but fail on questions requiring basic contextual reasoning. As studies on AI limitations have shown, these systems “have a limited ability to perform true causal reasoning” and display “difficulty in solving problems that require understanding chains of cause and effect”.
Current AI chatbots, however sophisticated, lack common sense: they have no intuitive understanding of the fundamental aspects of human experience and the physical world. Recent research confirms that memorising facts is not enough: what matters is the ability to infer new information, make decisions in unfamiliar situations, and take context into account.
Genuine
creativity and radical innovation
 Generative AI can produce fluent text, striking images, pleasant music—content that on the surface appears creative. But this is creativity in the narrow sense of “statistically plausible combinations of elements seen during training”, not true conceptual innovation that breaks existing moulds.
These systems are, by their nature, incapable of generating genuinely creative and innovative thought. They reproduce patterns already present in the data they were trained on. They can create endless variations on existing themes—a logo in the style of Picasso, text that sounds like Hemingway, a melody reminiscent of Bach—but they lack the ability to make the radical conceptual leap that leads to truly new ideas, paradigm shifts, and innovations that redefine a field.
Human creativity often arises from unexpected connections between seemingly unrelated domains, from insights that violate statistical expectations, from counter-intuitive reasoning. AI, by contrast, is designed to respect the statistical patterns it has learned, not to violate them creatively.
Handling
ambiguity and complex ethical situations
 Real-world professional situations are full of ambiguity, nuance, and grey areas where there is no single correct answer. Modern AI struggles greatly in these contexts. When presented with an ethical dilemma (“is it better to do A or B in this specific situation?”) it tends to list arguments for and against drawn from its training data, but cannot make an autonomous judgement based on moral principles or understanding of the specific context.
This is because AI systems have no values of their own, no internal motivations, and no real understanding of the meaning of concepts like “justice”, “responsibility”, or “opportunity”. They can describe how these concepts are discussed in the texts they were trained on, but they cannot apply them with judgement to new and ambiguous situations.
1.3 The difference between traditional automation and AI
 Before AI, there was automation. And it worked perfectly well for many tasks. Even today, for certain problems, traditional automation is the best solution: simpler, more reliable, more cost-effective. Understanding the difference between the two is crucial to avoid wasting resources by applying AI where a traditional approach would be enough. 
Traditional automation: explicit rules and deterministic paths
A traditional automation system works with clear rules written by a programmer. If X happens, do Y. If condition A is true and condition B is false, perform action C. Every possible scenario is explicitly anticipated in the code.
Think of a simple invoice management system. The rule might be: “If the amount exceeds 5,000 euros, request authorisation from the manager. Otherwise, proceed automatically.” Clear, deterministic, predictable. The software will execute exactly those instructions, every time, without variation.
This approach works best when:

	The rules are known and don’t change over time 

	The possible cases are limited and well defined 

	Fully predictable performance is required 

	The context doesn’t change rapidly 


A concrete example: automatic bank payments. The rule is very simple: on the first of every month, transfer 800 euros from account A to account B. No AI needed. You just need a system that executes a specific instruction reliably, month after month, year after year. And that’s exactly what traditional automation does, at very low cost and with 100% reliability.
Where traditional automation falls short: complexity
 The problem arises when the rules become too numerous or too complex to codify explicitly. Going back to the invoice example: what happens if you want to automate not just approval, but also data extraction? Supplier name, address, tax details, service descriptions, line items, total.
With traditional automation, you would have to write rules for every possible invoice format. “If the document is type A, look for the total in position X. If it’s type B, look for it in position Y. If it contains the phrase Z, apply process W.” The number of rules explodes quickly. Every new supplier with a different format requires new rules programmed manually.
This is where AI completely changes the approach. Instead of coding thousands of rules for every possible format, you give the system hundreds of examples of correctly processed invoices. The system learns on its own to recognise where the relevant information is, regardless of the specific format. When it sees a new invoice, it applies the patterns it has learned to extract the correct data. 
The fundamental difference: explicit rules vs learned patterns
 Traditional automation does exactly what you tell it to do, always in the same way. AI learns from data and applies statistical patterns to new situations, potentially different from those seen during training.
Advantages of traditional automation:

	Completely predictable behaviour 

	No errors if the rules are correct 

	Low cost for simple problems 

	Easy to understand and debug 

	No training data needed 


Advantages of AI:

	Handles variability and new situations 

	Doesn’t require coding every possible case 

	Improves with more data 

	Scales to complex problems where explicit rules would be impossible to manage 


But AI also has disadvantages that traditional automation doesn’t:

	Never 100% accurate 

	Behaviour can be less predictable 

	Requires abundant, high-quality training data 

	Higher implementation and maintenance costs 

	Harder to understand why it made a specific decision


When to use which
The rule of thumb is simple: if you can write explicit rules in a reasonable way, use traditional automation. It’s simpler, cheaper, and more reliable.
AI becomes necessary when:

	The rules are too complex or too numerous to code manually. Recognising email spam requires considering hundreds of different signals in varying combinations. Explicit rules can’t handle this; machine learning can. 

	The problem requires handling significant variability. Extracting data from documents with very different formats is a good example. AI that learns patterns handles this far better than rigid rules for each format. 

	You don’t know all the necessary rules in advance. In a fraud detection system, fraudsters constantly invent new methods. A rule-based system gets bypassed quickly. An AI system can learn to recognise anomalous patterns even for types of fraud never seen before. 


A word of caution: many projects fail precisely because they apply AI where traditional automation would be enough. It’s more expensive, more complex, less reliable—all to solve a problem that already had a simpler solution.
1.4 Generative AI: the 2023–2025 revolution
 When ChatGPT was released to the public on 30 November 2022, it reached one million users in five days. No technology in history had ever spread so fast. By July 2025, ChatGPT had over 700 million weekly active users, processing 2.5 billion requests per day.
The numbers alone don’t tell the full story. What matters is what this shift represents for professionals and small businesses: for the first time, extremely powerful artificial intelligence systems are accessible to anyone, without technical expertise, at little or no cost.
What really changed in 2023
 Before generative AI, using artificial intelligence meant:

	Hiring specialised data scientists 

	Investing months in custom development 

	Collecting and preparing huge, specific datasets 

	Budgets of tens or hundreds of thousands of euros


With generative AI, any professional can:

	Open ChatGPT or similar tools in a browser 

	Start using them immediately, with no setup 

	Get useful results in minutes 

	Spend nothing, if the free version is enough 


This democratisation of access is the real paradigm shift. Not the technology itself—deep learning has been around for over a decade—but how easily anyone can now use it.
Adoption in Europe: the numbers
 Eurostat data shows rapid growth across Europe. In 2025, 20% of EU enterprises with 10 or more employees used AI technologies—up from 13.5% in 2024 and just 8% in 2023. Among individuals, about a third of Europeans aged 16–74 used generative AI tools in 2025.
The picture varies dramatically across countries. Denmark leads at 42%, followed by Finland (38%) and Sweden (35%). At the other end, Romania (5%), Poland (8%) and Bulgaria (9%) show much lower adoption. The Nordic and Benelux countries consistently outperform the rest of Europe, likely due to stronger digital infrastructure and higher baseline digital skills.
Company size makes a significant difference. In 2025, 55% of large enterprises used AI, compared to 30% of medium-sized companies and just 17% of small businesses. This gap reflects the complexity and cost of implementation—barriers that hit smaller organisations hardest.
Adoption varies significantly by sector. Information and communication leads with 63%, followed by professional services at 40%. Construction lags behind at just 11%. 
How it’s actually being used
 Analysis of the billions of daily interactions with ChatGPT reveals clear patterns. Around 40% of usage is work-related, with even higher rates among university-educated professionals. The three main categories of use are:

	Writing and communication support (24% of interactions): drafting professional emails, editing text, translations, preparing documents and presentations. A lawyer can generate a first draft of a standard contract in minutes instead of hours. A consultant can turn unstructured notes into a polished report.  

	Research and information analysis (24%): summarising long documents, extracting key information, comparing options, preparing briefs on new topics. An accountant can get a summary of recent regulatory changes in seconds. An entrepreneur can get a comparative market analysis in minutes.  

	Technical assistance and problem solving (29%): solving practical problems, debugging code, data analysis, complex calculations, decision support.  


One case from the MIT study: a Fortune 500 financial services company integrated ChatGPT Enterprise across all departments in late 2024. The company reported a 40% increase in analyst productivity through rapid document summarisation and client communication drafting, and saved millions by reducing reliance on external content providers.
Where generative AI excels for professionals and SMEs
 The use cases that generate real, documented value for professionals and SMEs share common features:

	Repetitive tasks that require different wording each time. Responding to client emails with similar but not identical requests. Preparing customised quotes from templates. Drafting standard communications tailored to a specific recipient.  

	Accelerating time-consuming creative tasks. Generating ideas for marketing campaigns, drafts for social media content, variations of ad copy. It doesn’t replace final creative judgement, but drastically reduces the time needed to arrive at solid options to refine.  

	Transforming and summarising information. Converting voice notes into structured emails. Summarising long meetings into actionable key points. Extracting key information from unstructured customer feedback.


The limitations that remain (and are dangerous to ignore)
 Enthusiasm needs to be tempered with realism. Generative AI has specific limitations that, if ignored, lead directly to the 95% project failure rate documented in the MIT study.

	It has no access to your company’s specific information unless you explicitly provide it. It knows nothing about your clients, your internal processes, your specific procedures. Any information it needs has to be provided within the conversation.  

	It cannot access databases or business systems without specific technical integrations. If you want it to analyse your sales data, you need to export it and provide it. If you want it to generate invoices in your management system, you need custom integration.

	It “invents” information when it doesn’t know the answer, with complete apparent confidence. This is the hallucination problem we will discuss in detail in Chapter 7. It can cite studies that don’t exist, provide invented statistics, state non-existent regulations—all in an authoritative and convincing tone.  

	It still requires competent human oversight. 39% of large European enterprises using generative AI have reported measurable productivity increases. But these are companies that have implemented guidelines, review processes, and staff training. They didn’t simply “give everyone access to ChatGPT” and hope for the best.


The real opportunity (and the real risk)
 Generative AI is the first artificial intelligence technology truly accessible to professionals and small businesses without dedicated technical teams. This is a huge opportunity. But precisely because it’s so easy to start using, it’s just as easy to use badly.
The startups documented in the MIT study that went from zero to 20 million in revenue in a year didn’t simply “use ChatGPT”. They identified a specific, costly, repetitive problem. They understood exactly where generative AI could add value. They built supervision and validation processes. They measured results.
The 95% that failed did the opposite: they gave people access to the tools without strategy, without training, without quality control processes, without clear metrics. They applied generative AI to problems it wasn’t suited for. They ignored the limitations. They confused “easy to use” with “doesn’t require expertise to use well”.
The difference between success and failure with generative AI isn’t the technology—it’s accessible to everyone in the same way—but the clarity on where to apply it, how to integrate it into existing processes, how to validate its outputs, and how to measure its impact.
CHAPTER 1: KEY CONCEPTS

 95% of AI projects fail not because the technology doesn’t work, but because it’s applied to the wrong problems, with the wrong expectations.


 AI, Machine Learning, Deep Learning and Generative AI are different things. When someone offers you an “AI solution”, always ask which technology it involves—they have very different costs, requirements, and limitations.


 AI excels in three specific areas: recognising patterns in large volumes of data, automating high-volume repetitive tasks, and making predictions when the future resembles the past.


 AI consistently fails where common sense, contextual understanding, handling ambiguity, or reasoning about unfamiliar situations are required.


 Generative AI doesn’t “understand” anything. It combines statistical patterns in coherent ways, but can invent information with complete apparent confidence. It always requires competent human oversight.


 The difference between success and failure comes down to three factors: choosing the right problem (ideally costly and repetitive), understanding what AI can actually do, and implementing ready-made solutions instead of building from scratch.




	 


TOOLKIT: Does your business need AI?

Before considering any investment in artificial intelligence, it’s worth pausing and asking yourself some fundamental questions. This tool is not a multiple-choice questionnaire that will give you a final score. These are strategic reflections that require intellectual honesty and a realistic assessment of your specific situation.

These questions come directly from what we’ve covered so far: what AI does well, where it fails, and the minimum requirements for it to work. They’re not abstract—they are the filters that separate the 5% of projects that generate value from the 95% that burn through resources.


First question: Do you have a costly and repetitive problem?

 AI works best when used to solve the same type of problem many times, applying learned patterns. Not for one-off strategic decisions, but for tasks that repeat with variations.


	“Costly” doesn’t necessarily mean a cash expense. It can be costly in time: an accountant who spends 8 hours a week manually classifying tax documents is spending time that could go to higher-value work. It can be costly in missed opportunities: a company that takes days to respond to quote requests while competitors respond in hours is losing clients.  

	“Repetitive” means the problem occurs regularly with similar characteristics. Not identical every time (otherwise traditional automation would suffice) but similar enough that patterns recur. Extracting data from invoices is repetitive: suppliers and formats change, but the task is always the same. Deciding on an international expansion strategy is not repetitive: it’s a one-off decision requiring contextual strategic judgement.  



 If your problem is neither costly nor repetitive, AI is probably not a priority. If you face it once a month and it costs you half an hour, solving it manually is more efficient than implementing and maintaining an AI system.




Second question: Do you have enough data (or can you collect it)?

This is where a significant share of failures happen. AI learns from examples. Without enough examples of adequate quality, it cannot learn reliable patterns.

“Enough” depends on the complexity of the problem and the specific technology. For simple tasks using pre-trained generative AI tools, a few examples provided as context may be sufficient. For training custom models from scratch, you need hundreds or thousands of examples.

But quantity is only part of the issue. Quality matters just as much. Dirty, inconsistent, poorly labelled data produces AI systems that make systematic errors. If your historical data contains mistakes, the AI will learn to replicate those mistakes with statistical precision.

One aspect often overlooked: do you have access to this data in a usable format? Information scattered across emails, phone calls, and handwritten notes cannot be used directly.


Third question: Can you tolerate errors?

This is perhaps the most important question, and the one most often ignored. AI will never be 100% accurate. Never. It works with statistical probabilities, not absolute certainties.

The question is not “does AI make mistakes?” The answer is always yes. The right question is: “When AI makes mistakes, what are the consequences? And are they acceptable?”

A system that suggests related products on an e-commerce site can be wrong 10–15% of the time without dramatic consequences. In the worst case, the customer doesn’t click on the suggestion. A system that diagnoses serious medical conditions cannot afford the same error rate—the consequences of a mistake are potentially fatal.

For your specific problem, what happens when AI gets it wrong? If a document is filed in the wrong folder, how long does it take to notice and correct it? If an automated email contains wrong information, what reputational or legal damage could it cause? If a demand forecast is off by 15%, what’s the impact on inventory and customer service?

If you cannot tolerate errors, AI alone is not the solution. It could still be used as decision support with mandatory human oversight, but that completely changes the costs and benefits of implementation.

Fourth question: Is there a simpler solution?

This question will save you more money than any other. Before investing thousands of euros in an AI system, ask yourself honestly: have we tried traditional approaches?

Would a well-structured Excel spreadsheet solve your problem? Would simple rule-based automation be enough? Would better process organisation eliminate the bottleneck?

In 30% of the cases analysed in the MIT study, the companies that failed with AI hadn’t even attempted simpler solutions. They jumped straight to AI because it seemed like the “innovative” thing to do, ignoring that for their specific problem there were simpler, more reliable, and much cheaper solutions.

A concrete example: a professional firm wanted to “use AI to manage client correspondence”. On closer analysis, 70% of emails required standard replies to recurring questions. Generative AI wasn’t needed: what they needed were well-written templates and a simple system to select the right one. Cost of that solution: a few hours of work to create the templates. Cost of the AI solution they were considering: €15,000 upfront plus €300 per month.


Fifth question: Do you have the resources for implementation and maintenance?

The cost of AI is not just the software. It’s the entire ecosystem needed to make it work productively.

 If you decide to buy a ready-made tool (ChatGPT Enterprise, data extraction software, a recommendation system), the direct costs are relatively low. But indirect costs remain: time to configure the system, training for the staff who will use it, defining supervision and validation processes, integration with existing systems.

 If you decide to build something custom (and the MIT study shows this has a 33% success rate versus 67% for buying ready-made solutions), multiply everything by three or four. You need technical expertise, probably external consultants, months of development, extensive testing.

 And then there’s maintenance. An AI system is not “install it and forget it”. It requires continuous performance monitoring, periodic model updates (especially when patterns in the data change), error management, and adaptation to regulatory or process changes.


The summary: a decision matrix

Putting all this together, a clear pattern emerges. AI makes sense when:


	The problem is costly (in time or money) AND occurs regularly  

	You have enough quality data (or you’re using pre-trained tools)  

	You can tolerate an error rate of 5–15% (or plan for human oversight)  

	Simpler solutions have already been tried and are insufficient  

	The value generated clearly exceeds the costs of implementation and maintenance  



If even one of these elements is missing, stop. You risk being part of the 95% that fails.

If all of these elements are present, then you’ve identified a potentially valid use case for AI. But “potentially” is the key word. You still need to:


	Choose the right specific technology for that problem (not all AI is the same, as we’ve seen)  

	Decide whether to buy or build (almost always buy, according to the data)  

	Implement supervision and validation processes  

	Measure actual impact, not hoped-for impact  

	Be ready to pull the plug if results don’t materialise  



We’ll explore all of this in the chapters ahead. For now, if your answers to the five questions have identified a problem that seems suitable, you’re already a step ahead of the majority. You’ve done what the 95% don’t do: stopped to think before investing.
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CHAPTER 2: The Three Dangerous Myths About AI
 In 2024, an Italian manufacturing company invested €180,000 in an AI-based “predictive quality control” system. Six months after implementation, production defects had dropped by only 12%—far from the 40% the vendor had promised. When they analysed the causes of the remaining defects, they discovered something unexpected: 80% of the problems weren’t caused by unpredictable defects that AI couldn’t anticipate, but by operators who simply weren’t following the quality control checklist.
The real problem wasn’t predicting future defects. It was getting people to follow existing procedures.
An organisational solution—making the checklist digital and mandatory in the production system—would have eliminated most of the defects. No AI needed, no complex algorithms, no data scientists to hire. Just a simple procedure made impossible to ignore.
This story isn’t about AI that doesn’t work. The technology did exactly what it was designed to do: it analysed historical patterns and predicted failure probabilities. The system worked perfectly well. The problem was that they were using a sophisticated tool to solve a non-existent problem, while ignoring the real one.
And this isn’t an isolated case. According to the MIT study we saw in Chapter 1, 95% of AI projects fail to generate measurable value. But the crucial point is this: it’s not because the technology is inadequate. Projects fail because AI is applied to the wrong problems, with the wrong expectations, for the wrong reasons.
There are three specific myths responsible for most of these failures. Three widespread beliefs, seemingly reasonable, that lead professionals and businesses to waste resources and opportunities. Recognising them won’t make you an AI expert, but it will put you in a better position than the 95% who burn through money with nothing to show for it.
Let’s start with the most dangerous myth of all.
2.1 Myth #1: “AI will solve all our problems”
 It’s called tech-solutionism: looking for problems to fit the technological solution you want to use. It’s a contagious condition that strikes when a new technology becomes trendy. And generative AI, from 2023 onwards, has been the most powerful trend the business world has seen in years.
The mechanism is always the same. A technology captures attention. The media present it as revolutionary. Vendors sell promises of transformation. Fear of being left behind (FOMO—Fear Of Missing Out) spreads among decision-makers. And suddenly, the goal becomes “we need to implement AI” instead of “we have this problem to solve”.
A 2024 RAND report, based on interviews with 65 data scientists and engineers with at least five years of experience in AI projects, identified the five main causes of failure. The first cause, the one cited most frequently, is not technical. It’s strategic: misunderstanding or miscommunication of the problem AI is supposed to solve. Not insufficient data. Not inadequate algorithms. Not lack of technical expertise. The number one problem is that organisations don’t know what they’re trying to solve. Or worse, they know they want to “use AI” and only then look for a problem big enough to justify adopting it.
The typical pattern of failure
The sequence is predictable. It happens so frequently that you probably know an entrepreneur or colleague it’s happened to.
Step 1: The epiphany. An entrepreneur or executive attends a conference, reads an article, sees an impressive demo. “AI can do this?” they wonder. The answer they get from vendors, consultants, and media is always the same: “Absolutely, and much more.”  
Step 2: The urgency. AI becomes a priority. Competitors might already be ahead, and standing still looks risky. It feels like ’adopt AI or die.’
Step 3: The search for justification. The decision to do something with AI has been made. Now comes figuring out what. They look for areas of the business where it could be applied, but the question is “where could we use AI too?” instead of “what costly, repetitive problems do we have?” The classic solution in search of a problem.
Step 4a: The box-ticking project. From here, there are typically two paths. The first is to choose an application important just enough to justify the investment, so they can say “we use AI too.” But without considering which processes have the most significant inefficiencies—perhaps because they don’t want to disrupt the business too much.
Step 5a: The non-success. After a few months, the system is evaluated: results are disappointing. The AI “works” technically: the model runs, produces output, doesn’t crash. But it doesn’t generate the expected value. It doesn’t solve problems anyone really feels. It doesn’t move metrics that matter. It becomes an application that exists but no one really uses or misses.
Step 4b: “AI instead of us.” Alternatively, after “the search for justification”, they decide on an AI solution that “works instead of us” on the most distinctive process. For example, a fashion designer might want to use AI to create the designs. It seems to make sense: if designing is what we do and we want to use AI, we use it to design, right?
Step 5b: The failure. Results are poor. The AI produces outputs, but they’re not good enough. They miss the distinctive nuances that characterised the service delivered “by hand”. Almost all the work the AI was supposed to do needs to be redone. Or worse, those outputs are passed on to clients, who are left dissatisfied: they receive something mediocre, lacking the added value they used to get.
A case in point: when the solution is looking for a problem
An example comes from the retail sector. A mid-sized e-commerce company decided to introduce artificial intelligence systems to “optimise operations”. The approved budget was €75,000. The goal, however, was vague: “use AI to improve efficiency”.
Two initiatives were launched:

	Inventory forecasting: a system that estimates future product demand based on historical data, seasonality, and sales trends.  

	Product recommendations: personalised suggestions for each customer.  


Both solutions were built. Both worked from a technical standpoint. But after six months, the results were disappointing.
The inventory forecasts didn’t significantly outperform the traditional statistical methods already in use. The recommendation system brought a 2% increase in conversions: positive, but too little to justify the investment.
When they looked more closely, the real problem emerged: they had tried to apply AI before understanding what the actual business need was.
The bottleneck wasn’t forecast accuracy: it was that the purchasing department received the data too late to modify orders with suppliers. The process was slow, not inaccurate. A problem of workflow organisation, not algorithms.
The room for improvement on product recommendations was also minimal. The critical issue wasn’t “suggesting more relevant items”, but that many customers abandoned their carts when they saw unexpected shipping costs at checkout. A problem of pricing policies and purchase flow, not predictive models.
Seventy-five thousand euros spent tackling problems that didn’t exist, while the real ones—slow processes and a non-transparent checkout—remained unsolved.
2.2 The uncomfortable truth: when AI isn’t needed
 This section may surprise you in a book about AI, but it’s perhaps the most important one. Because knowing when AI isn’t the right solution will save you more money than you could ever make by implementing it badly.
Most business problems don’t require artificial intelligence. They require clear processes, effective communication, appropriate tools, adequate training. Sometimes the problem is organisational, not technological. Sometimes it’s human, not algorithmic.
And that’s perfectly fine. In fact, it’s great. Because solving a problem with a well-designed Excel spreadsheet or a clear procedure costs far less than solving it with AI, is faster to implement, easier to maintain, and produces more predictable results. 
When the problem is organisational, not technological
 Imagine this scenario: a professional accounting firm wants to “use AI to improve client correspondence management”. The accountants complain about spending too many hours answering repetitive emails. 
On closer analysis:

	70% of emails received ask recurring questions: status of files, tax deadlines, required documentation 

	Each accountant replies in their own way, with no coordination 

	No standardised templates exist 

	Replies vary in quality and completeness 


The first reaction: “We need an AI chatbot to reply automatically!”
But this would be the wrong solution. The real problem isn’t that replying requires AI capabilities. The problem is that they had never standardised replies to frequently asked questions. Machine learning isn’t needed. What’s needed instead is:

	Well-written reply templates for the 15–20 most common questions 

	A simple system to select the right template 

	Team training on using the templates 

	An FAQ page on the website to reduce incoming questions 


They solved it with templates, reducing the time spent on each reply from 20 minutes to 3 minutes on average. The cost of the solution was a few hours of work to create the templates, compared to the €15,000 upfront + €300/month for the AI solution they had been considering.
First processes, then technology
 A fundamental principle of organisational efficiency is: don’t automate a poorly structured process. If a process works badly with humans, it will simply work badly faster with AI.
A telling case involves a healthcare company that wanted to automate appointment scheduling using AI. The system was supposed to “understand patient preferences” and optimise the appointment calendar.
The AI system was implemented. And it failed miserably.
Why? Because the problem wasn’t optimising appointments. The problem was that the scheduling process itself was disorganised: there were unclear rules about which patients had priority, time slots reserved but never used, doctors who changed their schedules without updating the system, and subjective, inconsistent urgency criteria.
AI cannot fix human inconsistency. It cannot make a process work that has never worked. It can only execute faster what it’s told to do. If what you do is inefficient or contradictory, AI will just do it inefficiently and contradictorily, at scale.
An example of the right approach
 A small logistics company had a clear problem: handling customer complaints took too long. Each complaint was read manually, routed to the right person, examined, resolved. Average time: 48 hours. Cost in work-hours: significant. Above all, too many frustrated customers.
They didn’t start by looking for “AI solutions”. They started by analysing the problem.
They discovered that:

	60% of complaints fell into 5 recurring categories 

	40% could be resolved with a simple explanation or correction of an administrative error 

	The real bottleneck was routing: complaints arrived via email to a generic address, someone read them and manually decided who to assign them to 


First solution tried (cost: €0): manually classify complaints into categories and create reply templates for the most common ones. Result: average time dropped to 36 hours. A 25% improvement, but not enough.
Second solution tried (cost: €500 one-off): introduce a structured form on the website where customers indicate the category of their complaint. Routing happens automatically based on the category selected. Result: average time dropped to 24 hours. A 50% improvement from the starting point.
Only at this point did they consider AI. Specifically, an NLP (Natural Language Processing) system capable of analysing complaint text and classifying it automatically, even when complaints arrive via email rather than through the form.
They chose an existing AI tool (no custom development) and integrated it into their workflow. Cost: €300 per month.
Result: average time dropped to 18 hours, a 62% reduction from the starting point.
The key point is this: half of the total improvement came from solutions that cost €500 with no recurring costs. AI brought the final 12% reduction, at a price of €3,600 per year. Did they need that extra 12%? In their case, yes: the value generated by increased customer satisfaction justified the expense. But it was a rational choice, based on measurable data, not a leap of faith into the “magic of AI”.
2.3 Myth #2: “AI is too expensive or complex for us”
 If the first myth leads to wasting resources, the second leads to missing real opportunities. It’s the mirror image of tech-solutionism: instead of seeing AI everywhere, you see it nowhere. Instead of overestimating opportunities, you underestimate them completely.
 This myth is still widespread, even though the data might suggest otherwise. Many professionals and SMEs believe that implementing AI solutions tailored to their business requires million-euro investments, teams of data scientists, complex infrastructure. That may have been true 2–3 years ago. It’s no longer the case, at least not for many practical applications.
Where this myth comes from
 The perception has understandable roots. Until a few years ago, implementing AI really meant:

	Hiring or consulting data scientists with advanced specialisation 

	Collecting and preparing huge datasets 

	Building and training models from scratch 

	Investing in computing power (GPUs, cloud) 

	Development timelines of months or years 

	Budgets in the tens or hundreds of thousands of euros 


The success stories in the media were Google, Amazon, Netflix: tech giants with unlimited resources. This created the impression that AI was “big company stuff”.
Then generative AI arrived. ChatGPT was launched publicly on 30 November 2022 and reached 1 million users in 5 days. By July 2025, ChatGPT had 700 million weekly active users, processing 2.5 billion requests per day.
This adoption didn’t happen because companies hired data scientists. It happened because anyone can open a browser, create an account, and start using generative AI immediately. No code, no configuration, no technical expertise.
But the perception of complexity and cost has remained.
What AI actually costs today
The numbers tell a very different story from the negative perceptions.
In Europe, adoption among large companies varies by country. Data from the Artificial Intelligence Observatory at Politecnico di Milano shows that in Italy, 53% of large companies have purchased generative AI tool licences (ChatGPT or Microsoft Copilot), compared to 42% in France and 45% in Germany.
According to the U.S. Chamber of Commerce, in August 2025 58% of American small businesses were using generative AI, up from 40% in 2024 and more than double the 23% in 2023. In just two years, adoption has grown by 152%.
But here’s the key figure for SMEs and professionals: according to a 2025 Thryv survey of US small businesses, many of those using AI report saving over 20 hours and between $500 and $2,000 per month after adopting artificial intelligence tools for operations and marketing activities.
Without getting into specific prices that change frequently, the ballpark is this:

	Basic generative tools (ChatGPT, Claude, Gemini professional versions): €20–40/month per user  

	Integrated suites (Microsoft Copilot, Google Workspace AI): €20–30/month per user, often on top of existing licences  

	Specialised tools (meeting transcription, customer service assistants, email automation): from €10 to €300/month depending on volume and features  


For up-to-date prices, a five-minute search on vendor websites will give you the current picture. The point isn’t the pennies: it’s that we’re talking about tens or hundreds of euros per month, not tens of thousands.
A professional or qualified employee costs a company roughly €25–40 per hour (including gross salary, contributions, and other costs). If that person spends 8–10 hours a month on document formatting, routine information searches, or first drafts of standard texts, you’re spending €200–400 worth of qualified time on mechanical tasks.
A €50/month tool that frees up those hours generates immediate, measurable ROI: time reallocated to consulting, business development, analysis—activities that actually require expertise and generate value.
The real barrier, then, is not technical or financial. It’s strategic: understanding where AI actually generates value and where it’s just an unnecessary complication. And that’s exactly what we saw when analysing Myth #1.
2.4 Myth #3: “AI will replace employees”
This myth needs to be addressed head-on. The catastrophist view (“AI will eliminate all jobs”) is not supported by the evidence. But neither does the opposite version (“nothing will change, you can relax”) hold up to scrutiny.
AI’s impact on work is real, significant, and doesn’t affect everyone in the same way. Understanding how the picture is changing is essential.
The big picture: transformation, not apocalypse
Let’s start with the global numbers. The World Economic Forum’s Future of Jobs Report 2025 estimates that by 2030, AI and other technological trends will create 170 million new jobs while eliminating 92 million. The net balance is positive: +78 million jobs worldwide.
However, this aggregate figure hides a more complex reality. As the report notes: “These are not one-for-one trades. The new jobs are not in the same locations, do not require the same skills and will not go to the same people.” A data entry clerk laid off in a small town will not become a machine learning engineer in Silicon Valley.
The Yale Budget Lab analysed the US labour market in the 33 months following the launch of ChatGPT (November 2022 – July 2025): the conclusion was that no major changes in overall employment structure have been observed so far, contradicting fears that AI-based automation was already significantly reducing demand for knowledge work.
Workers’ expectations reflect this uncertainty. According to the European Central Bank, 41% of eurozone workers expect AI to have a positive effect on their productivity, 37% expect no effect, and only 20% fear negative consequences. Neither panic nor euphoria: cautious realism.
The fundamental distinction: automation or augmentation
To understand AI’s real impact on work, we need to distinguish two radically different modes of use.

	Automation: AI performs the task instead of the human, autonomously or nearly so. The human is no longer needed for that specific activity.  

	Augmentation: AI assists the human, who retains control and final judgement. The human becomes more productive, not redundant.  


This distinction is not academic. It has real, measurable employment consequences.
A study published in Science in 2024 analysed AI’s impact on the US labour market between 2015 and 2022. The results: AI-driven automation leads to lower wages and higher unemployment in the professions affected. AI-driven augmentation, by contrast, increases wages for skilled workers and creates jobs in new areas.
Researchers at Anthropic analysed one million conversations between users and their AI assistant Claude in late 2024, mapping them to over 700 professions. The result: on average, AI was already being used to automate or augment around 25% of daily tasks. But for nearly all professions, use for augmentation was significantly higher than for automation.
Who is most at risk: the age factor
AI doesn’t affect everyone equally. A study by the Stanford Digital Economy Lab (August 2025) analysed data on millions of American workers. In professions most exposed to AI (software development, customer service, accounting), employment among workers aged 22 to 25 dropped by 13% compared to less exposed professions. Over the same period, employment among senior workers remained stable or grew by 6–9%.
Why? Erik Brynjolfsson, the study’s author, explains that Large Language Models are trained on texts and manuals—exactly the kind of “textbook knowledge” that recent graduates acquire at university. There is direct overlap between the skills of junior workers and those of AI.
Senior workers possess “tacit knowledge”: handling a difficult client, navigating the political dynamics of an organisation, recognising when a technically correct solution won’t work in a specific context. Skills acquired through experience, but hard to codify in writing.
Who is most at risk: gender and sector
Gender differences are significant for structural reasons. According to a 2025 UN analysis, the share of jobs with high automation potential is 9.6% for women compared to 3.5% for men. The reason: women are more concentrated in administrative and service sectors, where routine tasks are more easily automated. In Europe, 66% of women work in clerical roles.
Men are not immune, but the risk in their case appears more long-term. Male-dominated sectors (construction, logistics, agriculture) will see the impact of physical automation later, with autonomous vehicles and AI-powered machinery.
By sector, technology is—perhaps surprisingly—among the most affected in the short term: around 56% of tasks in IT jobs can be automated or augmented, with automation prevailing.
In healthcare, by contrast, AI augments more than it automates. The WEF forecasts 52% growth for specialised nurses between 2023 and 2033.
How required skills are changing
 The Future of Jobs Report 2025 estimates that by 2030, 39% of current skills will be transformed or become obsolete.
The fastest-growing skills: AI and big data, cybersecurity, technological literacy, creative thinking, resilience and flexibility, curiosity and continuous learning, leadership. Technical skills top the list, but are followed by distinctively human ones.
The PwC Global AI Jobs Barometer 2025, analysing nearly one billion job postings, finds that workers with AI skills earn on average 25% more than colleagues in the same role.
Germany has launched the “AI UpSkill 2030” programme with €4.5 billion for retraining manufacturing workers. A sign that European governments are taking the need for large-scale training seriously.
The career path problem: who will train tomorrow’s seniors?
There’s a strategic issue that few organisations are addressing: if entry-level jobs disappear, how will tomorrow’s experienced professionals be trained?
“Grunt work” tasks (preliminary research, drafting standard documents, routine analysis) are the training ground for junior staff. It’s by doing that work that they learn the trade. If AI does it, where will new hires gain experience?
Matt Garman, CEO of AWS, called the idea of replacing juniors with AI “one of the dumbest things I’ve ever heard”: hiring juniors is succession planning. If you stop today, in ten years you’ll be missing the generation ready to take over from seniors.
The Deloitte Global Human Capital Trends 2025 report dedicates a chapter to this issue. The most forward-thinking companies aren’t eliminating junior roles: they’re redefining them. Instead of having new hires do the work AI now does, they train them to supervise it, validate its outputs, and handle exceptions.
The real risk: not being the human who uses AI
The real risk for a professional is not “AI will replace me”. It’s rather: “a colleague who uses AI effectively will become more productive than me, and the company will prefer them.”
This is confirmed by data. A 2025 Carnegie Mellon/Stanford study compared the two strategies across 16 work tasks: workers who used AI for augmentation (assistance on specific sub-tasks, while retaining control) saw +24% efficiency. Those who attempted full automation (delegating entire tasks to AI) saw -18%, due to time spent checking and correcting errors.
The competition is not human versus machine. It’s between those who know how to integrate AI into their work and those who don’t.
Implications for SMEs and professionals
 On existing staff: AI is more effective as an augmentation tool than as a replacement. Investing in training generates more sustainable returns than cutting staff and then discovering you’ve lost skills that are hard to rebuild. The vast majority of SMEs that have adopted AI report having increased headcount, not reduced it, because they handle more volume with augmented teams.
On skills: the winning combination is domain expertise + ability to use AI + human skills (judgement, relationships, creativity).
On training young workers: if you hire juniors, rethink their career path. Train them to supervise AI, not to compete with it.
On your own role: the question is not “can AI do my job?” but “how can I use AI to do my job better?”
CHAPTER 2: KEY CONCEPTS

 Tech-solutionism is the silent killer of AI projects. Starting from the technology (“we want to use AI”) instead of from the problem (“this is costing us X”) leads straight into the 95% that fail.


 Most business problems don’t require AI. Clear processes, templates, checklists, and training often work better, faster, and at almost zero cost.


 Don’t automate a process that works badly. AI doesn’t fix organisational inefficiency: it executes it faster.


 AI today is accessible. Tools costing €20–50 per month can free up hours of qualified work. The barrier is not financial or technical: it’s understanding where AI actually generates value.


 AI doesn’t replace workers, but it changes who competes with whom. The real risk is not “AI will do my job”, but “a colleague who uses AI will be more productive than me”.



TOOLKIT: Self-diagnosis – Are you falling for the myths?

Answer Yes or No to each question. Count how many “Yes” responses you have for each section.  

A) Tech-solutionism: Are you looking for problems to fit the solution?


	Does the sentence describing your project start with “We want to use AI to...” instead of “We have this problem that is costing us...”?  

	Was the problem AI is supposed to solve identified AFTER you decided to “do something with AI”?  

	When asked “How do we measure success?”, does the answer include terms like “innovation”, “digital transformation”, “staying competitive”?  

	Are there no specific metrics (€ saved, hours freed up, errors reduced)?  

	Are you looking for a problem “big enough” to justify an AI investment already decided?  

	Was the budget approved before you quantified the cost of the problem?  




	3 or more Yes: STOP. You’re starting from the solution. Go back to the problem.



B)False barriers: Are you giving up real opportunities?


	Have you ruled out AI because “you need a technical team” without trying tools like ChatGPT or Claude?  

	Do you think large amounts of data are needed even for writing assistance or document summarisation?  

	Do you assume implementation will take months without checking how long it actually takes?  

	Is the “minimum” budget you imagine over €5,000, without having tested tools costing €20–50/month?  

	Do you have repetitive tasks (>5 hours/week) but have never checked whether AI could help?  




	3 or more Yes: You’re probably missing opportunities. Run a low-cost test before deciding.



C) Fear of replacement: Is fear blocking rational decisions?


	Has an AI project been stopped due to concerns about impact on staff, without any real analysis of the effects?  

	Is the internal discussion about “who loses their job” instead of “who can do higher-value work”?  

	Has the company’s AI strategy and its impact on roles never been communicated?  

	Do the fears come from newspaper headlines rather than from analysis of your specific context?  




	3 or more Yes: Fear is driving decisions. You need data and communication.



D) Is this really a case for AI? Or can the problem be solved another way?


	Is the problem repetitive (occurs >10 times/month with similar characteristics)?  

	Can you tolerate 5–10% errors, at least initially?  

	Do you have quality data (complete, consistent, up to date)?  

	Is the problem about process, not primarily about behaviour or organisation?  

	Have simpler solutions (templates, checklists, training) been tried?  

	Does the ROI make sense (expected benefit > 3x the cost)?  




	3 or more No: AI is probably not the answer. See alternatives below.



ALTERNATIVES TO AI

Before investing in AI, check whether simpler solutions solve the problem:





	 If the problem is... 

	 Try first... 

	 Indicative cost 




	 Repetitive replies to clients or colleagues

	 Email templates and FAQ 

	 €0 (internal time)




	 Process not being followed 

	 Mandatory digital checklist 

	 €0-500




	 Inconsistent decisions 

	 If/then rules in a workflow tool 

	 €20-50/month 




	 “We can’t find the information”

	 Data reorganisation / single CRM 

	 €50-200/month 




	 “People don’t know how to do X” 

	 Targeted training 

	 €1.000-5.000 one-off







AI PROJECT EVALUATION CHECKLIST

Complete this checklist before approving any AI investment.


The problem:

Problem in one sentence: 

Current cost: €________/month or ________hours/month 

Success metric: 

Solutions already tried: 


The solution:

Why AI and not a simpler alternative? 

Ready-made tool or custom development? 

Data available: □ Yes □ No □ Partial


The ROI:

Estimated cost (setup + 12 months): € 

Expected benefit (12 months): € 

Payback period: ________ months 

Consequences if AI gets it wrong:  



Chapter 2 References

AIM Multiple. (2024). AI fail: 4 root causes & real-life examples.
 https://research.aimultiple.com/ai-fail/

AIM Multiple. (2024). Top 20 predictions from experts on AI job loss. https://research.aimultiple.com/ai-job-loss/

AIPRM. (July 2024). 50+ AI replacing jobs statistics 2024. 
 https://www.aiprm.com/ai-replacing-jobs-statistics/

AvantGrade.com. (September 2025). ChatGPT usage in 2025: data, statistics and global trends. https://www.avantgrade.com/intelligenza-artificiale/uso-di-chatgpt-nel-2025-dati-statistiche-e-trend-globali

Brookings Institution. (October 2025). New data show no AI jobs apocalypse—for now. https://www.brookings.edu/articles/new-data-show-no-ai-jobs-apocalypse-for-now/

Capella Solutions. (2024). Why AI projects fail: Common pitfalls and preventive measures. https://www.capellasolutions.com/blog/why-ai-projects-fail-common-pitfalls-and-preventive-measures

CBS News. (2025). New study sheds light on what kinds of workers are losing jobs to AI. https://www.cbsnews.com/news/ai-artificial-intelligence-jobs-workers/

CodeConductor. (2025). Junior developers in the





























EPUB/images/copertina_libro_AI.jpg
Marco Galanti

' 7} ; o g 3 )'5:w
1§ , ': ', - 3 L, s
4 = ,A_o“’

Al FOR PROFESSIONALS

-

¥ 4 o -~ ,.-. ; o ’
& SR How to lmplement
i A artzﬁczal intelligence
B e e i ~ without making the mistakes

that doom 95% of projects









